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AGI Is Powerful, but Business Value Remains Unrealized1.1  

·The majority have seen neither revenue growth nor cost 
reduction since adopting AGI.

·Only a small minority have achieved both revenue growth 
and cost reduction; notably, these enterprises are far more 
likely to embed AI into their products, services, and customer 
experience.

These findings are self-reported by enterprises and cannot, 
by themselves, establish causality. Taken together, 
however, they point to an undeniable gap: AI has 
generated "general capability gains," yet these gains have 
not translated into enterprise-level business value.

AGI has grown powerful, while enterprise business value 
remains unrealized. This is the central contradiction of the 
current AI transformation.

From the history of technology, such gaps are familiar. The 
value of the steam engine, electricity, the computer, and the 
Internet did not flow automatically into financial statements 
upon the purchase of equipment or software; it was 
transformed into genuine business results only after 
production processes, organizational division of labor, and 
business models changed in response. New technologies 
typically enhance individual capabilities first, then restructure 
organizational processes, and ultimately reshape financial 
results and the competitive landscape. AI is no exception. 
Today's AI has already demonstrated clear results at the 
general capability level and has begun to drive the 
restructuring of enterprise business processes; but in most 
enterprises, value realization has yet to be completed.

In 2026, AI transformation has moved to the center of the 
enterprise technology agenda. The general capabilities of 
foundation models continue to rise rapidly: deeper 
reasoning, longer context windows, more proficient tool use, 
and increasingly impressive demonstrations across writing, 
coding, and multi-step task execution. More and more large 
enterprises are building agents, integrating Large Language 
Models (LLMs), and expanding compute capacity. Yet, a 
parallel reality is equally common: in budget meetings, 
finance teams demand to know which profit and loss 
accounts justify new compute and model expenditures; in 
strategy sessions, it is easy to articulate which latest model 
has been integrated, how powerful it is, and how dazzling 
the demonstrations are, but difficult to explain which 
revenues have increased and which costs have declined. 
Technology teams find themselves caught in between: 
exponential progress in Artificial General Intelligence (AGI) 
capabilities on one side, and prolonged silence on business 
value on the other.

This is not an isolated puzzle. Many enterprises report a 
strikingly consistent set of findings: 

·Most agree that AI is powerful, evolving rapidly, and has 
genuinely improved individual productivity.

·Only a minority report a discernible influence of AI on 
corporate Earnings Before Interest and Tax Margin (EBIT).

·Even fewer recognize significant contributions of AI 
(beyond single-digit EBIT improvement).

·A considerable share of enterprises already feel 
constrained by AI operating costs.
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In response to this gap, there are two common approaches: 
either supplementing a return on investment (ROI) 
calculation to the technical planning, or waiting for the 
technology to mature further. Neither approach is sufficient 
to address the fundamental problem: The former treats 
value as an appendix to the technical solution, while the 
latter treats value as a gift of time.

There is only one true end goal, and it must be clearly 
defined from the beginning: AI can improve an enterprise's 
revenue, profit, cash flow, risk control, and competitive 
position in a consistent and causally attributable manner, 
and the improvement is sufficient to cover all costs 
associated with compute, models, talent, integration, and 
organizational transformation.

Once this standard is established, the entire logic should be 
changed accordingly. Instead of "building technical 
capabilities first, identifying business scenarios second, and 
calculating the return in the end," enterprises should start 
from their value and competitive issues, identify business 
loops that must be solved in an agentic manner, then build 
the required technical capabilities, and finally achieve 
financial benefits and solidify competitive advantages.

Technology architecture is not the goal of an agentic 
enterprise; it is the enabling system through which 
enterprise value mechanisms operate.

To determine whether the agentic enterprise is worth the 
investment, a more fundamental question must be 
answered first: how is the economic value it delivers 
fundamentally different from that of traditional IT, predictive 
AI, or generative AI assistants?

Traditional IT excels at automatically executing pre-defined 
processes; predictive AI improves the quality of prediction 
and classification; and generative AI assistants reduce the 
cost of cognitive tasks such as writing, retrieval, and analysis. 
The agentic enterprise seeks to go one step further by 
bringing dynamic judgment, exception coordination, 
cross-system action, and outcome tracking, once dependent 
on humans, into the scope of scalable digital execution.

Therefore, its value is not about stronger general 
capabilities, but about enterprise transformation in the 
following aspects:

First, mass customization: reducing the marginal cost of 
handling complexity and long-tail exceptions. Traditional 
automation covers only the standard path, while complex 
exceptions ultimately fall back to humans. Agentic 
capabilities can dynamically combine knowledge, rules, and 
tools according to context, bringing long-tail customers, 
orders, equipment, and exceptions—previously left 
unhandled one by one because the cost was too high—into 
the scope of continuous processing. This logic applies to 
long-tail scenarios including credit reviews in finance, fault 
handling in power grids, dispatch requests in transportation, 
service work orders in public utilities, and farming and 
supply chain exceptions in agriculture and animal 
husbandry.

Second, shorter closed-loop time: compressing the 
"sense–decide–act–verify–improve" cycle. For many 
enterprises, losses arise not from being unaware of 
problems, but from learning of them too late, judging too 
slowly, coordinating across departments for too long, and 
failing to act in time. Every segment of compression in 
closed-loop time shows up directly in order conversion, 
equipment output, delivery rates, inventory, customer churn, 
and quality losses. Equipment downtime in manufacturing, 
fraud response in finance, fault isolation in power grids, 
emergency dispatch in transportation, and emergency triage 
in healthcare—all derive much of their value from 
closed-loop time.

Third, replicability: turning limited expert capability into 
replicable digital capability. When critical judgment must 
depend on a handful of experts, the scale of the enterprise 
is constrained by the number of experts it has. Agentic 
capabilities transform expert knowledge, tool usage, and 
decision-making rules into reusable capabilities, enabling 
the enterprise to serve more customers, products, and 
regions at a lower marginal cost. Typical scenarios cover 
financial risk control experts, power dispatching experts, 
manufacturing process experts, transportation operation 
control experts, and clinical and pharmacy experts in 
healthcare.

Fourth, end-to-end optimization: shifting from 
departmental local optimization to end-to-end value 
optimization. Traditional systems are segmented by sale, 
production, procurement, logistics, and service. Agentic 
loops, by contrast, coordinate across systems within the  

Rethinking the Problem: Starting from Business Problems, 
Not Technical Capabilities1.2  

05



bounds of authority, organized around business objects such 
as orders, customers, equipment, and contracts. This means 
not merely "optimizing production scheduling," but 
optimizing ultimate fulfillment value by comprehensively 
weighing order profitability, delivery commitments, 
equipment capacity, material risks, and customer tier.

Fifth, evolvability: accelerating the enterprise's speed of 
learning. Long-term competitive advantage belongs not to 
enterprises that "make better decisions today," but to those 
that can more quickly revise their products, processes, rules, 
and resource allocation in response to every market change, 
business action, and outcome feedback. This is especially 

critical for competition-driven industries. For regulatory and 
public mission–based organizations, it manifests as faster 
risk detection, process correction, and improvement in public 
service quality.

This leads to the managerial definition of the agentic 
enterprise:

An agentic enterprise is an enterprise that can transform 
environmental changes into revenue, profit, cash flow, and 
competitive advantage at a lower marginal cost of 
decision-making, across shorter business loops, and with a 
faster learning speed.

Clear mechanisms do not automatically translate into 
business value. Between investment and return, where 
exactly does the gap occur? Drawing on observations across 
dozens of industries and hundreds of enterprises, we 
summarize five recurring causes.

First, the focus is on work efficiency, not business drivers. 
Even with heavy AI usage, activities such as summarizing 
meetings, drafting reports, searching for regulations, and 
generating documents remain far from revenue and profit. 
What truly impacts business results are the customer count, 
conversion rate, average transaction value and product mix, 
repurchase and retention, delivery capacity, on-time delivery 
rate, yield and material utilization rate, inventory turnover, 
accounts receivable cycle, time to market of new products, 
failure rate, compliance quality, and capital efficiency. Unless 
AI projects explicitly change at least one of these variables, 
they rarely appear in financial statements.

Second, "time saved" is mistaken for "cost saved." If 100 
employees each save 20% of their time, yet headcount does 
not fall, hiring does not decline, output does not rise, 
customer response does not quicken, and quality does not 
improve—and the time saved is simply refilled with 
meetings and low-value work—then the financial benefit is 
essentially zero. Time itself is not value; where the time goes 
is. Only when time is converted into reduced labor costs, 
reduced headcount, increased bottleneck capacity, or 
incremental revenue does it become realizable value.

Third, what AI improves is not the enterprise's bottleneck. 

If sales orders are insufficient, a 20% increase in report 
generation efficiency in the production department will not 
increase revenue. If production capacity is already at full 
load, generating more sales leads may actually worsen 
delivery performance. If power supply is already constrained, 
faster responses from customer service agents will not 
expand power supply capacity. Local productivity gains 
become overall output only when they act on the 
enterprise's current constraints.

Fourth, AI stops at suggestions, not actions. More accurate 
forecasts, earlier exception detection, better plans—yet if 
people do not adopt them, or downstream processes 
cannot execute them in a timely manner, value will not be 
realized. Value ≈ Improvement in judgment quality × 
Adoption rate × Speed of closed-loop execution. The gap 
between cognition and action is exactly what distinguishes 
the agentic loop from ordinary analytical applications: It 
does not stop at judgment, but proceeds to execution, 
verification, and review.

Fifth, benefits are dispersed while costs are explicit. 
Compute, model invocations, algorithm talent, platforms, 
data governance, and system integration are all directly 
included in the budget. However, the benefits are scattered 
across sales, production, procurement, inventory, quality, 
risk control, O&M, and services. If the value attribution chain 
is not established in advance, finance teams will naturally 
see "increased IT costs" rather than "improved business 
drivers."
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Business value is rarely manifested as a new line item named "AI revenue" in financial statements. Instead, it typically flows 
along the enterprise's existing value streams, entering established accounts.

Dynamically complete customer 
understanding, solution 
configuration, quotation, 
production capacity confirmation, 
credit verification, and follow-up

Opportunity to 
order

Finance, manufacturing, 
transportation, retail, 
Internet, and education

Conversion rate, average 
transaction value, revenue, 
and gross profit

Continuously sense supply-demand 
changes and re-coordinate across 
sales, planning, procurement, 
production, and logistics

Demand to 
fulfillment 

Manufacturing, 
transportation, logistics, 
energy, agriculture & 
animal husbandry, and 
automobile

Reduced order loss, increased 
delivery revenue, and reduced 
inventory

Coordinate requirements, design, 
simulation, compliance, suppliers, 
and changes

Design to 
launch

Manufacturing, high-tech, 
automobile, 
pharmaceuticals, and 
medical equipment

Earlier new product revenue 
and reduce R&D costs

Extend from exception 
identification to diagnosis, repair, 
spare parts, scheduling, and 
recovery confirmation

Equipment to 
output

Manufacturing, electricity, 
transportation, public utilities, 
mining, and oil & gas

Increased available 
production capacity and 
reduced downtime loss

Proactively identify issues, 
coordinate services, track results, 
and identify opportunities for 
additional purchases

Service to 
renewal

Finance, telecom, public 
utilities, healthcare, 
education, and Internet

Retention rate, renewal rate, 
and service revenue

Dynamically analyze 
requirements, supply risks, prices, 
inventory, and alternative 
solutions

Procurement 
to supply

Manufacturing, energy, 
transportation, public 
procurement, agriculture & 
animal husbandry, and 
pharmaceuticals

Gross margin, inventory, and 
supply continuity

Enterprise Value 
Stream

Changes Brought by Agentic 
Transformation

Financial/Performance 
Result

Typical Industry
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Along the Enterprise Value Stream1.4  



Continuously monitor, identify, 
assess, handle, and report risk 
events

Risk to 
compliance

Finance, electricity, 
transportation, public 
utilities, healthcare, 
pharmaceuticals, and 
mining

Reduced fraud loss, 
compliance penalty, and 
accident rate

Extend from status monitoring to 
maintenance decision-making, 
capital expenditure optimization, 
and asset lifecycle management

Asset to capital 
efficiency

Electricity, public utilities, 
transportation 
infrastructure, highway, 
airport, mining, and oil & 
gas

Improved capital efficiency, 
reduced O&M cost, and 
enhanced reliability

Proactively identify public needs, 
coordinate resources, track 
results, and optimize service 
provision

Service to 
public value

Public utilities, government, 
public transportation, 
healthcare, education, and 
public safety

Service accessibility, response 
speed, fiscal efficiency, and 
public satisfaction

Enterprise Value 
Stream

Changes Brought by Agentic 
Transformation

Financial/Performance 
Result

Typical Industry

These value streams are not industry-exclusive; rather, they 
represent the same set of business objects manifesting 
differently across industries. For example, agriculture and 
animal husbandry can be mapped to "procurement to 
supply," "equipment to output," and "service to public 
value." Internet can be mapped to "opportunity to order," 
"service to renewal," and "risk to compliance." Healthcare, 
education, and pharmaceuticals can be mapped to "service 
to renewal," "risk to compliance," "design to launch," and 
"service to public value." Highway, airport, mining, and oil 
and gas can be mapped to "asset to capital efficiency," 
"equipment to output," and "risk to compliance." These are 
just a few examples, and it is not necessary to exhaust all 
industries. The key is that each industry can find its own 
entry point to the value stream in the table.

Regardless of industry differences, revenue growth can 
broadly be decomposed into drivers such as customer count, 
conversion rate, pricing and product mix, purchase 
frequency, retention, and fulfillment capability. Every AI 
project must, at the outset, clearly articulate which multiplier 
it intends to change. If it can only be described as "raising 
the level of intelligence" or "improving employee 
experience," without specifying which multiplier is to be 
changed, then its revenue logic essentially does not exist.

It is also essential to recognize that the value focus may 
differ across industries and enterprise types:

·For industries with insufficient demand and intense 
competition, the focus is on customer acquisition, 
conversion, pricing, product innovation, and retention.

·For the manufacturing industry with limited production 
capacity, the focus is on saleable output, yield rate, 
equipment utilization, and delivery.

·For the price-regulated public utilities industry, value 
mainly manifests in reliability, line loss, O&M costs, and 
capital efficiency.

·Asset-intensive enterprises may unlock cash primarily by 
reducing inventory, minimizing downtime, and deferring 
capital expenditure.

·In high-risk industries, value comes from reducing fraud, 
failures, compliance penalties, and major losses.

·Public mission–based organizations derive value from 
service accessibility, response speed, the efficiency of public 
funds, and public risk reduction.
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In summary, the core principle of building an agentic 
enterprise is to let business define technology, rather than 
technology define business.

Expanded into executable actions, this becomes a 
sequence of progressive steps: external changes and 
competitive issues, strategic constraint identification, key 
value stream selection, agentic necessity assessment, 
engineering closed loops, organizational value capture, 
value attribution and capital allocation, and competitive 
advantage consolidation. Among these, the engineering 
closed loop is the execution system. It determines "whether 
it can be done." All the other steps determine "whether it is 
worth doing, whether value can be realized, and whether it 
can be sustained." Otherwise, AI transformation of 
enterprises remains a technology project, not an enterprise 
strategy.

Technical teams need to answer another question: with 
intents and objectives clearly defined, how can awareness, 
cognition, reasoning, interaction, collaboration, action, 
feedback, and evolution be orchestrated into an AI 
operating system that is governable, secure, and stable?

Enterprise strategies determine what to do, while 
engineering determines whether it can be done, whether it 
is stable, whether it can be governed, and whether it can 
keep evolving.

Every major AI project should begin with joint confirmation 
by business, finance, and technology leaders: Which 
business problem is to be solved? Why must AI be used? 
What is the business baseline without AI? Who is 
accountable for the business outcomes? What are the 
quantified business results of adopting AI? Execution must 
then proceed in order: technical feasibility, production 
stability, metric improvement, value realization, and viable 
unit cost economics after scale expansion.

For most enterprises, what is truly scarce and differentiated 
is not the foundation model itself, but rather: enterprise 
business objects and facts data; the design of "high-value 
business, IT, and AI" loops; interfaces through which existing 
systems can be invoked by AI; the permission and policy 
system; historical logs; feedback results; domain evaluation 
benchmarks; exception handling mechanisms; and the 
restructuring of processes, roles, and staff incentives.

The real barrier to building an agentic enterprise is 
hard-to-replicate enterprise assets: proprietary business 
feedback data; accumulated decision and exception cases; 
action interfaces deeply embedded in processes; mature 
governance and permiss ion mechan i sms ;  
cross-department coordination capabilities, and, most 
importantly, the capability to convert each new generation 
of AGI into business value efficiently, continuously, and 
reliably. AI technology keeps evolving rapidly, indicating that 
static technological leadership cannot be sustained, whereas 
dynamic conversion capability is the true moat. The agentic 
enterprise, therefore, is ultimately not merely a new AI+IT 
system, but a higher-frequency, finer-grained, and more 
scalable enterprise capability system.

Returning to the starting point: If an enterprise can only 
show how many agents were built, how many models were 
invoked, how many self-reported labor hours were saved, 
how much employee satisfaction improved, or how 
advanced its technology architecture is—yet cannot specify 
which revenue increased, which gross profit improved, which 
cash was unlocked, which risk declined, which reliability 
improved, which public value was enhanced, or which 
competitive bottleneck was broken—then the issue is not 
short-sighted financial metrics, but that AI transformation 
has not become a true enterprise strategy.

The fundamental goal of enterprises' AI transformation is 
to move from Fear of Missing Out (FOMO) on AI back to 
business value realization. And this is the first real step 
toward becoming an agentic enterprise.

Starting from the End: Working Backwards from Results1.5  
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How do we realize business value? Half the answer lies in 
business, and the other half in technology.

On one side, technologies like LLMs, agent frameworks, tool 
protocols, Recursive Self-Improvement (RSI), and world 
models are evolving fast. On the other side, customer 
commitments, production tasks, and business operations 
must run without interruption, while accumulated enterprise 
data, knowledge, and domain expertise need to compound 
continuously across technological shifts. To bridge this gap, 
enterprises first need an AI system that can seamlessly 
absorb new technology while driving a brand-new, AI-driven 
business cycle.

General-purpose models can understand language, 
generate content, and handle complex reasoning, but they 
don't know enterprises' specific customers, products, devices, 
or workflows, nor do they naturally grasp enterprises' 
current business facts, specialized rules, or responsibility 
boundaries. Connecting to a model grants access to AI 
capabilities, but AGI does not automatically become 
proprietary enterprise intelligence.

Over the past few years, many companies took a similar 
path by selecting a model, building a knowledge base, 
writing prompts, integrating tools, and configuring 
permissions for each business scenario. While this 
project-by-project approach works well for quick pilots, 
problems multiply as scenarios grow: Data standards 
conflict across projects, model evaluations are fragmented 
across platforms, knowledge bases duplicate effort without 
sharing information, permissions are scattered, and 
maintenance costs grow linearly with every new scenario.

As operations scale up, human edits, anomaly attributions, 
failure logs, and business outcomes become scattered 
across different applications and technical platforms. 
Real-world feedback fails to flow back into the cycle of data 
governance, knowledge updates, model evaluation, and 
agent optimization. Expertise from a single project cannot 
be converted into enterprise-wide shared AI assets, creating 
new "agent silos" in the agentic era.

What enterprises need to change is not just how they build 
models, knowledge bases, or agents, but the entire 
mechanism of how intelligence is created, supplied, and 
evolved. As AI scenarios grow, repeated adaptation work 
shouldn't grow accordingly; as underlying technologies 

change, enterprises shouldn't have to start from scratch 
every time. Enterprises must build an ever-evolving AI 
engineering system that converts external general-purpose 
technologies into stable capability services, while turning 
scenario-level data, knowledge, tasks, and operational 
expertise into reusable enterprise capabilities for continuous 
supply.

DIMAK is an engineering system designed for enterprise 
intelligence creation, supply, and evolution. It covers five 
interconnected engineering domains: Data Engineering (D), 
AI Infrastructure Engineering (I), Model Engineering (M), 
Agent Engineering (A), and Knowledge Engineering (K). By 
fusing rapidly changing general-purpose technologies with 
enterprise facts, knowledge, tasks, and evaluation standards, 
the system helps create proprietary enterprise intelligence 
that is cumulative, deliverable, and manageable.

At its core, DIMAK decouples the technology lifecycle from 
the enterprise capability lifecycle: While underlying 
models, frameworks, and compute continuously evolve, 
the data, knowledge, model adaptation, agents, and 
operational expertise built around enterprise tasks can 
accumulate over time.

To be specific, Data Engineering turns business and 
production data into trustworthy fact services for specific 
tasks; Knowledge Engineering translates policies, rules, and 
expertise into retrievable, actionable, and traceable business 
logic; Model Engineering organizes models from different 
sources and architectures into task-oriented capability 
services; Agent Engineering aligns context, models, 
workflows, tools, and human-AI collaboration around clear 
task goals; AI Infrastructure Engineering provides the 
resources, environments, and foundational assurance 
needed for end-to-end stable task execution. Meanwhile, 
during runtime, Agent Engineering organizes tasks, Data, 
Knowledge, and Model Engineering supply capabilities on 
demand, and AI Infrastructure Engineering provides a 
reliable runtime safety net.

Proprietary enterprise intelligence is neither a single 
self-built model nor a simple connection between a 
general-purpose model and internal enterprise data. It is the 
capability result of continuously combining 
general-purpose models, compute, frameworks, and tools 
with enterprise business facts, specialized knowledge, task  

Building Ever-Evolving Enterprise Intelligence on 
Fast-Evolving Technology2.1  



logic, and evaluation standards. The direct output of DIMAK 
is not just a platform or technical component, but a suite 
of intelligent capability services tailored for enterprise 

DIMAK accomplishes this transformation through three 
interrelated mechanisms.

Absorb changes in underlying technologies and ensure 
stable capability supply. Enterprises continuously obtain 
models, AI infrastructure, agent frameworks, and 
development tools from external sources. The 
corresponding engineering domains are responsible for 
selection, access, adaptation, evaluation, release, and 
operation management. When underlying technologies are 
upgraded, replaced, or phased out, upper-layer intelligent 
applications can continue to operate through relatively 
stable capability interfaces, reducing the impact of 
technological changes on business continuity.

Inject enterprise facts and knowledge, and build reusable 
assets. Data Engineering and Knowledge Engineering turn 
enterprise-specific objects, facts, regulations, rules, and 
expertise into capabilities usable by AI tasks. Data mappings, 
knowledge rules, model evaluations, agents, workflows, 
skills, tools, and operational expertise are verified and built 
into reusable assets based on business semantics, 
application scope, version status, quality baselines, and clear 
ownership. In this way, AGI acquires enterprise business 
context, and project achievements can enter the shared 
capability system rather than staying within specific 
scenarios.

Capabilities are assembled on demand around business 
tasks. After a task is triggered, Agent Engineering organizes 
the required data, knowledge, models, processes, tools, and 
runtime resources based on the objectives, current status, 
and constraints. For capabilities that need stable supply, 
service contracts are used to specify the task type, input and 
output, data boundary, quality baseline, service level, 
resource budget, and degradation and exit rules, making 
sure business requirements are converted into composable 
and verifiable capability supply.

These three mechanisms bring about four key changes: The 
objects of stable supply shift from specific models and 
platforms to task-oriented capability services; management 
focus expands from single technical components to 
complete AI tasks; the development model shifts from 
repeated adaptation within a project to hierarchical supply 
across enterprise, domain, and scenario levels; and the 
delivery model transitions from ending immediately after 
launch to feedback-driven, evaluation-verified, and 
controlled release. Data, knowledge, model, and agent 
platforms can still maintain division of responsibility, but 
they need to be associated with objectives, contexts, 
capability combinations, human intervention, resource 
consumption, and runtime outputs through task identifiers, 
capability contracts, and version dependencies.

tasks—characterized by defined business semantics, 
quality baselines, version status, and clear applicable scope.

Figure 1  DIMAK Engineering System
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This transformation process runs through development, 
runtime, and evolution. In the development phase, capability 
assets are formed and adaptation verification is completed. 
In the runtime phase, capabilities are dynamically assembled 
around tasks, status is maintained, and anomalies are 
handled. In the evolution phase, gaps are identified based 
on evaluation, human edits, anomaly attribution, and 
business feedback, and assets and runtime policies are 
updated after verification. Feedback can trigger 
improvements, but production capabilities cannot be directly 
changed without verification.

DIMAK is not meant to be built across all five engineering 
domains right from the start, nor is it aimed at building a 
complete platform in a single step. Enterprises need to select 
priority scenarios with clear task boundaries and evaluation 
criteria based on specified business objectives. They should 
create task profiles, including invocation frequency, 
concurrency scale, context length, response latency, data 
sensitivity, fault tolerance, and continuity requirements, and 
then determine capability gaps, team responsibilities, and 
implementation steps accordingly.

Enterpr ise-level common capabi l i t ies focus on 
cross-scenario issues, including model access, agent 
runtime, task tracking, unified evaluation, and AI 
infrastructure. Domain-level shared capabilities encapsulate 
business objects, specialized knowledge, rules, and domain 
skills. Scenario-specific capabilities retain task strategies, 
context configurations, orchestration methods, and 
evaluation metrics. Unified requirements do not imply 
completely centralized development. Where a capability is 
built depends on its semantic stability, reuse scope, and 
ongoing service ownership.

For most enterprises, models and AI infrastructure are 
primarily sourced from external technologies and products, 
leaving the internal focus on selection, adaptation, 
governance, and runtime management. Therefore, the true 
long-term value creation lies in Data Engineering grounded 
in enterprise facts, Knowledge Engineering embedding 
domain expertise, and Agent Engineering organizing 
complex tasks. What DIMAK sustains is never any single 
generation of models or frameworks, but the underlying data, 
knowledge, task, and operational capabilities continuously 
built through real-world business practice.
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Figure 2  Data Engineering
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Key implementation tasks

·Unify business objects and events. Establish cross-system 
semantic mappings around core business objects such as 
customers, orders, contracts, accounts, and devices. 
Transform state changes that impact business judgment 
into business events with clear sourcing, identifiable 
timestamps, and subscription capabilities for AI tasks. Object 
and event standards must explicitly define authoritative 
sources, primary keys, state semantics, and update 
responsibilities.

·Build task-oriented data services. Provide data queries, 
event subscriptions, multimodal object views, and consistent 
snapshots based on task objectives and the current phase, 
reducing the need for each application to repeatedly process 
underlying data. Data services must define clear business 
semantics, authoritative sources, application scopes, update 
frequencies, quality baselines, and access boundaries.
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Data Engineering (D): Grounded in Trusted Business Facts, 
Delivering Task Data Services2.2  

The accuracy of AI task judgments depends first on the 
quality and timeliness of the business facts it receives. 
Although enterprise data is already accumulated across data 
lakes, data warehouses, and business systems, this does not 
mean that AI tasks have immediate access to directly usable, 
current facts. Traditional analytical platforms are designed 
primarily for statistical analysis and batch processing, 
whereas AI tasks require continuous retrieval of context 
aligned with the current business state, tailored to specific 
objectives and task stages.

In real-world business scenarios, "historical inventory in 
analytical platforms," "real-time inventory in transaction 
systems," and "allocatable inventory for current orders" 
represent distinct time slices and business semantics. If these 
semantic discrepancies enter the model context without 
prior alignment, the exact same query can yield different 
business judgments. Take device anomaly handling as an 
example: A single sensor alarm cannot independently justify 
a shutdown decision; it must be correlated with current 
operating conditions, defect histories, maintenance records, 
and production schedules. Data gaps, temporal 
misalignments, or object mapping errors will directly affect 

subsequent judgments.

The core purpose of Data Engineering is to structure 
heterogeneous data and events—scattered across business 
systems, production devices, and external sources—into 
standardized data services that AI tasks can continuously 
invoke. This ensures AI tasks to obtain business facts that 
are trustworthy in source, clear in timestamp, consistent in 
semantics, and explicit in applicable scope.

Data Engineering does not replace an enterprise's existing 
data lakes, data warehouses, lakehouse platforms, or 
primary data systems. Instead, it builds upon this established 
data foundation to develop capabilities centered on objects, 
events, semantics, context, and feedback data specifically 
tailored for AI tasks. The focus of enterprise implementation 
should not be one-off, comprehensive data aggregation; 
rather, it should prioritize integrating the business objects, 
states, and events shared across multiple high-value AI 
tasks. While Data Engineering supplies trusted facts to AI 
tasks, it does not change the ownership of authoritative fact 
generation within existing systems, nor does it grant the 
authority to modify business states.
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·Strengthen quality, lineage, and timeliness management. 
Record authoritative data sources, processing pipelines, 
completeness, and validity periods. When semantic 
discrepancies arise across multiple sources, provide clear 
authoritative hierarchy relationships and conflict resolution 
rules, enabling AI tasks to recognize data trustworthiness 
and applicability conditions.

·Implement controlled data consumption. AI tasks obtain 
facts through governed data services, semantic layers, 
read-only replicas, or isolated analytical environments. Core 
transactional databases must never grant unbounded 
natural language exploration or direct write permissions to 
agents. Data access rights and business action rights must 
be managed separately; reading information does not imply 
authority to modify business states.

·Govern task feedback data. Receive and govern human 
edits, failure records, anomaly attributions, and execution 
feedback generated during task execution. Preserve their 
source, timestamp, objects, quality, and usage scope to 
convert them into data assets for model evaluation, 
knowledge evolution, and runtime optimization. Complete 
task tracks are maintained through joint coordination 
between Agent Engineering and the runtime system, with 
Data Engineering ensuring the quality and availability of the 
feedback data.

Key engineering technologies

·Multimodal data processing and hybrid query: Establish 
parsing, chunking, and association mechanisms suited to 
varied data modalities and business semantics across 
structured data, drawings, documents, audio, video, and 
device time-series signals. Combine vector retrieval, full-text 
retrieval, structured queries, relational graph associations, 
and time-series analysis based on task characteristics to 
support semantic understanding and precise fact extraction.

·Real-time event processing and context injection: 
Leverage change data capture, message buses, or stream 
computing platforms to monitor business changes such as 
order modifications and device alarms. Convert raw signals 
into standardized events with explicit objects, stable 
semantics, and identifiable timestamps, while handling 
event delays, out-of-order delivery, duplication, and schema 
changes.

·Data contract and point-in-time consistency: Establish 
formal data contracts for core data services, defining field 
semantics, quality standards, update frequencies, and 
version compatibility. Distinguish event occurrence time, 
system processing time, and business effective time, 
providing consistency snapshots or point-in-time state 
reconstruction for complex tasks dependent on cross-source 
correlation.

·Fine-grained context gateways: Enforce identity 
verification, field-level permission filtering, minimal data 
assembly, dynamic masking, and access auditing on data 
requests from AI tasks. Govern the boundaries of data 
entering models and agents according to task identity, 
authorization scopes, and invocation purposes through 
context gateways.

The effectiveness of Data Engineering is measured not just 
by the volume of ingested data, but by fact accuracy, data 
timeliness, context validity, cross-scenario reuse, and data 
access compliance. Through Data Engineering, enterprise 
data evolves from passively stored platform resources into 
trusted fact services that continuously power AI tasks.



Figure 3  AI Infrastructure Engineering
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Key implementation tasks

·Create task profiles and capacity baselines. Describe 
workload characteristics based on invocation frequency, 
concurrency scale, context length, response latency, data 
sensitivity, fault tolerance, and continuity requirements, 
distinguishing between online and offline, production and 
experimental, as well as steady-state and peak tasks. 
Formulate baseline, peak, and disaster-recovery capacity 
baselines by combining model throughput, cache reuse rates, 
failure retry rates, and software-hardware adaptation 
efficiency.

·Manage heterogeneous resources in a unified manner. 
Establish unified resource management and scheduling 
capabilities for environments where cloud, edge, devices, 
and diverse accelerator chips coexist. Select execution 
locations based on task latency targets, cost budgets, model 
requirements, and data residency conditions, reducing direct 
application dependencies on specific hardware 
environments.
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AI Infrastructure Engineering (I): Ensuring Stable Execution 
and Continuous Recovery of AI Tasks2.3  

AI workloads are expanding from single, stateless model 
requests into end-to-end tasks that include multi-turn 
reasoning, knowledge retrieval, data queries, file processing, 
tool invocation, and human-AI collaboration. Task execution 
times can range from seconds to hours or longer, while 
business peak loads bring high volumes of concurrent 
requests. Compared to single model invocations, these 
complex tasks require continuous state persistence and the 
resilience to resume execution following resource shortages, 
service anomalies, or human intervention.

Traditional infrastructure management focuses primarily on 
compute resource utilization, model instance availability, 
and single-service response metrics. However, an 
end-to-end AI task relies simultaneously on models, 
knowledge, data, tools, and external services. If any 
component experiences congestion or failure, the task may 
remain in an unconfirmed intermediate state. The 

availability of single components does not indicate that a 
business task can be successfully completed.

The core purpose of AI Infrastructure Engineering is to 
broaden the scope of assurance from single compute 
resources and model instances to the entire AI task lifecycle. 
It delivers capabilities for resource supply, environment 
isolation, state persistence, capacity governance, fault 
isolation, recovery, and end-to-end observability.

While Agent Engineering interprets task semantics, 
organizes execution steps, and determines handling paths 
for anomalies, AI Infrastructure Engineering supplies the 
foundational assurance for state persistence, resource 
scheduling, and runtime recovery. The two domains 
collaborate through task identifiers, checkpoints, and 
execution contracts without substituting for one another.



·Conduct environment isolation and production 
verification. Segregate development, testing, evaluation, 
and production environments, strictly controlling access 
scopes for data, models, tools, and networks. Prior to 
entering production, models, runtime images, dependent 
components, and scheduling policies must undergo 
validation for software-hardware compatibility, performance 
baselines, security boundaries, and fault recovery to prevent 
experimental changes from directly impacting production 
tasks.

·Support state persistence and recovery for long-running 
tasks. Preserve the running state, event history, checkpoints, 
and external invocation results. When tasks are suspended 
due to service anomalies, API rate limiting, or human 
approvals, they can resume execution from verified 
checkpoints, avoiding end-to-end re-execution. Whether a 
business state is valid and where a task should resume are 
jointly determined by upper-layer task semantics and 
real-time operational facts.

·Build a task-level capacity and resilience mechanism. 
Implement queuing, rate limiting, quota management, and 
fault domain isolation according to task priorities. Define 
capacity thresholds, trigger conditions, degradation 
sequence, and recovery paths across normal, peak, 
emergency, and disaster recovery states. Under resource 
constraints, prioritize the stable operation of core business 
and production systems.

·Execute multi-dimensional resource metering. Aggregate 
token consumption, knowledge retrievals, data queries, 
storage usage, and external Application Programming 
Interface (API) invocations to specific tasks, correlating them 
with task completion status and business outcomes. Extend 
resource evaluation from raw compute utilization to task 
completion rates, recovery capability, and cost per successful 
task.

Key engineering technologies

·Heterogeneous compute pooling and model-aware 
scheduling: Build resource pooling, model deployment, and 
elastic scheduling capabilities across diverse accelerator 
types, general-purpose computing resources, and 
specialized environments. Select execution locations based 
on model specifications, task priorities, latency targets, and 
data residency requirements, while improving effective 
throughput and Time-To-First-Token (TTFT) via continuous 
batching, prefill/decode disaggregation, prefix caching, 
tiered KV Cache management, and cache-aware scheduling. 
Cache and state reuse must strictly adhere to task identity, 
tenant boundaries, data permissions, and knowledge version 
constraints.

·Persistent task execution and state recovery: Preserve 
execution states, event histories, checkpoints, and external 
invocation results for long-running and asynchronous tasks. 
External invocations must incorporate idempotency, 
deduplication, timeouts, retries, and necessary compensation 
mechanisms to prevent duplicate executions or state 
conflicts during recovery.

·Task-aware traffic governance: Traditional Query Per 
Second (QPS) metrics cannot fully reflect the actual 
resource pressure of AI tasks. Gateways and scheduling 
systems comprehensively estimate token consumption, 
number of concurrent sequences, task priorities, model 
loads, and downstream capacity to enforce queuing, rate 
limiting, and quota controls, triggering model switching, 
inference budget adjustments, or service degradation during 
resource stress.

·End-to-end runtime observability: Integrate model 
inference, knowledge retrieval, data query, agent 
orchestration, and tool invocation into a single task pipeline. 
Correlate TTFT, tail latency, queuing duration, effective 
throughput, cache hit rates, task completion rate, number 
of recoveries, resource consumption per successful task, and 
business outcomes to inform capacity planning, fault 
localization, and cost optimization.

AI Infrastructure Engineering expands the scope of 
evaluation from isolated resources and model instances to 
overall task completion rates, recovery capability, cost per 
task, and business continuity. While compute remains the 
foundational resource, the ultimate value delivered to 
enterprises is the guaranteed ability to reliably bring AI tasks 
into production execution.

17



Key implementation tasks

·Unify model access and service standards. Establish a 
unified model agent and management system to 
accommodate interface differences across vendors and 
open-source models, and to standardize input and output, 
version status, data boundaries, and service levels, reducing 
application dependency on specific model instances.

·Build a production adaptation and candidate pool. 
Maintain compatibility across the model, framework, 
inference engine, chip, and cluster, and record dependent 
versions, supported operators, quantization solutions, 
parallel policies, changes in effectiveness, performance 
baselines, and known risks. Only model-and-runtime 
combinations verified in the target environment qualify for 
the production candidate pool.

Model training and inference Model self-evolution

Token as a Service (TaaS) gateway 

Figure 4  Model Engineering
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Model Engineering (M): Delivering and Adapting 
Task-Oriented Model Capabilities2.4  

Commercial, open-source, self-built, and domain-specific 
models will coexist in enterprises for the long term. Each 
type has its own strengths in logical reasoning, 
multi-modal understanding, domain knowledge, response 
latency, invocation cost, and data boundaries. Their 
capabilities, pricing, and deployment requirements will also 
keep evolving.

In a point-to-point integration model, upper-layer 
applications are typically bound directly to specific model 
instances. Once a model is upgraded or replaced, the 
application must be reconnected, prompts reconfigured, 
performance re-evaluated, and running policies re-adapted. 
What enterprises truly need to solve is no longer simply how 
to choose a model, but how to reliably deliver the right 
understanding, reasoning, and generation capabilities for 
different business tasks within a constantly evolving model 
ecosystem.

For example, document classification prioritizes throughput 
and cost, contract review emphasizes professional accuracy 
and completeness of supporting evidence, and real-time 

customer service must balance performance and response 
latency. Binding all tasks to a single model makes it 
impossible to balance effectiveness, cost, and risk, and also 
amplifies the impact of underlying technology changes on 
upper-layer services.

Model Engineering focuses on organizing models from 
different sources and technical routes into task-oriented 
capability services, and managing their onboarding, 
evaluation, adaptation, deployment, selection, optimization, 
and retirement. Upper-layer intelligent applications submit 
task type, performance requirements, latency, cost, data, 
and risk conditions. Model Engineering then matches model 
capabilities and inference policies within the candidate pool 
that meets admission requirements.

Model Engineering manages, evaluates, and supplies model 
capabilities, while AI Infrastructure Engineering handles 
resource scheduling and stable operation of the 
corresponding model services. The two work together 
through model service contracts, production candidate 
pools, and operational metrics.



·Conduct task-level evaluation and capability routing. 
Establish dedicated evaluation benchmarks and criteria 
based on real enterprise tasks, and select models and 
inference policies according to task type, logical complexity, 
effectiveness threshold, response latency, data boundary, 
and cost budget. Model selection is driven by task 
requirements. Applications are no longer bound directly to 
a fixed model.

·Implement hierarchical adaptation and post-training 
optimization. First, determine whether prompt optimization, 
structured output, retrieval augmentation, tool invocation, 
and process orchestration are sufficient to meet task 
requirements. Where clear capability gaps remain, use 
methods such as Low-Rank Adaptation (LoRA), supervised 
fine-tuning, preference optimization, distillation, or 
quantization, depending on training data conditions and 
cost-effectiveness. Adaptation depth should be determined 
by evidence of improvement in effectiveness, latency, cost, 
and stability relative to the baseline.

·Manage runtime policies. Adjust model selection 
according to task status, model health, service level, and 
resource budget. When the primary model is unavailable, 
effectiveness degrades, or cost exceeds the budget, switch 
the model, degrade the capability, manually take over the 
task, or exit the task according to predefined policies.

·Implement feedback-driven controlled evolution. 
Convert business results, manual revisions, exception 
records, and evaluation data into the basis for model 
improvement. When the model version, evaluation 
benchmark, prompt configuration, fine-tuning parameters, 
quantization policy, or routing policy changes, trigger 
regression evaluation within the corresponding scope. After 
version management, canary verification, and release 
control, the model can be put into production.

Key engineering technologies

·Policy-driven dynamic model routing. First, rule out 
models and resource pools that fail to meet the conditions 
for use according to data boundaries, model admission 
criteria, service risks, and compliance requirements. Then, 
assess whether the task can be handled by rules, retrieval, 
traditional algorithms, or deterministic processes. Where 
model inference is required, select a lightweight, 
domain-specific, or high-capability model according to task 
complexity. Finally, select the specific version and runtime 
resources according to real-time load, service level, and 
budget.

·Task-level evaluation and model capability profiling. 
Establish dedicated evaluation benchmarks for production 
tasks such as information extraction, professional judgment, 
complex inference, structured generation, and multimodal 
understanding. Record the performance of different model 
versions in terms of effectiveness, latency, cost, security, and 
stability, providing a basis for model routing, adaptation, and 
retirement.

·Efficient parameter adaptation and post-training 
optimization. When a general model fails to meet the 
requirements of a specific task, supervised fine-tuning, LoRA, 
or preference optimization can be applied according to the 
scale, quality, and stability expectations of the training data. 
Data entering the training process must undergo filtering, 
labeling, and quality review. Core enterprise business rules 
should remain anchored by Knowledge Engineering, rule 
engines, and controlled tools, rather than relying solely on 
model weight updates.

·Controlled version release pipeline. A model progresses 
through the candidate, evaluation, canary release, 
production, optimization, and retirement phases. Before new 
models, fine-tuning parameters, and routing policies reach 
business applications, they must undergo offline evaluation, 
scenario playback, shadow traffic, or canary verification. The 
production environment continuously monitors for 
performance degradation, latency anomalies, and cost 
overruns, while retaining rollback and exit paths.

The effectiveness of model engineering is reflected not only 
in the number of models connected, but also in the stability 
of task performance, model replacement costs, routing 
effectiveness, service continuity, and the balance between 
performance and cost. Enterprises need to continuously 
operate task-oriented model capabilities, rather than 
maintaining long-term reliance on any specific model.
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Figure 5  Agent Engineering
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Key implementation tasks

·Unified capability registration and lifecycle management. 
This involves managing the definitions, business semantics, 
inputs and outputs, version dependencies, application 
scopes, permission labels, responsible entities, evaluation 
results, and operational statuses of agents, workflows, skills, 
and tools. Asset registration, capability discovery, authorized 
invocation, production access, and actual operation are 
interrelated yet independent states; completing registration 
does not equate to obtaining qualification for invocation or 
production operation.

·Organizational task planning and collaborative 
orchestration. The selection of single-agent, multi-agent, 
deterministic process, or human-machine collaboration 
modes is based on objectives, task complexity, cost, and risk. 
Task orchestration not only organizes the execution 
sequence but also maintains task status, responsibility 
boundaries, manual confirmation points, exception paths, 
and termination conditions.
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Agent Engineering (A): Organizing and Building AI 
Capabilities for Enterprise Tasks2.5  

As intelligent applications expand into more business 
domains, four types of agents will coexist for the long term: 
collaborative agents for employees, domain-specific agents 
for professional tasks, task agents that invoke specific tools, 
and automated components governed by deterministic 
workflows. What enterprises need to manage is no longer 
just a single agent's ability to chat and invoke tools, but 
whether complex business tasks can move forward 
continuously, reliably, and under control across multiple 
capability and responsibility entities.

A single agent's ability to generate a plan and invoke an 
interface does not make the business task complete. When 
multiple agents operate independently toward their own 
local objectives, contexts, and states, they risk state conflicts, 
repeated invocations, and responsibility gaps. Tasks with 
stable paths and clear rules do not need added dynamic 
planning or operational complexity simply to justify the use 
of agents.

Agent Engineering centers on building a system for the 
development, registration, orchestration, and operation of 
agents that handle complex tasks. It treats the task as the 
basic unit of management, organizing objectives, contexts, 
states, capability invocations, and human-machine 
collaboration. It draws on the model's understanding and 

dynamic planning capabilities while embedding the 
deterministic processes, governance policies, and human 
judgment nodes that are required.

In engineering terms, the agent development, workflow 
orchestration, and runtime management capabilities of 
Huawei's open-source agent platform OpenJiuwen can be 
used to integrate the data, knowledge, models, and AI 
infrastructure of DIMAK. The platform also provides 
standard interfaces for connecting enterprise tools, 
permissions, and business processes, forming an agent 
engineering system designed for complex business tasks.

Agent Engineering follows the principle of minimum 
sufficiency: 

·Tasks with stable paths and deterministic rules are 
handled first by programs, rule engines, or workflows.

·Single reusable actions are encapsulated as skills, tools, 
or APIs.

·Agents come in when complex context understanding and 
dynamic path selection are required.

·Multi-agent collaboration is reserved for cases with 
independent sub-goals, states, permissions, or specialized 
division of labor.



·Task context assembly and memory boundary 
management. Facts provided by Data Engineering, rules 
and professional bases provided by Knowledge Engineering, 
cognitive capabilities provided by Model Engineering, as well 
as task status, memory, and authorization information, are 
organized into a context usable by the current task. The 
context is retrieved, filtered, sorted, deduplicated, 
compressed, and assembled according to task phases, 
including only information required for the current step and 
within the authorized scope. Task memory is used to store 
confirmed intermediate states, interaction results, and task 
processes. Authoritative business facts with current 
validity—such as accounts, transactions, inventory, and 
device status—must still be obtained from live networks or 
governed data services and are not solidified as long-term 
memory. When facts, knowledge versions, permissions, or 
governance policies change, the related context and cache 
are updated or invalidated accordingly.

·Support for long-duration tasks and exception recovery. 
Semantics such as task status, checkpoints, suspension, 
resumption, retry, handover, and termination are defined, 
along with the configuration of maximum steps, retry 
budget, timeout, and termination conditions. When 
triggered by insufficient facts, instruction conflicts, capability 
failures, repeated calls, or risk conditions, a task can enter 
paths for information supplementation, re-planning, 
degraded operation, or manual takeover. The persistence of 
underlying states and the recovery of operation are ensured 
by AI Infrastructure Engineering.

·Task track creation and operation evaluation. Objectives, 
inputs, capability calls, versions, manual interventions, 
exceptions, and results are recorded on a per-task basis, 
providing a complete track for quality evaluation, cost 
analysis, responsibility tracing, and subsequent improvement.

Key engineering technologies

·Unified runtime contract and framework adaptation. In 
environments where multiple agent frameworks coexist, an 
adapter is utilized to unify runtime semantics, including task 
identifiers, parent-child task relationships, status, events, 
messages, exceptions, checkpoints, and tool calls. During 
framework upgrades or replacements, contract regression 
and compatibility verifications for existing tasks are 
conducted across object mapping, status recovery, tool 
invocation, and observability.

·Separation of planning and execution. For complex tasks 
requiring dynamic path selection, agents can leverage ReAct, 
Plan-and-Solve, or other planning mechanisms to 

formulate a plan and adjust subsequent steps based on 
execution results. Production audit trails capture plan 
summaries, reference citations, policy decisions, tool 
invocation, status changes, and execution results. The 
complete internal inference process of the model is kept 
private, while still satisfying the prerequisites for 
explainability and auditability.

·Persistent task orchestration. For long-running, 
asynchronous tasks that involve manual intervention, task 
progress is managed via persistent states or replayable 
workflow mechanisms. Each task step has well-defined 
inputs, outputs, and status transitions. External call failures 
and task recovery are mitigated through mechanisms such 
as idempotency, timeouts, retries, deduplication, 
compensation, and termination. The system automatically 
detects anomalous patterns such as continuous redundant 
planning, cyclic calls, or stagnant progress, and dynamically 
adjusts paths, terminates tasks prematurely, or escalates 
them to manual processing as needed.

·Governed tool calls. Agent Engineering maintains the 
business semantics, inputs/outputs, versions, risk labels, and 
invocation conditions of tools, ensuring that task identity, 
invocation intent, and authorization contexts are transmitted 
within each request. Crucially, the authorization of formal 
business actions, the designation of the executing system, 
and the application of results are not determined by Agent 
Engineering alone. Instead, these are governed through 
secure connections between the agent system and the 
enterprise's production systems.

·Asynchronous collaboration and state coordination. 
When multiple agents operate with independent goals, states, 
or specialized roles, they collaborate asynchronously via a 
message bus, the Actor model, or persistent workflows. The 
system concurrently mitigates message duplication, 
out-of-order delivery, timeouts, concurrency conflicts, and 
partial failures, preventing agents from executing redundant 
tasks or triggering cyclic calls due to inconsistent states.

Agent Engineering is not measured by the number of agents 
or single-point functions. It should be assessed by task 
progress, capability invocation, exception recovery, manual 
takeover, and process traceability. Agents can take on goals, 
organize tasks, and generate action requests. However, 
whether a formal business action is authorized, which 
capability executes it, and how the result takes effect are 
decisions that Agent Engineering alone cannot make. 
Responsibility for them rests with the relevant organizations 
and positions.
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Key implementation tasks

·Develop multi-source knowledge and cross-verify it. 
Extract rules, conditions, and cases from policies, processes, 
and expert experience; reconstruct object relationships, 
indicator definitions, and actual processes from data 
structures, code, interfaces, and run logs; and generate 
candidate knowledge from task results, manual revisions, 
and exception records. Knowledge produced through 
different paths must be cross-validated. Content 
automatically extracted from system implementation and 
operational traces does not become a formal business rule 
directly until confirmed by the responsible entity.

·Build task-oriented knowledge services. Provide policy 
clauses, judgment rules, professional cases, operational 
processes, and semantic associations according to task 
objectives and the current phase. Knowledge services must 
clearly specify the source, version, application scope, validity, 
and responsible entity, and filter retrieval results according 
to task identity and authorization scope.
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Knowledge Engineering (K): Making Enterprise 
Knowledge a Reliable Business Foundation2.6  

Knowledge Engineering centers on organizing knowledge 
scattered across regulations, processes, documents, 
systems, and expert experience into knowledge assets and 
services with clear sources, valid versions, well-defined 
application scopes, and traceable responsibility, so that it 
can be used in AI tasks under the right conditions.

Knowledge Engineering does not replace the enterprise's 
existing mechanisms for policy formulation, professional 
review, and formal release. Formal rules continue to be 
confirmed and released by the relevant responsible entities. 
Knowledge Engineering turns these rules into a business 
basis that AI tasks can retrieve, judge against, and trace. 
Data Engineering primarily supplies current business facts, 
while Knowledge Engineering primarily supplies the 
semantics, rules, and experience needed to interpret those 
facts and form judgments. The two work together around 
the same business object without replacing each other.

Enterprise decisions rely heavily on rules and regulations, 
product manuals, business processes, expertise, and risk 
boundaries. Such knowledge carries versions, effective dates, 
application scopes, and responsible entities. Splitting 
documents and building vector indexes can improve a 
model's access to enterprise content. But retrieving similar 
text does not mean the content can serve as a basis for 
production decisions.

A single business rule may span multiple systems and 
documents, each with different conditions of application. If 
rules from different versions conflict, or outdated knowledge 
enters the task context, agent judgment may be affected. In 
equipment maintenance, for example, fault diagnosis may 
draw on product descriptions, maintenance procedures, 
historical service tickets, and current service policies. AI tasks 
must not only find relevant content but also determine which 
version to use, which type of equipment it applies to, 
whether the source is authoritative, and what takes 
precedence when conflicts arise.



·Manage knowledge conflicts and version precedence 
relationships. Establish version mapping and conflict 
handling relationships for similar rules across multiple 
documents and systems. Changes to formal policies and 
rules take effect through the enterprise's existing 
responsibility system and release mechanism. Expired or 
invalid knowledge must be removed from production and 
use promptly.

·Enable controlled updates to feedback-derived 
knowledge. Task results, manual revisions, and past case 
handling can feed into candidate knowledge, but it goes into 
production only after evaluation, business review, and 
confirmation by the responsible entity. AI extraction makes 
knowledge organization more efficient. It does not, 
however, substitute for the confirmation and release of 
formal knowledge.

·Establish full lifecycle management of knowledge. 
When knowledge enters the repository, it is associated with 
the business object, original source, processing chain, version 
label, confidentiality level, application scope, responsible 
entity, and effective period. Authoritative, controlled, and 
reference sources are marked with different levels of usage 
validity. When the original source, policy, or data definition 
changes, the affected knowledge services, evaluation 
benchmarks, and intelligent applications can be identified, 
triggering updates, reviews, or suspension of use.

Key engineering technologies

·Hybrid retrieval and multi-dimensional re-ranking. 
Depending on the form of the knowledge, the system 
combines vector retrieval, sparse retrieval, structured query, 
and rule matching to balance semantic understanding 
against the precise identification of professional terms, item 
codes, and compliance clauses. The retrieved results are 
then filtered using a re-ranking model and by business rules, 
versions, and timeliness conditions.

·On-demand knowledge services enhanced by knowledge 
graphs. For tasks involving multiple business objects, 
multi-level relationships, and cross-document associations, 
knowledge graphs, entity relationship indexes, or Graph 
Retrieval-Augmented Generation (GraphRAG) can be 
introduced to support multi-hop associations and global 
induction. Whether to use a knowledge graph depends on 
task complexity, knowledge update frequency, and 
implementation cost; it is not required for every knowledge 
task.

·Knowledge citation tracing and retrieval quality 
evaluation. The mapping between model output and its 
original source, document version, and application scope is 
retained. The quality of knowledge services is evaluated 
against indicators such as recall coverage, evidence 
relevance, citation accuracy, and knowledge freshness, so 
that important business decisions can be traced back to the 
evidence that supports them.

·Fine-grained dynamic permission control. When 
documents and knowledge slices are added to the index, 
they carry metadata such as business domain, version, 
confidentiality level, and application scope. During task 
retrieval, the system performs dynamic filtering based on 
the requester's identity, task purpose, and real-time 
authorization, and reviews the results before context 
assembly.

·Lifecycle isolation and anti-pollution mechanism. 
Knowledge maintains a clear state record from extraction 
and candidate selection through review and release to 
expiration. Training data, evaluation data, and runtime 
knowledge are managed according to their distinct purposes 
to prevent evaluation pollution and to ensure that unverified 
feedback does not enter training or production knowledge 
directly. Before external documents, user input, and 
model-generated content are added to the production 
knowledge base, source verification, content validation, and 
security checks must be completed.

Knowledge Engineering is not measured by the number of 
documents or the scale of knowledge slices. It should be 
assessed by evidence coverage, citation accuracy, knowledge 
freshness, version conflict handling, and cross-scenario 
reuse. This is how enterprise knowledge is turned from 
queryable content into a trusted basis for business 
decisions—one that stands on the right version, 
application scope, and responsibility relationship.
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Figure 7  Five-domain collaboration for the same task—supply risk handling
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Five-Domain Collaboration: Building Proprietary 
Enterprise Intelligence2.7  

handling experience. Model Engineering selects models 
through steps such as information extraction, impact 
analysis, and solution comparison. Agent Engineering 
orchestrates task progression, tool invocation requests, and 
necessary collaboration. AI Infrastructure Engineering 
ensures task status, operational resources, exception 
recovery, and full-process recording.

The five engineering domains do not operate in a fixed 
pipeline. When an agent detects insufficient facts, it can 
request data again. After a solution is formed, it can invoke 
knowledge rules to review constraints. When model 
capabilities are insufficient, it can switch models or adjust 
inference policies. When capability invocation fails, it can 
re-plan, enter a compensation path, or transfer control to 
humans. Specific capability combinations are jointly 
determined by task objectives, current status, authorization 
scope, and risk conditions.

The five engineering domains of DIMAK each address 
different problems while collectively serving a complete task. 
Data Engineering provides current facts; Knowledge 
Engineering provides rules and experience; Model 
Engineering provides understanding and inference 
capabilities; Agent Engineering orchestrates tasks, 
capabilities, and human-AI collaboration; and AI 
Infrastructure Engineering ensures the stable operation of 
tasks. The absence or disconnection of any single 
capability risks leaving the task trapped in a state of 
insufficient facts, misjudgments, operational interruptions, 
or untraceable results.

Take supply risk handling as an example. When a task is 
triggered by logistics delays or changes in supplier status, 
Data Engineering provides current facts such as orders, 
inventory, in-transit goods, production capacity, and delivery 
commitments. Knowledge Engineering provides contract 
clauses, material substitution rules, and historical risk 

Obtaining data in case of 
insufficient facts

Supplementing knowledge 
when results are uncertain

Re-planning if the tool fails



For the first scenario, it is not necessary to build a complete 
DIMAK Engineering System in advance. Enterprises can 
validate a complete AI task chain under a unified 
architecture, and then incorporate object mappings, data 
services, knowledge rules, evaluation datasets, skills, and 
operation policies—those that are semantically stable and 
continuously required by multiple tasks with designated 
maintenance responsibilities—into corresponding engineering 
domains. The reuse of these capabilities in adjacent scenarios 
continues to test their business semantics, application scope, 
and governance boundaries, driving their gradual 
maturation.

Through five-domain collaboration, enterprises gradually 
form an intelligent engineering system that can 
accommodate technological changes, accumulate business 
assets, supply capabilities based on tasks, and evolve in a 
controlled manner based on operational feedback. What 
DIMAK maintains is not the continuity of a particular 
generation of models, frameworks, or platforms, but the 
continuity of enterprise intelligent capabilities.

DIMAK addresses how intelligent capabilities are formed, 
accumulated, supplied, and evolved. However, enterprise 
production and business still operate on ERP, CRM, PLM, 
MES, core accounting, and other industry-specific systems. 
Data Engineering can organize task-oriented fact services 
without altering the existing IT system's responsibility for 
maintaining authoritative facts. Agent Engineering can 
organize capabilities and form action requests without 
automatically obtaining the right to take formal business 
actions. AI Infrastructure Engineering can safeguard AI task 
execution without replacing business results with the 
completion of technical tasks. DIMAK determines where 
intelligent capabilities come from, while the enterprise's 
existing IT system determines where business actions take 
place. Whether a trusted connection can be formed between 
the two determines whether proprietary enterprise 
intelligence can be further transformed into trusted actions.

Five-domain collaboration mainly relies on three 
engineering mechanisms.

·Dynamic capability assembly based on task status. 
Data, knowledge, models, agents, workflows, skills, and tools 
are integrated into tasks through capability service contracts. 
The agent selects required capabilities based on task 
progress, but cannot bypass data, knowledge, permission, 
and production admission boundaries to directly invoke 
underlying resources.

·Association of capability versions via unified task track. 
Unified task identifiers are used to record data sources and 
timestamps, knowledge versions, models and routing 
policies, agent orchestration configurations, capability 
invocations, human interventions, and runtime 
environments. This enables exceptions to be traced back to 
the corresponding facts, capabilities, and versions, and 
provides a basis for result review and responsibility tracing.

·Driving capability evolution through operational 
feedback. Manual revisions, exception attribution, capability 
invocations, and business results are returned to their 
respective engineering domains along the task trajectory, 
serving as the basis for data governance, model evaluation, 
knowledge update, and agent optimization. Capability 
changes that impact production enter operation after 
evaluation, business confirmation, governance admission, 
and release validation.

The validity of five-domain collaboration cannot be judged 
by whether five types of platforms have been built. Instead, 
the validity should be assessed by whether an enterprise 
task can obtain applicable facts and knowledge, invoke 
evaluated models, be continuously orchestrated by the 
agent, and sustain operation and recovery when resources 
or dependencies change. An improvement in a single 
model's performance does not mean a capability 
combination is ready for use; nor does an increase in 
platform resource utilization mean a lower cost per 
successful task. Only when the capability combination meets 
corresponding requirements in terms of effectiveness, 
continuity, usage boundaries, and cost can it enter the scope 
of continuous supply.
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H-Shaped Dual Systems: 
Embedding AI into Production 
and Business

Chapter 3
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are based on clear facts and rules; action permissions 
match current tasks; formal execution is undertaken by 
corresponding primary systems; execution status and 
business results can be returned to the original task; task 
suspension, takeover, and correction are allowed under 
abnormal circumstances; and the entire process can be 
traced back to specific responsible entities.

This is how H-shaped dual systems are formed. The 
existing IT system continues to maintain authoritative 
facts, deterministic business logic, formal execution, and 
result recording. The agentic system provides 
understanding, reasoning, planning, and collaboration 
capabilities based on DIMAK. The two systems 
continuously collaborate through five types of 
relationships: facts, semantics, capabilities, identities, and 
responsibilities. This enables proprietary enterprise 
intelligence to form judgments based on actual business 
status, drive actions under clear authorization, and 
continuously adjust tasks based on execution results.

The construction of H-shaped dual systems starts from a 
real business action, restoring the complete action chain 
along facts, judgments, authorization, execution, and 
results. This converts the existing IT system status, events, 
and system functions on which the action depends into 
governable business capabilities. The continuity of task 
context and responsibility relationships is maintained 
through the five types of connections, ultimately forming 
a production business loop where actions are grounded on 
facts, executed within authority, and validated by results.

DIMAK has established an engineering foundation for the 
continuous accumulation and on-demand supply of 
intelligent capabilities. However, capability supply is 
merely a prerequisite for intelligence to enter production 
and business. Authoritative facts about enterprises' 
customers, contracts, accounts, orders, devices, and 
transactions are still maintained by existing business and 
production systems. Formal business actions such as fund 
allocation, production scheduling, transaction settlement, 
and device control also need to be executed and recorded 
through these systems.

AI helps identify changes, analyze impacts, and formulate 
solutions. However, it will remain confined to the analysis 
and recommendation stage if it cannot obtain currently 
valid business facts, invoke existing IT system capabilities 
under clear authorization, or verify whether business 
status has actually changed.

Currently, some intelligent applications still rely on human 
interventions to query, verify, input data, and initiate 
workflows across multiple systems. As AI is applied to 
more business activities, this connection mode will create 
new operational burdens and make it difficult to fully 
retain task objectives, basis for judgment, and execution 
results. In other scenarios, to pursue automation, business 
actions are driven through shared accounts, universal 
interfaces, or even direct database writes, which may 
bypass existing identity, authorization, transaction 
consistency, and responsibility controls.

Enterprises need to establish a trustworthy path from 
intelligent judgments to formal business actions. Judgments 

and status change. Together, these systems constitute the 
factual and execution foundation for enterprise production 
and business.

AI is increasingly penetrating areas such as demand 
forecasting, risk warning, device diagnosis, customer 
service, and business analysis. A growing number of 
applications are now capable of identifying exceptions, 
correlating information, analyzing impacts, and formulating 
solutions. However, three common breakpoints persist 
between intelligent judgments and formal business 
actions.

The existing IT system of an enterprise, built through 
long-term efforts, includes applications and production 
systems for office collaboration, business management, 
business operations, and production control, as well as the 
data platforms, public services, process systems, and IT 
infrastructure that support their execution. Among these, 
ERP, CRM, core accounting, credit, transaction, scheduling 
and control, and other industry-specific production 
systems continuously maintain the status of business 
objects such as customers, contracts, accounts, devices, 
orders, and transactions, and execute formal business 
actions including approval, settlement, scheduling, control, 

Architecture Delineation: Defining Boundaries 
Between AI Systems and Enterprise IT/OT Systems3.1  



Facts are scattered. Core business facts are distributed across 
different systems, with varying object identifiers, data 
standards, and update timestamps. Even when an AI task 
obtains data, it may not be able to confirm whether the 
data represents the currently valid status or whether the 
data is applicable to the specific business judgment at hand.

Judgment is disconnected from action. After an AI-powered 
solution is generated, personnel still need to access 
multiple systems to query, verify, input data, and initiate 
workflows again. The original objectives, judgment basis, 
and task identity cannot be continuously transferred with 
actions. While AI improves the efficiency of partial analysis, 
it does not shorten the entire business process.

Results are difficult to feed back. A successful interface 
invocation, workflow submission, or instruction acceptance 
does not necessarily mean the business objective has been 
achieved. Status changes, manual modifications, exception 
causes, and final business results after execution on the 
existing IT system are not continuously associated with the 
original task. Therefore, it is difficult to verify the 
effectiveness of intelligent judgments and actions.

Take the post-loan risk handling of a bank as an example. 
An intelligent system can identify risks from customer 
business, account transactions, repayment changes, and 
external signals, and provide verification and handling 
suggestions. However, account managers may still need to 
log in to multiple systems—such as customer information, 

credit, collateral, and risk management—to verify facts 
and initiate subsequent actions. After the handling is 
completed, risk classification, credit limit control, and 
collection arrangements are recorded in different systems. 
Which suggestions were adopted, what content was 
modified, and whether the customer's risk has been truly 
decreased may not be completely returned to the original 
risk handling task.

The H-shaped dual-system architecture resolves these 
breakpoints through clear division of responsibilities. The 
existing IT system focuses on determinism, continues to 
maintain authoritative business facts, executes deterministic 
rules, ensures transaction consistency, completes formal 
business actions, and records results with business validity. 
Regardless of whether actions are initiated by personnel or 
by an agent, the final validity of account balance, order 
status, device status, and production records is still 
determined by the corresponding primary system.

The agentic system is responsible for handling complexity. 
Based on DIMAK, it organizes data, knowledge, models, 
agents, workflows, skills, and tools according to task 
objectives and context, identifies changes, makes 
judgments, compares solutions, orchestrates tasks, and 
tracks results. Steps with stable paths and clear rules are 
still completed by programs, rule engines, or workflows. 
When it is necessary to understand complex context and 
dynamically select paths, agents assume corresponding tasks.
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From the architecture perspective, the dual systems exhibit 
a horizontal division of responsibilities. The agentic system 
is responsible for understanding complex changes, making 
judgments, and orchestrating tasks, while the existing IT 
system is responsible for maintaining authoritative facts, 
executing deterministic business logic, and recording 
formal results.

From the perspective of task execution, the dual systems are 
vertically coordinated. Customer requirements, employee 

intents, business objectives, and business events are input 
into the intelligent system. The agentic system organizes 
facts, rules, models, tools, responsible positions, and 
existing IT system capabilities based on the objectives. 
While continuing to take primary responsibility for facts 
and formal execution, the existing IT system encapsulates 
functions suitable for openness into business capabilities 
that can be governed and invoked.

The challenges in dual-system construction are mainly in 
four aspects:

·Functions of the existing IT system need to be 
transformed from interfaces oriented toward internal 
system operations into business capabilities with complete 
business semantics, invocation conditions, and results.

·Fragmented data needs to be synthesized into business 
facts with consistent objects, clear sources, and identifiable 
timestamps.

·Personnel and system permissions need to be further 
converted into action authorization related to task 
objectives, objects, and risk conditions.

·Interface returns and workflow status need to be 
continuously associated with final business results to verify 
whether the original objectives are achieved.

Figure 9  Horizontal responsibilities and vertical execution of the H-shaped dual systems
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To address these difficulties, enterprises need to accomplish five construction tasks.

These construction tasks do not require all systems to be 
reconstructed at once. Enterprises can select a business 
action with clear boundaries and verifiable results, and 
clearly define where changes occur, who obtains the facts, 
who makes the judgment, who completes the authorization, 
which system executes the action, what status indicates 

completion, and who evaluates the final result. Along this 
specific action chain, enterprises can complete existing IT 
system capability building and dual-system connection to 
verify whether the agentic system can operate 
continuously within the existing fact, execution, and 
responsibility systems.

Clarify the responsibilities 
of the two systems

Which tasks are performed by the agentic 
system, and which tasks remain the 
responsibility of the existing IT system and 
responsible positions

Responsibility matrix of the two 
systems, actual primary responsibility 
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Determine business 
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Whether the H-shaped dual systems can operate depends 
first on whether the existing IT system can provide facts 
and execution capabilities in a way that AI tasks can 
understand, invoke, and track.

Enterprises' existing systems typically already have a large 
number of interfaces, data services, and process functions. 
However, most of these interfaces are designed around 
internal data structures and functional logic of the 
systems, describing only fields, parameters, and return 
codes, without fully specifying the business actions they 
serve, invocation prerequisites, risk boundaries, status 
changes, and result feedback.

For example, when an urban rail transit system returns 
"three standby trains are available on a certain line," it 
only indicates part of the status in current device records. 
Whether these trains are in a maintenance period, 
whether on-duty drivers are assigned, whether they can 
access the target line, and whether they meet timetable 
and line capacity constraints require correlation with other 
business facts. The "number of standby trains" is not 
directly equivalent to the "transport capacity currently 
available for dispatch."

Similarly, if an interface for "temporary shift adjustment" is 
directly exposed to an agent without specifying applicable 
lines, staff shift, safety verification, approval conditions, 
and status conflict handling methods, it cannot be used as 
a production-grade business capability in AI tasks, even if 
it can be technically invoked.

The existing IT system capability building requires the 
reorganization of relevant statuses, events, and system 
functions around real business actions.

Perceivable: Key status changes are organized into business 
events. Changes in customer repayment, order fulfillment 
exceptions, train faults, power grid load changes, and 
approval results may all serve as the basis for initiating or 
adjusting AI tasks. Enterprises need to specify which status 
changes are of business significance, and record business 
objects, source systems, occurrence times, effective times, 
status changes, impact scopes, and data versions through 
event contracts, while also handling event delays, disorder, 
duplication, and necessary replays.

The primary system is responsible for generating and 
storing formal statuses and original events. DIMAK Data 

Engineering handles cross-system access, object association, 
semantic processing, and task-oriented data supply. AI 
tasks obtain facts through governed data services, event 
subscription, read-only views, or isolated environments, 
rather than directly performing unbounded queries and 
writes to the core transaction database.

Understandable: Establish business objects and semantic 
mappings. The same customer, order, train, line, or device 
may be distributed across multiple systems, using different 
identifiers, fields, and status definitions. The primary 
system continues to maintain the business definitions of 
objects and statuses. Data Engineering and Knowledge 
Engineering establish necessary cross-system mappings, 
describing how different data corresponds to each other 
and how discrepancies should be handled.

For example, "available transport capacity" needs to be 
associated with train statuses, locations, applicable lines, 
driver shift, operation time slots, and safety constraints. 
Relevant mappings retain authoritative sources, versions, 
and application scopes, enabling AI tasks to determine 
whether a fact can be used for the current action. When 
objects, fields, or rules on the existing IT system change, 
the corresponding mappings and capability contracts must 
undergo synchronized impact analysis and version updates.

Invokable: Encapsulate system functions into business 
capabilities. System functions such as query, verification, 
calculation, creation, submission, approval, and write-back 
require capability contracts to be established based on 
business actions. The contract should specify the business 
purpose the capability serves, the objects and scenarios it 
applies to, the pre-conditions it must meet, the inputs it 
accepts, the potential status changes it may cause, and the 
responsible party. The contract must also clearly define 
authorization requirements, service levels, idempotence, 
timeouts, retries, asynchronous receipts, as well as 
necessary compensation, cancellation, or termination 
methods.

Taking a temporary shift adjustment as an example, the 
business capability not only needs to receive line, train, 
and time parameters, but also must verify vehicle status, 
driver shift, line capacity, and current schedule conflicts. 
The agent is responsible for selecting capabilities and 
orchestrating calls based on task objectives. The existing IT 
system verifies execution conditions, completes formal 

Existing IT System Capability Building: Enabling Controlled 
Access and Invocation of System Functions and Data3.2  



actions, and records the results. Model-generated parameters 
can only enter production execution after being validated 
against type, range, pre-conditions, and business rules.

Governable: Open up capabilities based on risk levels of 
actions. The openness scope of existing IT system 
capabilities should be determined by the business impact, 
reversibility, responsibility requirements, and verifiability of 
results. Status query, evidence acquisition, rule verification, 
impact calculation, and solution simulation do not directly 
alter business statuses and can be opened first. Draft 
creation, ticket generation, and application submission can 
enter business workflows after manual confirmation. Actions 
that are frequently performed, stable, have clear boundaries, 
and have verifiable results can be performed on a larger 
scale for specified objects, limits, timeframes, and conditions 
after being verified in production.

Matters involving significant funds, customer rights and 
interests, production safety, and irreversible impacts should 
still be judged, confirmed, or taken over by the specified 
responsible entity. The authority to use data and the 
authority to perform business actions are managed 
separately. Being able to obtain customer, account, device, 
or order information only indicates that the factual 
conditions for making a judgment are met, but does not 
mean that the authority to modify business statuses is 
obtained.

Feedback-enabled: Ensure execution statuses are 

continuously returned to tasks. The existing IT system 
capabilities need to be distinguished by different phases, 
such as request submission, system acceptance, operation 
execution, status change, and business result achievement. 
The formal statuses, failure causes, manual modifications, 
approval results, and subsequent to-do tasks are returned 
through task identifiers and action identifiers. For 
long-running tasks, the execution progress can be 
continuously reported through asynchronous events, 
status queries, or reconciliation mechanisms.

The acceptance of a shift adjustment request does not mean 
the trains have entered service; nor does trains entering 
service mean the passenger flow at the platform and 
transfer pressure have been alleviated. Only when the 
results at different levels are completely returned can the 
agentic system determine whether to continue the current 
task, adjust the plan, or transfer the task to manual processing.

Existing IT system capability building can be advanced 
step-by-step based on the risk and complexity of business 
actions. It can start from key events, status queries, and 
evidence acquisition, and gradually expand to verification 
and calculation, workflow submission under manual 
confirmation, and then to authorized execution within a 
specified scope. Through the mapping between business 
actions, required facts, existing IT system capabilities, 
capability contracts, and responsible entities, the existing IT 
system can support AI tasks in a stable and controlled manner.
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Figure 10  Existing IT system capability building from system resources to production capabilities
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Trusted Connection: Establishing Seamless Channels for Data, 
Instructions, Permissions, Execution, and Feedback3.3  

After the live network has service capabilities that can be 
invoked, the agentic system and the existing IT system still 
need to maintain the continuity of factual basis, service 
semantics, action permissions, execution status, and 
responsibility relationships during task running. API 
gateways and message channels solve the problem of how 
to transmit information, but cannot independently answer 
the questions of what basis the system uses to make a 
judgment, who the system represents to promote actions, 
and what results are used to verify the achievement of 
objectives.

The H-shaped dual systems are connected through five 
types of relationships: fact, semantics, capability, identity, 
and responsibility. These relationships are embedded in the 
main responsible business system, DIMAK Engineering 
System, identity and security system, and business 
governance mechanism, and are linked through a unified 
task track.
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Associates action results, 
manual intervention, and 
exception causes with 
complete tasks.

Associates invocations with 
agents, tasks, positions, and 
authorization subjects.

Input and output, 
prerequisites, parameter 
range, idempotence, 
compensation, and 
termination

Result verification, process 
evidence, responsibility 
locating, and audit trail

Least privilege, agency 
relationship, validity period, 
separation of duties, and 
manual confirmation

Event contract, object ID mapping, 
version management, and event 
deduplication and replay

Semantic model, field mapping, rule 
reference, version compatibility, and 
conflict marking

Capability contract, parameter 
verification, execution state 
machine, asynchronous receipt, 
and status reconciliation

Task ID, action ID, evidence record, 
and cross-system audit association

Agent identity, task identity, 
delegation chain, and 
dynamic policy verification

Connection
Dimension Core Function Key Control Point Main Engineering Mechanism

Table 1  Five types of relationships connecting H-shaped dual systems
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Facts and semantics together constitute the basis for 
judgment. When an intelligent task obtains a business 
status, it must simultaneously retain what the status 
represents, which system is responsible for the status, when 
the status takes effect, and the scope to which the status 
applies. When status discrepancies arise between different 
systems, the discrepancies are imported to the task and 
validation is triggered; the model cannot make a selection 
on its own in the absence of an authoritative relationship.

Capabilities and identities together determine the action 
boundary. When an agent invokes a capability on the live 
network, an identifiable and auditable agent identity and 
task identity must be carried, and the original objective, 
target object, authorization subject, authorization basis, and 
validity period must be associated. Authorization further 
restricts the invocable capabilities, parameter range, 
business amount, and risk conditions. The capability entry is 
verified before each execution.

When a complex task is split or delegated to another agent, 
the parent-child task relationship, original identity, and 
authorization basis are transferred along the delegation 
chain. A subtask can only maintain or shrink the original 
permissions, and cannot expand the data scope or business 
action permissions due to multi-level invocation. After the 
task target, object, or risk conditions change, the system 
needs to re-evaluate whether the original authorization is 
still applicable.

A long-term shared system account can only record that a 
certain account performed an operation, but cannot explain 
what objective the action serves, on whose behalf it was 
performed, or under what authorization. The task-level 
identity and authorization relationship enables a single 
technical invocation to be mapped to a specific business 
action and responsible entity.

The connection between responsibility and results is used 
to verify whether the target has been achieved. A business 
action may go through multiple phases, including request 
submission, system acceptance, formal execution, status 
change, and business result generation. The live network 
system records the formal status with business effectiveness, 
while the intelligent task continuously tracks status changes 
and determines whether the target has been achieved. 
When a task is manually modified, rejected, suspended, or 
taken over, the corresponding personnel, reason, time, and 
result are recorded in the task track.

Enterprises need to establish unified task and action 
identifiers, and ensure they are used throughout the process 
of incident receiving, fact acquisition, intelligent judgment, 
authorization verification, capability invoking, live network 
execution, and result feedback. The technical invocation 
chain is used to locate service, network, interface, and 
component issues. The business task track is used to save 
the target, basis, capability versions, authorization 
relationships, status changes, manual intervention, and 
result evidence. Both are associated with each other, so that 
exceptions can be located in the fact, judgment, 
authorization, execution, or result phase.

Different exceptions are handled through corresponding 
paths. If facts are insufficient or status conflicts occur, 
verification is supplemented for the task. If the capability is 
unavailable, the path can be adjusted, the task can be 
degraded, or the task can be transferred for manual 
handling. If the authorization is invalid, the related action is 
stopped. If the invocation result is unclear, the formal status 
in the main responsible system is preferentially queried, and 
operations that may change the business status are not 
directly repeated.

Compensation and rollback are based on the premise that 
business actions are reversible. For actions that have 
already caused irreversible impacts on funds, customer 
rights and interests, production control, or other aspects, 
subsequent actions should be stopped, and the business 
correction and responsibility handling process should be 
initiated, instead of simply applying a technical transaction 
rollback.

Enterprises should unify the requirements for task identity, 
connection contract, authorization transfer, track audit, and 
exception handling. The business domain maintains the 
objects, status, rules, action permissions, and result 
description. Facts, judgment, and live network capabilities 
are organized for specific tasks within these boundaries. The 
five types of connections thus form a stable relationship 
from judgment to action, ensuring that clear basis, 
authorization boundaries, and result evidence are available 
for intelligent actions.
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The dual systems and their connection relationships must 
operate together within a complete business task. The 
agentic system organizes tasks, makes judgments, and 
initiates actions. The existing IT system provides facts, 
executes formal business actions, and records results. The 
dual-system connection ensures the continuity of the 
target, identity, permission, status, and responsibility.

An enterprise can select a task with a specific business 
object, clear action boundaries, and verifiable results as 
the starting point of construction, and first restore the real 
business action chain: 

Where does the change happen?→Who first detects the 
change?→What facts and rules are needed?→Who makes 
the judgment?→Who completes the authorization?→ 
Which system or position executes the action?→What 
status indicates completion?→Who evaluates the business 
result?

Once this action chain is clarified, dual-system collaboration 
is carried out in four phases: event triggering, solution 
formulation, authorization execution, and result verification.

Take the isolation of power distribution faults and power 
recovery in power grids as an example. After a line fault 
occurs, the enterprise needs to isolate the faulty section, 
restore power supply to non-faulty sections as soon as 
possible, and arrange subsequent emergency repair, while 
ensuring the safety of personnel, devices, and power grids. 
Fault diagnosis, solution comparison, switch operations, 
and result confirmation involve various systems, such as 
dispatching automation, power distribution automation, 
device management, onsite operation, and customer 
service systems.

Phase 1: Event triggering and task context assembly

The power distribution automation system records the line 
tripping, protection action, or device exception. Related 
events are sent to the agentic system, and a unified task ID 
is generated. The subsequent business facts, handling 
solutions, authorization relationships, action requests, 
execution status, and business results are all associated 
with the task.

The agentic system further obtains the network topology, 
switch status, real-time load, device health information, 

maintenance plan, distributed power supply status, and 
information about important users. Knowledge 
Engineering provides operation regulations, operation 
constraints, fault handling plans, and historical cases. The 
agent organizes the current facts, knowledge basis, task 
status, and authorization information into the task context 
based on the objective of safely restoring power supply.

These pieces of information are distributed across different 
systems and have varying update timestamps and 
business meanings. If facts are missing, statuses conflict, or 
timeliness requirements are not met, the related issues are 
retained in the task and verification is supplemented. At 
this point, the agentic system meets the conditions for 
analyzing the fault impact and comparing the handling 
solutions, but has not yet obtained the permission to 
change the switch status and operation mode.

Phase 2: Solution comparison and action orchestration 
under business constraints

Model Engineering provides model capabilities based on 
tasks, such as fault identification, information extraction, 
topology analysis, and solution comparison. The agent 
compares the handling paths, such as fault isolation, load 
transfer, operation mode adjustment, and onsite emergency 
repair based on deterministic power flow calculation, 
safety rules, and professional tools.

Power outage scope, recovery time, device load, safety 
margin, and onsite operation conditions vary depending 
on solutions. The model is used to understand complex 
information and assist in solution comparison, while 
deterministic calculations and rules are responsible for 
verifying technical boundaries. For matters involving 
important users, large-scale operation mode adjustments, 
or safety risks, the dispatching and professional owners 
make the judgment.

During the analysis, if the device status, load, or onsite 
conditions change, the task will re-acquire the business 
facts and adjust the subsequent path. The original 
objectives, completed steps, and current pending items 
remain continuous, avoiding a full restart of the task due 
to partial condition changes.

Collaborative Evolution: Creating a Closed Loop from Continuous 
Sensing and Operational Feedback to Iterative Optimization3.4  
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Phase 3: Task authorization verification and formal 
execution on the live network

After the solution is determined, the agent generates or 
initiates switch operations, load transfer, and onsite 
emergency repair requests based on the service 
capabilities of the live network. The execution entry verifies 
the agent identity, task objectives, involved devices, current 
status, parameter range, authorization basis, and 
responsible entity.

Auxiliary steps that meet the specified authorization and 
safety conditions can be continuously executed. For key 
actions involving switch control, important load transfer, 
and onsite safety, confirmation is completed based on the 
enterprise's existing dispatching, supervision, and 
operation responsibilities. Once authorization is granted, 
the task is executed by the dispatching automation, power 
distribution automation, or onsite operation system, and 
formal operation records are saved.

The agent organizes facts, makes judgments, and initiates 
action requests. The live network system continues to be 
responsible for device status, formal control, status 
changes, and result recording. The agent cannot replace 
the dispatching and operation systems in assuming 
production safety responsibilities by leveraging its technical 
invocation capabilities.

For action requests that may be submitted repeatedly, 
idempotence verification is performed based on the task 
ID and action ID. When the interface times out or the 
invocation result is unclear, the task first queries the 
formal status in the device and service systems, and does 
not directly repeat the action that may change the 
production status.

If the device fails to respond, communication is interrupted, 
onsite status is inconsistent, authorization times out, or the 
solution cannot be executed, the task undergoes 
re-verification, path adjustment, manual takeover, or 
termination. The completed actions, pending items, and 
current owners must be clearly maintained.

Phase 4: Result verification and capability evolution 

The existing IT system returns the switch status, line 
current and voltage, load transfer result, restoration scope, 
exception cause, and emergency repair progress to the 
agentic system. Results from different phases are 
associated through the task ID and action ID. Based on 
these results, the agent determines whether the faulty 
section has been isolated, whether power supply has been 
restored in non-faulty sections, and whether the new 
operation mode remains within the safety boundary.

The completion of a switch operation only indicates that a 
production action has been completed. The current 
handling objective is achieved only when the power supply 
is restored in non-faulty sections and the running status 
remains stable. The unrestored sections and onsite 
emergency repair items will remain in the task status until 
the corresponding results are confirmed or the task is 
transferred to a specific responsible entity.

Manual modifications, scheduling rejections, onsite 
feedback, and exception handling records are all included 
in the task track. This allows enterprises to review the 
solution used, facts relied upon, authorization obtained, 
actions performed, and the final business impact.

Manual revisions, exception causes, and result deviations 
formed in tasks can be used as the input for data 
governance, model evaluation, knowledge update, and 
task policy adjustment. Any changes in models, knowledge, 
rules, agents, and live network capabilities that affect 
production operations must be confirmed by the business 
side, implemented in engineering, approved by governance, 
and verified in production before being released. They 
cannot automatically take effect based on the result of a 
single task.



The baseline for specific indicators should be established 
based on the current business status. An improvement in a 
single model effect does not necessarily mean that the 
entire task has been improved, and interface invocation 
success does not necessarily mean that the business 
objective has been achieved. Only when the business 
status, action quality, and operation safety meet the 
requirements simultaneously can intelligent actions be 
ready for stable production operations.

Dual-system collaboration also requires clear long-term 
responsibilities. The business owner is responsible for 
setting objectives, business rules, and action permissions, 
as well as evaluating results. The existing IT system team 
is responsible for authoritative facts, business capabilities, 
transaction consistency, and formal execution. The DIMAK 
engineering team is responsible for intelligent capability 
supply, task organization, and operation support. The 
safety governance system is responsible for identity, 
authorization, autonomous policies, production access, 
and audit requirements. The production and O&M system 
is responsible for end-to-end monitoring, fault locating, 
degradation, recovery, and capacity assurance.

From the perspective of a single task, the H-shaped dual 
systems support a complete business loop spanning event 
awareness, intelligent judgment, authorized and action, 
and result verification. From the perspective of continuous 
operations, the verified outcomes feed further into 
evaluation, engineering refinement, and controlled release, 
thereby forming the next iteration of both intelligent 
capabilities and production-network capabilities.

What the enterprise gains is not an intelligent path that 
bypasses the existing IT system, but an operational system 
that verifies business results with every action and enhances 
production capability with every improvement cycle: AI 
obtains trustworthy facts and orchestrates actions under 
explicit authorization, the existing IT system undertakes 
formal execution, and the system continuously evolves 
from real-world outcomes.

The operation result of dual-system collaboration needs to be evaluated from three dimensions.

Business result

Action quality

Operation safety

Whether the original business 
objective is achieved

Response duration, handling success rate, 
impact scope, and service recovery status

Whether the judgment and execution 
are accurate and effective

Fact integrity, solution adoption rate, action 
success rate, and rate of repeated or invalid 
invocations

Whether the operation is performed 
within the authorization and 
production boundaries

Unauthorized interception, manual takeover, 
abnormal termination, status reconciliation, 
and audit integrity

Evaluation Dimension Main Focus Typical Indicator
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Practices and Explorations: 
Real-World Industry Applications

Chapter 4
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Currently, enterprises' adoption of AI is expanding from office 
assistance, content generation, and knowledge-based Q&A 
to a wider range of business domains, such as customer 
engagement, product definition, R&D innovation, risk 
management, device operation inspection, and production 
operations. More and more enterprises are using models 
and agents to process complex information, organize 
professional tasks, and attempt to integrate the formed 
judgments into business processes and production 
systems.

These practices are progressing at different paces. Some 
have already been put into production operations, while 
others are still verifying whether data, models, and tools 
can work together to complete professional tasks. Some 
are beginning to drive changes in the live network status, 
while others still rely mainly on analysis suggestions and 
manual decision-making. Some have already achieved 
clear improvements in process indicators, while others are 
still building business outcomes over longer cycles. 
Different business objectives, professional requirements, 
and risk levels also lead enterprises to choose different 
scenario entry points, engineering paths, and autonomy 
scopes.

From the perspective of existing practices, AI entering 
enterprises' core businesses is not simply about adding a 
model entry. Business objects such as customers, products, 
devices, contracts, and R&D tasks need to be re-organized 
with the current facts, professional knowledge, model 
capabilities, position responsibilities, and live network 
systems. Intelligent judgments need to be confirmed by 
necessary businesses before being implemented in 
subsequent actions. The action results also need to be 
returned to the original task, serving as the basis for 
evaluation and improvement. The data services, 
professional knowledge, model capabilities, agents, skills, 
tool interfaces, and operational experience formed in 
scenarios are gradually transforming from project-specific 
achievements into enterprise capabilities that can be 
continuously accumulated and reused.

This chapter selects representative practices in the finance, 
automobile, medicine, material chemistry, and electric 
power industries to observe how AI is entering different 
business processes and how enterprises are exploring 
customer engagement, product R&D, production 
operations, risk management, and large-scale operations. 
Some practices complete the development, task 
orchestration, and operation of agents using openJiuwen. 
The cases are at different stages and cover different 
scopes. This chapter focuses on the business changes that 
have occurred, the current operational boundaries, and 
the directions for further evolution.

Taken together, these practices encompass both use cases 
that have already been deployed in production within a 
limited scope and tasks that have passed phased 
verification or remain under continuous exploration. What 
they present is not a uniform technical roadmap, but a 
process in which enterprises gradually expand the depth 
and scope of intelligent applications based on their own 
business conditions.

Industry Insights: 
AI Is Expanding into a Wider Range of Business Processes4.1  



All-day, multi-language, 
end-to-end intelligent 
services

From handling customer requests 
by business hours, channels, and 
professional levels, to handling 
customer requests at a time or 
continuously across periods in 
multiple languages

Expand service coverage, 
reduce repeated explanations 
and multi-level transfers, and 
improve the capability of 
handling complex customer 
requests.

Customer service

Intelligent lead 
discovery and sales 
collaboration

From relying on existing 
customer lists and individual 
experience to identify customers, 
to continuously identifying 
opportunities based on customer 
events and requirements

Discover potential 
requirements that are 
previously unidentified, and 
expand effective sales 
coverage.

Sales

Intelligent interaction 
and lead nurturing

From fixed channels and periodic 
campaigns to multi-channel, 
long-term continuous interaction 
and requirement clarification

Handle more inquiries and 
leads, and improve the 
continuity of response and 
follow-up for customers.

Marketing

Arrangement of funds 
upon maturity of 
wealth management 
products

From customers' self-service 
search, transfer, and purchase to 
continuous service organization 
centered on secure fund 
arrangement

Integrate solution 
comparison, customer 
confirmation, and formal 
transaction into a continuous 
process.

Financial service

Listening to and 
responding to the voice 
of the customer

From periodic summary and 
analysis to continuous 
identification, assignment, 
tracking, and pushing of issues 
into operational improvements

Shorten the cycle for 
customer issues to be 
addressed in product and 
service improvements.

Customer 
operations

Vehicle model 
positioning and selling 
point analysis

From periodic market research to 
continuous collection of market 
signals and the formation of 
reviewable product decisions

Shorten the 
insight-to-decision cycle, and 
improve product 
responsiveness to market 
changes.

Product 
definition

Production line 
operation specifications 
and anomaly detection

From post-event quality 
inspection to real-time 
identification, alerting, and 
targeted review during 
production

Shift quality control forward 
to reduce anomaly duration 
and quality loss.

Manufacturing

Industry/Business 
Domain

Scenario-specific 
Practice

Business Changes Major Progress Direction
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Remote EHS and 
operation quality 
supervision

From scattered onsite inspections 
to centralized, continuous remote 
supervision across multiple sites

Expand the supervision scope 
and improve anomaly 
detection and response 
speed.

Engineering and 
safety

Intelligent review of 
contract and 
transaction risks

From sampling checks and 
manual item-by-item 
comparison to full screening and 
targeted manual verification

Improve risk coverage, 
targeted verification, and 
evidence integrity.

Finance and 
audit

Intelligent recruitment 
and job matching

From manual screening and 
one-by-one comparison to 
candidate capability 
identification, job matching, and 
key review

Expand the candidate 
processing scope, shorten the 
recruitment period, and 
improve the matching 
efficiency.

Human 
resources

Intelligent collaboration 
in novel drug discovery

From using computing tools in a 
scattered manner in each phase 
to cross-phase collaboration of 
data, professional models, and 
drug discovery tasks

Expand the scope of AI in 
drug discovery, and promote 
the integration of computing, 
experiments, clinical trials, 
and registration.

Drug discovery

Simulation screening 
and automated 
experiments

From theoretical calculation and 
experimental execution in 
separate phases to integrated 
screening, design, device 
execution, and result feedback

Shorten the candidate 
screening time, and promote 
collaboration between 
simulation and real 
experiments.

Material 
chemistry

Post-loan risk check for 
small and micro 
enterprises

From warning based on a single 
rule to comprehensive 
information prediction, risk 
stratification, and targeted check

Improve risk coverage and 
effective hit rate, and enable 
potential risks to be 
identified for manual check 
earlier.

Financial risk 
control

Device status evaluation

From manual data extraction and 
item-by-item evaluation across 
systems, to organizing facts, rules, 
evaluations, and result writing 
back by device

Shorten the evaluation 
process, and provide 
continuous support for 
inspection and repair.

Device operation 
inspection

Multi-scenario agent 
production and 
operation

From decentralized deployment 
and single-node operation, to 
resource sharing, isolated 
execution, and unified governance

Support the stable operation 
and capability reuse of 
agents across multiple 
departments, users, and 
scenarios.

Enterprise 
intelligent platform

Industry/Business 
Domain

Scenario-specific 
Practice

Business Changes Major Progress Direction

Table 2 Intelligent practices in some industries
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These practices have not yet formed a unified and mature 
form, but the way AI is integrated into business is 
becoming more specific. It is evolving from answering 
questions to understanding tasks, from generating content 

to organizing professional work, and from providing 
suggestions to connecting business actions. The gap 
between technical capabilities and business operations is 
gradually narrowing in real-world scenarios.

Market-and customer-oriented intelligent practices are 
evolving from one-time responses, static recommendations, 
and periodic surveys toward a continuous understanding 
of customer status and market changes. Enterprises are no 
longer simply adding a natural language entry to their 

existing functions. Instead, they are reorganizing information, 
products, and service capabilities around customer 
objectives, and enabling customer feedback to be rapidly 
incorporated into subsequent business decisions.

The financial arrangement after the maturity of wealth 
management products has specific triggering conditions 
and corresponds to specific customer objectives. Customers 
need to make choices by considering returns, liquidity, risks, 
and future financial plans. Traditional mobile banking 
services are usually organized based on functions such as 
query, redemption, transfer, and purchase. Customers 
need to find the entry, compare products, and complete 
various operations by themselves.

A large commercial bank, starting with the rollover of 
maturing wealth management products, is exploring 
continuous financial services centered on customer 
objectives. When a wealth management product is about 
to expire, the mobile banking agent, after obtaining 
necessary authorization, generates multiple financial 
arrangement plans based on the product maturity status, 
account balance, recent service behavior, customer risk level, 
and position status. The agent also explains the differences 
between the plans in terms of duration, returns, liquidity, 
and risks.

Customers can further adjust the amount, duration, or risk 
preference. After completing suitability confirmation and 
necessary strong authentication, the agent invokes formal 
business capabilities such as balance inquiry, fund transfer, 
and wealth management product purchase. The existing IT 
system then performs transaction verification, account 
change, and position recording. For matters involving large 

transactions, abnormal accounts, uncommon payees, or 
regulatory requirements, the customer continues to confirm 
or the matter is transferred to the corresponding responsible 
position for handling.

In this process, the agent is responsible for understanding 
objectives, comparing solutions, and organizing operations. 
The existing IT system maintains account facts, transaction 
consistency, and formal settlement. The customer retains 
the decision-making authority over fund arrangement 
and transaction confirmation. Customer adjustments, 
redemptions, and subsequent holding status can generate 
new feedback, which, after continuous verification and 
business confirmation, is used to improve business policies. 
A single behavior does not directly form a new customer 
rule.

Within a limited scope, this practice has evolved from 
information recommendation to authorized execution 
following customer confirmation. The change lies not only 
in reducing the time spent in searching for functions and 
comparing products, but more importantly, in organizing 
originally scattered financial functions into services that 
operate continuously around customer objectives. As account 
facts, product capabilities, and customer authorization 
become further integrated, this approach can also extend 
to adjacent tasks such as idle fund management, position 
deviation alerting, and response to major funding needs.
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Market and Customer Practices: 
Reorganizing Services and Products Around Customer Objectives

Intelligent Wealth Management: 
From Customer Self-Service Search to Continuous Financial Arrangement

4.2.1 

4.2  



·Knowledge citation tracing and retrieval quality 
evaluation. The mapping between model output and its 
original source, document version, and application scope is 
retained. The quality of knowledge services is evaluated 
against indicators such as recall coverage, evidence 
relevance, citation accuracy, and knowledge freshness, so 
that important business decisions can be traced back to the 
evidence that supports them.

·Fine-grained dynamic permission control. When 
documents and knowledge slices are added to the index, 
they carry metadata such as business domain, version, 
confidentiality level, and application scope. During task 
retrieval, the system performs dynamic filtering based on 
the requester's identity, task purpose, and real-time 
authorization, and reviews the results before context 
assembly.

·Lifecycle isolation and anti-pollution mechanism. 
Knowledge maintains a clear state record from extraction 
and candidate selection through review and release to 
expiration. Training data, evaluation data, and runtime 
knowledge are managed according to their distinct purposes 
to prevent evaluation pollution and to ensure that unverified 
feedback does not enter training or production knowledge 
directly. Before external documents, user input, and 
model-generated content are added to the production 
knowledge base, source verification, content validation, and 
security checks must be completed.

Knowledge Engineering is not measured by the number of 
documents or the scale of knowledge slices. It should be 
assessed by evidence coverage, citation accuracy, knowledge 
freshness, version conflict handling, and cross-scenario 
reuse. This is how enterprise knowledge is turned from 
queryable content into a trusted basis for business 
decisions—one that stands on the right version, 
application scope, and responsibility relationship.
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Product definition relies on continuous judgment of 
market changes, customer requirements, and competitive 
landscape. Traditional surveys are typically conducted 
periodically, with a long time for information collection, 
analysis, and report generation. Product selling points are 
also prone to being determined based on experience, and 
the market window may have shifted by the time 
conclusions are drawn.

An automotive group uses vehicle model launches as a 
starting point for intelligent exploration in product 
definition. Once a vehicle model enters its launch window, 
the selling point analysis agent continuously aggregates 
changes in competing products, the voice of the customer, 
channel feedback, and market performance. By 
integrating the semantics of the vehicle model, customer 
group, competing products, and channels, the agent 
further focuses the question on "who the product is for 
and what should be highlighted," and produces 
comparable customer group positioning and selling point 
paths.

Based on the relevant evidence, the marketing and 
product teams make significant trade-offs on product 
positioning, configuration selection, pricing, and 
communication strategies. The agent then generates a 
verifiable selling point solution. After the vehicle model is 
launched, the system continuously compares the selling 
point expressions, customer feedback, and actual purchase 

motivations to identify hits and deviations. Only 
experience verified by the business is incorporated into the 
vehicle model knowledge and subsequent analysis. A 
single market feedback does not directly rewrite the 
product definition.

In this practice, Data Engineering provides market and 
customer facts, Knowledge Engineering organizes the 
semantics of vehicle models, customer groups, competing 
products, and channels, while models and agents perform 
hierarchical analysis, evidence comparison, and solution 
formulation. Product positioning, configuration trade-off, 
and pricing are still determined by the corresponding 
responsible entities, and production scheduling, material 
management, and price adjustments continue to be 
executed according to the formal enterprise process.

Within the scope of pilot vehicle models, the research and 
analysis cycle has been shortened from approximately two 
months to less than one week. For verified vehicle models, 
the alignment between selling points and consumers' core 
purchase motivations has been improved by about 17%. 
Currently, this practice primarily manifests as intelligent 
auxiliary judgment. In the future, it will further integrate 
product planning, market feedback, and vehicle model 
definition, while accumulating reusable capabilities in 
vehicle model semantics, evidence verification, and 
strategy comparison.

Agile Product Definition: 
From Periodic Surveys to Continuous Market Insights

4.2.2 
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Novel drug discovery is a lengthy and highly specialized 
process, spanning multiple phases including project initiation 
decision-making, drug research, preclinical development, 
clinical research, and registration and market launch. 
Different phases rely on various types of data, such as 
market information, multi-omics data, molecular 
characterization, pharmacodynamics and pharmacokinetics, 
toxicology experiments, clinical research, and regulatory 
requirements. They also involve distinct professional 
activities, including computational simulation, experimental 
verification, clinical analysis, and regulatory submission 
writing. In the traditional R&D process, data, models, and 
tools are typically scattered across different phases. 
Information transfer and task handover between phases rely 
primarily on R&D personnel, making it difficult to achieve 
continuous collaboration between computational results, 
experimental feedback, and subsequent decision-making.

A major pharmaceutical group has collaborated with 
technology and ecosystem partners to build an AI-powered 
pharmaceutical agent system for novel drug discovery. This 
system combines LLMs, multimodal models, and drug 
discovery-specific models with enterprise R&D data, 
professional knowledge, compute tools, and R&D processes, 
building professional capabilities for researching 
small-molecule, large-molecule, and traditional Chinese 
medicines. The underlying layer relies on  AI 
computing, general-purpose computing, and AI storage 
resources, providing unified support for different R&D tasks 
through data, model, knowledge, and compute scheduling. 
The upper layer is configured with agents for drug discovery, 
pipeline screening, clinical translation, and registration 
document writing based on professional division of labor, 
and provides task entries for R&D personnel through a 
unified assistant.

In small-molecule drug research, the agent starts from the 
target and favorable binding pocket, and orchestrates initial 
screening of commercially available compound libraries, 
AI-driven 3D molecule generation, virtual screening, binding 
free energy evaluation, and activity testing. The candidate 
pool is progressively narrowed from tens of millions of 
compounds down to molecules that can be purchased or 
synthesized, with multiple iterative rounds centered on 
molecular generation, similarity search, and fragment 
replacement. Computational screening results feed into 
chemical synthesis and experimental verification, while 
activity testing, efficacy, and drug-likeness evaluation 
outcomes are fed back into subsequent molecular 
optimization, thereby establishing a continuous cycle 
between computational analysis and experimental research.

The same set of capabilities is being extended to more 
phases of the drug discovery pipeline. In the project initiation 
decision-making phase, the agent assists in target 
evaluation, value scoring, and project initiation material 
preparation by combining competing product cases, market 
information, and target association analysis. In the drug 
research phase, the agent organizes molecular generation, 
virtual screening, ADMET evaluation, and dry-wet 
experiment collaboration. In the preclinical development 
phase, the agent assists in safety and PK/PD prediction and 
prepares IND-related documents by combining efficacy, 
pharmacokinetic, and toxicology experimental data. In the 
clinical research phase, the agent provides support for trial 
protocol design, patient stratification, risk warning, and data 
analysis. In the registration and market launch phase, the 
agent assists in CTD writing, compliance verification, and 
safety analysis based on regulatory requirements and actual 
R&D records.

R&D and production activities typically involve literature, 
data, professional models, simulation software, experimental 
devices, and specialized roles. In the past, AI applications 
were largely confined to single-item computation, 
information retrieval, or material generation. As agents 
become capable of orchestrating diverse tools and 

long-chain tasks, some practices have begun to connect 
computational analysis, experimental verification, and 
professional judgment, transforming R&D activities from 
scattered tool assistance to a more continuous, collaborative 
process.

R&D and Production Practices: 
Organizing Professional Capabilities into Continuous Tasks

Novel Drug Discovery: 
From Single-Point Computing Assistance to Cross-Phase Intelligent Collaboration

4.3.1 
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The agent does not replace the responsible entities for 
drug discovery and registration in making professional 
decisions. Whether candidate molecules advance to 
synthesis and experimentation, whether the experimental 
conclusions are valid, whether the clinical trial protocols 
are adopted, and whether the registration documents are 
submitted are still reviewed and confirmed by the 
corresponding professionals based on the experimental 
results, quality specifications, and regulatory requirements.

This practice elevates AI beyond a single-point computing 

tool confined to a specific R&D phase, enabling it instead 
to connect computational design, experimental 
verification, clinical research, and registration throughout 
the entire R&D process. Professional models handle 
computationally intensive analysis, agents coordinate 
tasks across different phases, and R&D personnel retain 
responsibility for critical judgment and result confirmation. 
Data and experimental feedback continuously feed into 
subsequent research, forming a more continuous and 
collaborative R&D approach.

Material chemistry research typically involves multiple 
phases, including literature analysis, theoretical screening, 
experimental design, device execution, and result verification. 
Each phase relies on research data, professional knowledge, 
scientific models, simulation software, and experimental 
devices. A key challenge for AI in scientific research is how 
to organize these capabilities around a research objective 
and integrate computational results into real-world 
experiments.

A university, in collaboration with technology and ecosystem 
partners, has built an intelligent research cloud service 
platform, which provides "AI scientist" capabilities for 
material chemistry research. The platform is based on 
research data and professional knowledge, and runs 
scientific models on  AI infrastructure. It also leverages 
openJiuwen to organize collaboration among research 
agents, skills, and multi-agent systems, enabling data, 
models, knowledge, and tools to work in concert around 
research tasks. After researchers input their research 
objectives, the system orchestrates tasks such as 
knowledge acquisition, solution recommendation, 
theoretical screening, experimental design, experimental 
execution, and iterative optimization.

In the theoretical screening phase, the platform trains a 
general-purpose molecular force field foundation model for 
the material chemistry field on a AI software-hardware 
stack, covering chemical spaces such as molecules, 
materials, catalysis, and molecular crystals. The scientific 
computing suite further integrates models for crystal 
structure generation and material property prediction, as 
well as professional simulation software and chemistry 
toolkits, and encapsulates relevant capabilities as 

standardized skills that agents can invoke based on 
research tasks.

Taking the screening of oxygen-evolving electrocatalysts 
as an example, the system evaluates parameters such as 
stability and reactivity for hundreds of candidate materials 
in parallel. This reduces the time required for screening 
tasks, which traditionally took weeks on a computing 
cluster, to just a few hours, providing candidate solutions 
for subsequent experiments.

Theoretical screening is not the end of a task. The final 
experimental plan must be executed through experimental 
workstations and robots, and the device status, sample 
usage, experimental parameters, and collection results 
must also feed into subsequent research. Based on 
openJiuwen, the platform builds research agents and 
organizes tasks in the sequence of "plan generation, 
feasibility review, iterative optimization, and experiment 
execution." It checks and corrects the experimental plan 
against device interfaces, operation sequences, safety 
specifications, and data collection requirements, and then 
invokes operation skills of experimental workstations and 
robots to complete the execution.

For research tasks that span multiple phases, involve long 
chains of operations, and require a clear division of labor, 
the platform adopts a collaborative operation mode in 
which a core agent collaborates with specialized sub-agents, 
such as those for literature reading and experiment design. 
openJiuwen provides the foundation for the development, 
task orchestration, and collaboration of research agents, 
and consolidates multi-agent collaboration modes 
andrelated experience into reusable team capabilities 
through Agent Team, Team Skills, and Team Skills Hub.

 

Material Chemistry R&D: 
From Segmented Tools to Collaboration Between Simulation and Experimentation

4.3.2
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This practice uses oxygen-evolving electrocatalyst research 
as a testbed to evaluate the collaborative capabilities of 
scientific models, simulation software, experimental 
devices, and multi-agent collaboration in real-world 
research tasks. AI is thus extended from serving individual 
tasks such as literature analysis, model computation, or 

plan writing, to encompassing research processes such as 
theoretical screening, experimental design, automated 
execution, and iterative optimization. This will 
continuously accumulate reusable models, software, tools, 
and research collaboration capabilities for material 
chemistry.

Conventional post-loan warning for small and micro 
enterprises relies heavily on single rules. While a rule hit 
can alert to an anomaly, it may not necessarily explain the 
source of the risk or the key points for verification. 
Inclusive business focuses on risk coverage, whereas audit 
supervision emphasizes effective hits and evidence 
integrity. A single set of static rules cannot simultaneously 
meet these different objectives.

A joint-stock commercial bank uses post-loan screening as 
a starting point to carry out comprehensive information 
prediction and hierarchical verification. After the batch 
processing is initiated, the post-loan agent collects facts 
such as basic customer information, business and credit 
status, tax payment, intra-bank assets, scoring and rating, 
and rule matching, identifies recent changes, and 
generates red, orange, and yellow risk levels along with 
the corresponding traceable evidence.

The risk judgment is then incorporated into the inclusive 
business and audit verification processes. The agent 
organizes the verification priorities based on different 
objectives. After business confirmation, the prediction 
results are written into the post-loan verification list, and 
frontline personnel conduct verification according to the 
risk level. Decisions involving customer rights and 
corporate responsibilities, such as loan suspension, credit 

limit adjustment, asset disposal, and external collection, 
are still made by the formal responsible entity.

False positives, negatives, and manual revisions during the 
verification are continuously fed back, forming the 
candidate basis for model, knowledge, and rule 
adjustments. Only after being verified by business 
personnel and approved by the responsible entity can the 
changes be incorporated into the formal risk control rules. 
In this way, the same set of risk facts can serve different 
verification objectives, and the judgment can be traced 
back to the data, rules, and evaluation basis.

Pilot operations show that, compared with single-rule 
warnings, comprehensive information prediction can 
improve risk coverage and effective hit rates. Verification 
tasks can be organized based on risk levels and business 
objectives, and potential risk exposures can be identified 
and transferred to manual verification earlier. The current 
practice mainly covers evidence-based judgment, task 
organization, and authorized writing of the verification list, 
while key risk handling remains the responsibility of 
humans. In the future, the verification process, handling 
results, and continuous follow-up will be further 
connected, which aims to enable post-loan risk 
management to gradually shift from periodic screening to 
action organization based on status.

Risk management and device operation inspection impose 
high requirements on factual accuracy, specialized rules, 
process evidence, and responsibility boundaries. The 
progress of AI in these fields is not only reflected in 
identifying more anomalies, but also in organizing 
scattered facts into verifiable judgment bases, sending 

these judgments into formal verification or evaluation 
processes, and returning the results of manual revision 
and execution to subsequent tasks. While AI has expanded 
the scope of information processing and risk coverage, key 
handling responsibilities remain with authorized positions.

Risk and Reliability Practices: 
Taking Action Within Clearly Defined Boundaries

Intelligent Risk Control: 
From Static Rule-Based Warning to Comprehensive and Thorough Verification

4.4.1 
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Device status evaluation is usually conducted according to 
specialized guidelines. However, the required facts are 
distributed across multiple systems, such as the device 
ledger, online monitoring, fault recording, and production 
operation. Evaluators need to cross-check data across 
systems, analyze point-deducting items one by one, and 
complete the review and release, in order to provide 
evidence for inspection, maintenance postponements, or 
investment arrangements. Although rules have been 
established, a significant amount of time is still spent on 
data extraction, comparison, and filling.

A power grid company uses device status evaluation as a 
starting point to promote the evaluation results to the live 
network. After the evaluation task is initiated from the 
current business entry, the operation inspection agent 
obtains the device ledger, defect, test, and monitoring 
data, identifies recent status changes, and organizes the 
point deduction path based on the device overview, 
defects, and test conditions according to valid evaluation 
guidelines, generating a status evaluation report and 
inspection suggestions.

The operation, maintenance, and production technical 
personnel then review the evaluation basis and results. 
After confirmation, the status (normal, warning, abnormal, 
or critical) is written back to the business system, and the 
related deduction descriptions and evaluation evidence are 
saved together. Subsequent defect closure, manual 
corrections, and device status changes are continuously 
returned, serving as the basis for the next round of 
evaluation. Guideline changes still require formal approval 
and version release, and rules such as no consecutive 
postponements continue to govern each evaluation.

This practice transforms the specialized guidelines 
intended for humans to read into knowledge assets with 
clear sources, valid versions, and well-defined application 
boundaries, forming a closed loop through cross-system 
fact acquisition and formal result write-back. The agent 
organizes data extraction, rule comparison, and evaluation 
suggestions, while the live network system stores 
device-related facts, evaluation results, and responsibility 
records.

The current practice shifts device evaluation from 
cross-system item-by-item checks to a process initiated 
per device, with results saved alongside evidence and 
written back to the live network after review. The 
evaluation results can further support inspection and 
maintenance scheduling. However, consecutive 
postponements, major maintenance adjustments, and 
investment decisions still require confirmation by the 
responsible entity. The validated capabilities of 
guideline-based knowledge extraction, status evaluation, 
and result feedback can be gradually extended to more 
device types, and further connected to inspection, 
maintenance, and operation results.

Intelligent Device Operation Inspection: 
From Cross-System Investigation to Global Status Evaluation

4.4.2 
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Multiple agents can accomplish complex tasks through 
task division and collaboration. However, once deployed in 
an enterprise production environment, they must 
simultaneously address issues of scale, costs, 
management, security, and other issues. Single-node 
deployment is constrained by local resources and cannot 
handle high-concurrency or long-duration tasks. Building 
independent instances for each user or scenario, on the 
other hand, often leads to resource idleness, redundant 
investment, and decentralized governance.

A large bank has built and put into production a financial 
swarm agent platform based on the enterprise-level 
distributed swarm architecture of openJiuwen. The 
platform leverages enterprise cluster resources to provide 
unified support for agent access, task collaboration, status 
management, resource scheduling, isolated running, and 
process observation. The distributed operating 
environment ensures the concurrent running of multiple 
agents and long-duration tasks. openJiuwen is responsible 
for organizing and running agents, skills, and collaboration 
relationships, thereby enabling collaboration between AI 
infrastructure and Agent Engineering.

Enterprise users and administrators access the platform 
through a unified gateway. Agents can be deployed in 
dedicated containers for individuals or in shared container 
clusters for departments. This supports both individual 
agent operation and collaborative task completion led by 
a core agent with multiple member agents. Each member 
agent has an independent workspace, and skills and tools 
are executed in isolated sandboxes. General-purpose and 
AI computing resources are centrally scheduled by the 
platform, and dynamically allocated and reclaimed based 
on task priorities.

To support the concurrent and long-duration operation of 
multiple agents, openJiuwen uses context and KV cache 
compute affinity to reduce cache invalidation caused by 
frequent context updates. This helps reduce runtime 
latency, improve throughput, and control token 
consumption. The originally scattered compute resources 
are thus transformed into an enterprise resource pool that 
can be shared and flexibly scheduled.

The introduction of agents into production has not 
changed the bank's original system and permission 
boundaries. The platform is connected to the existing 
Single Sign-On (SSO) system, self-built SkillHub, and 
existing service systems. The live network continues to 
provide authoritative identity, enterprise skills, and formal 
business services. The agent platform is responsible for 
understanding tasks, organizing collaboration, and 
invoking related capabilities within the authorized scope. 
Tools and skills are centrally managed in terms of access, 
release/removal, and authorization. Unified observation 
and auditing cover who initiates a task, which agents are 
involved, and which skills and service systems are invoked.

Currently, the platform focuses on three scenarios: smart 
office, information monitoring, and risk warning. In smart 
office, agents assist employees in scheduling meetings, 
creating scheduled tasks, and summarizing meeting 
minutes, and invoke enterprise-built skills and tools as 
authorized. In information monitoring, multiple agents 
continuously collect information, analyze and assess the 
information, and push it through multiple channels. In risk 
warning, agents continuously track risk signals and notify 
the responsible personnel of relevant information.

When more departments and users begin to use agents 
together in more scenarios, the challenge facing enterprises 
is no longer whether a single scenario is viable. As 
concurrent and long-duration tasks increase, resource 
sharing, state recovery, identity and permission 
management, isolated execution, skill management, and 

process auditing become essential conditions for production 
operations. Some enterprises have already started building 
a unified operating environment, enabling different 
scenarios to share verified engineering capabilities while 
maintaining their respective business boundaries.

Large-Scale Production: 
From Decentralized Deployment to Capability Reuse

Financial Agent Platform: 
From Decentralized Pilots to Enterprise-Level Production Operations

4.5.1 
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These three scenarios share platform capabilities such as 
identity authentication, skill management, resource 
scheduling, isolated execution, and process audits. These 
capabilities are continuously tested in the production 
environment to verify their applicability to different service 
tasks. Verified common capabilities can be further applied 
to more scenarios, enabling the bank to gradually shift 
from deploying single-point applications to unified supply, 
cross-scenario reuse, and continuous operations in their 
agent construction.

This practice indicates that after agents are introduced 
into enterprise production, the capabilities of a single 
agent are only one of the conditions for running. Whether 
engineering capabilities such as resources, states, 
identities, skills, and audits can be stably supplied, and 
whether they can continuously collaborate with existing 
systems and services, will jointly affect the speed and 
scope of more intelligent scenarios entering production.

The preceding cases come from different industries, with 
distinct objects and tasks: The bank organized services and 
checks around customers' fund arrangements and post-loan 
risks; the automotive enterprise enabled market changes to 
be quickly incorporated into product judgment; the 
pharmaceutical and material chemistry research company 
connected specialized models, simulation software, and 
experimental tasks; the power grid enterprise organized 
cross-system facts and specialized guidelines into device 
status evaluation; and the financial agent platform has 
started to support large-scale operations across multiple 
scenarios.

These practices do not use identical technical approaches 
and are at different stages of development. Some start with 
auxiliary analysis, while others have already confirmed and 
invoked formal service capabilities. Some focus on a single 
specialized task, while others are connecting multiple R&D 
phases. Some first verify service effects, while others have 
already started to address issues such as shared resources, 
isolated operations, and unified governance. In a word, 
enterprises are selecting appropriate starting points and 
gradually expanding the application scope based on their 
own service conditions and risk boundaries.

Amidst these differences, some common changes have 
emerged.

The objects of AI processing are shifting from information 
to business tasks. AI no longer handles only documents, 
Q&A, or content. Instead, it is now continuously obtaining 
facts, organizing judgment, and promoting subsequent 
processing around specific business objects like customers, 
products, molecules, materials, risky customers, and devices.

Specialized capabilities are changing from individual 
expertise and scattered tools to reusable enterprise 
capabilities. Regulations, guidelines, R&D methods, 
evaluation rules, models, simulation software, and operation 
tools are gradually organized into capabilities that can be 
invoked and verified. In this way, limited expert experience 
can be used to serve more tasks, and project achievements 
can be replicated to adjacent scenarios.

AI judgment is gradually approaching real business actions. 
From generating analysis reports to writing them into 
checklists, invoking transaction capabilities, driving 
experimental devices, and writing back device status, the 
connection between AI and the live network is continuously 
deepening. The scope of autonomy is not expanded all at 
once, but gradually, after the quality of facts, task 
effectiveness, execution reliability, and responsibility 
boundaries are verified.

Business feedback is becoming a source of continuous 
improvement. Customer adjustments, experimental results, 
manual revisions, false positives and negatives, defect 
closure, and task anomalies are being fed back to the 
original tasks, providing references for subsequent 
improvements in knowledge, models, rules, tools, and task 
strategies. New experience still needs to be verified by 
professionals and officially released, and enterprise learning 
is thus built on real business results.

Large-scale capabilities are emerging from individual 
projects. When object mapping, data services, knowledge 
rules, model evaluation, skills, tool interfaces, identity 
permissions, and operational mechanisms are verified in a 
scenario, they have the foundation to be reused by more 

Practical Insights: 
The Future of Agentic Enterprises Is Unfolding in Different Industries4.6  
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tasks. Enterprise-level intelligent capabilities are not built in 
one go without scenarios, but are gradually accumulated, 
expanded, and matured through continuous practices.

Different industries will choose different paths based on 
their own business objectives, specialized requirements, and 
risk levels, with varying depth and pace of AI integration into 
business. AI has already opened up new opportunities in a 
wider range of business activities. It enables enterprises to 
serve customers that were previously difficult to reach, 
understand market and product changes more quickly, 
connect specialized compute with real experiments, identify 
risks and device status more promptly, and support more 
users and scenarios with distributed intelligent capabilities.

These changes are unfolding at different speeds in different 
industries and business segments. As more practices move 
from partial assistance to ongoing tasks, from single-point 
verifications to production operations, and from 
scenario-specific achievements to capability reuse, AI will 
further expand the scope of issues that enterprises can 
handle, the specialized capabilities they can organize, and 
the business possibilities they can create. The future of 
agentic enterprises is gradually taking shape through 
real-world tasks and business improvements.
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Between Enterprises: 
From Agentic Enterprise to
Agentic World

Chapter 5
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Integrating AI into an enterprise does not mean the 
enterprise has completed all the work required for 
transformation. The next step in value creation lies precisely 
beyond the enterprise's boundaries.

It is rare for an enterprise to independently complete the 
entire value creation process. From customer demand to 
order fulfillment, from product R&D to mass production, 
from device operation to maintenance services, from 
procurement payment to compliance review, almost every 
key value stream spans across customers, suppliers, logistics 
service providers, financial institutions, public service 
platforms, and other partners.

In the past, these entities primarily relied on contracts, system 
interfaces, meetings, emails, and manual coordination to 
collaborate. Although the speed was limited, the participants, 
processes, and responsibility boundaries were relatively 
stable. The depth of collaboration has long been constrained 
because the cost of cross-organizational coordination is 
prohibitively high: Organizing multiple parties, aligning 
information, tracking execution, and verifying results—each 
step consumes significant manpower and time. The depth 
and breadth of collaboration have always been capped by 
communication costs.

When different entities begin to possess agents capable of 
understanding objectives, invoking systems, negotiating 
solutions, and executing actions, the change extends far 
beyond "faster communication." Order initiation, production 
capacity coordination, price and delivery date negotiation, 
and real-time risk and compliance assessment can all be 
executed by agents. The data generated after a transaction 
is completed will, in turn, influence the next round of 
decision-making. Agents are systematically reducing the cost 
that has long capped collaboration, enabling many 
collaboration workflows that were previously too costly to 
pursue to be implemented on a large scale for the first time.

These changes are not a distant prospect. Customers using 
agents to screen suppliers and platforms using agents to 
restructure transactions may occur faster than any internal 
development within a single enterprise. Collaboration 
capabilities are built up over time, not improvised when 
demand arises: System interfaces, trustworthy data, 
standard protocols, and responsibility division can all be 
prepared before actual connections are established. What 
truly needs to be tested is whether each AI capability 

invested today can extend beyond the enterprise's 
boundaries and grow into a new value ecosystem, or 
whether it will be discovered as an intelligence silo that 
requires paying off historical debts when collaboration is 
needed.

Take the manufacturing industry as an example. When a 
factory device generates an alarm, the customer's device 
agent detects the fault, the manufacturer's service agent 
provides a diagnosis, the spare parts supplier confirms 
inventory, the logistics agent schedules delivery, the insurer 
verifies the claim online, and the onsite service provider 
dispatches an engineer. A process that once required over a 
dozen phone calls and several days can now be completed 
in one go within the authorization scope of all parties. If the 
manufacturer only uses AI to generate a fault report, it saves 
only the engineer's time. However, if the manufacturer 
coordinates the entire maintenance network and reduces 
downtime from three days to just one day, the customer's 
output, service revenue, renewal rate, and relationship depth 
will all be transformed. This scenario has not been fully 
implemented yet, but all the technical components already 
exist.

The cost of lacking collaboration is evident. The chip 
shortage in recent years has fully exposed the problems of 
conventional supply chains. Automakers, anticipating a 
decline in demand, canceled chip orders. When demand 
rebounded, they placed additional orders. The signal was 
amplified level by level, and ultimately, the entire industry 
faced a chip shortage. Enterprises have plenty of digital 
systems—ERP, supply chain, manufacturing execution, and 
logistics systems are all in place. However, each enterprise 
makes local optimizations based on its own objectives. It 
takes time for order changes to be transmitted upstream, 
and risks need to be reported level by level after detection. 
Sales, production, procurement, and capital links each view 
their own version of data. The capabilities of individual links 
are not weak; what is missing is a collaboration mechanism 
between enterprises. When local optimizations are combined, 
they actually amplify global risks.

When customers require integrated results, no single 
enterprise can deliver them alone. An industry-wide 
collaboration system is required to deliver the results. This 
requires an enterprise's products, knowledge, inventory, 
production capacity, and service capabilities being 

Upstream and Downstream: 
From Manual Coordination to Agent-Based Collaboration5.1  
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discovered and invoked by other companies' agents within 
an authorized scope. Orders, quality, delivery time, contracts, 
and service commitments must be expressed in a way that 
AI can accurately understand. In the past, documents 
needed to be digitized; this time, trustworthy result 
commitments need to be engineered. Finally, every 

cross-enterprise action must leave a complete, auditable, 
and traceable chain of evidence—what happened, who 
decided, and who is responsible. Only in this way can an 
enterprise move from manual, labor-intensive collaboration 
to engineering-based, large-scale collaboration.

Industry boundaries and division of labor—such as those in 
agriculture, manufacturing, energy, transportation, finance, 
and healthcare—are determined on one hand by physical 
objects and social needs, and on the other hand have long 
been constrained by human cognition, action, and 
collaboration capabilities: One person can only master 
limited knowledge, and the cost of exchanging information 
and forming judgments between organizations is high. The 
new compute paradigm and industrial revolution brought 
by technological breakthroughs such as AI, robotics, and 
new energy will redefine the cost of cognition, speed of 
action, learning efficiency, and collaboration space. AI 
extends cognition, compute amplifies the scale of intelligence, 
agents reduce the cost of cross-organizational coordination, 
robots turn judgments into physical actions, and new energy 
supports the sustainable operation of all these. This will 
reshape various industries and redefine the division of labor 
and collaboration.

Products define industries, but results redraw their boundaries. 
The business model of selling results rather than products—
Result as a Service—has long existed. For instance, aircraft 
engine companies provide services that allow airlines to pay 
not for the engine itself, but for available flight hours. 
Manufacturers earn service revenue through sensor data 
and maintenance networks deployed across the entire fleet. 
Similarly, tire companies charge fleets by the kilometer, and 
air compressor providers charge by the volume of air used. 
This model has been slow to scale, precisely because of the 
aforementioned cross-organizational coordination costs. 
However, the emergence of agentic AI is driving down these 
costs, making the model scalable and universal. Consequently, 
crossing industry boundaries no longer means abruptly 
entering an unfamiliar sector. Instead, it means taking one 
step further into adjacent high-value segments, leveraging 
existing customers, assets, and data. Device companies 
charge based on availability rates; automakers use vehicle 
and energy data to enter charging, insurance, and home 

energy management; logistics service providers optimize 
procurement and inventory using order flow information; 
and retail platforms participate in product definition and 
brand operations. The trend is consistent: More and more 
companies are no longer satisfied with selling a single 
product—they aim to deliver an integrated result for the 
customer.

Hence, the sources of competition will also become diversified, 
which poses challenges.

Coming with challenges are significant opportunities, often 
hidden in the breakpoints of the existing value chain: What 
complex tasks do customers still need to handle after 
purchasing a product? What data does a company currently 
use only for internal management, but has not yet turned it 
into an external service? What key results require 
multi-party collaboration, yet no one has taken the lead? A 
promising opportunity lies in the value segment that is 
closest to existing customer goals, but has long lacked a 
dedicated owner.

Crossing industry boundaries is nothing easy. Delivering an 
integrated result is essentially taking on a risk: If you charge 
based on availability, you must guarantee uptime; if you 
charge based on output, you must be responsible for 
fluctuations. Without reliable cross-enterprise collaboration, 
such result commitments are inherently difficult to establish.

There is no one-size-fits-all path for every enterprise. 
Industry knowledge, customer trust, assets, qualifications, 
and the ability to fulfill commitments remain the true 
boundaries. However, we must recognize that today's 
established industry classifications are not a natural order. 
Enterprises and value chains are, in essence, the products of 
large-scale collaboration organized by humans within these 
capability boundaries. We need to keep an eye on 
development trends, anticipate changes in advance, and 
adapt accordingly.

Industry Boundaries Will Be Redefined:
Inevitable, Challenging, and an Opportunity5.2  
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It is difficult to imagine how the future will evolve. We use 
a small slice of the future to illustrate a not-so-distant 
Agentic World. This slice does not depend on any 
technology that is not yet mature today. The load 
forecasting, production scheduling, and route 
rearrangement in this slice are all tasks that enterprises are 
already performing today. When these tasks are accelerated 
by agents and connected to each other, the benefits cover 
each participating enterprise. This future is being built by all 
the preparations that can be started today.

It is early morning in a coastal city.

At 3:17, a typhoon suddenly changes direction at sea and 
heads straight for the coastal city.

At 3:19, the meteorological agent completes the path 
analysis, and the authorized information network 
synchronizes the risk signal to the city's operational system. 
The agents of ports, transportation, energy, manufacturing, 
healthcare, and financial enterprises all sense the change 
almost simultaneously.

The power grid agent is the first to take action. It obtains the 
wind speed, atmospheric pressure, and rainfall forecast from 
the meteorological agent, and generates a load forecast and 
dispatch plan for the next six hours in seconds based on 
historical load curves, renewable energy output predictions, 
and unit status. The forecast shows that three coastal 
substations may be flooded, and two power transmission 
lines are at risk of tower collapse. Under safety constraints, 
the agent automatically performs some operations. This 
includes switching critical loads to backup lines, notifying 
energy storage facilities to prepare for discharging, and 
sending demand response invitations to major users. A plan 
involving inter-regional power support is automatically 
suspended because it exceeds the local dispatch authority. 
The agent also submits the risk reference and alternative 
solution to the dispatcher.

At 3:20, the factory agent receives electricity price signals 
and a warning of logistics disruption. For a manufacturing 
enterprise located in an industrial park, its agent recalculates 
the production schedule for the next 48 hours based on 
order deadlines, inventory levels, electricity price curves, and 
rerouting notifications from the logistics agent. It decides to 
delay a batch of non-urgent orders, prioritize products with 
tight deadlines and low energy consumption, and initiate 

material matching with backup suppliers. It used to take 
planners hours to manually adjust the production schedule, 
and now this is completed in just a few minutes.

At the same time, the building agents of more than a dozen 
buildings within the park take over energy storage and air 
conditioning systems. They charge the batteries in advance 
during off-peak hours and plan to release the stored energy 
when the typhoon causes line switchover and electricity 
prices surge. Building managers only receive a summary on 
their mobile devices: The peak load is expected to be 
reduced by 12%, without affecting critical areas.

At 3:23, the vehicle agent begins staggering charging 
coordination. Thousands of electric ride-hailing cars, logistics 
vehicles, and private cars in the city receive the power grid's 
adjustment signal through the charging aggregation 
platform. Some vehicles will be fully charged before the 
typhoon arrives, some postponed to the off-peak hours after 
the typhoon, and dozens of vehicles with Vehicle to Grid 
(V2G) capabilities are expected to send electricity back to 
the grid during the most critical moments. The vehicle 
owners only see a push message: "Your vehicle is now in 
power grid regulation, with an expected gain of CNY18, and 
this will not affect battery health."

In the following period, collaboration extends from the 
energy side to the transportation side.

At 3:31, the port scheduling agent and shipping agent 
re-optimize the berthing plan, the aviation operations agent 
adjusts the fleet arrangement, and the railway freight agent 
reserves key transportation capacity. The logistics agent 
accesses real-time traffic conditions and weather data from 
the transportation management department, re-planning 
over 200 trucks in transit and more than 30 inter-city 
delivery routes. It prioritizes fresh produce, medicines, and 
emergency supplies, while rerouting or temporarily storing 
non-urgent goods. Each truck driver receives the updated 
route, and on the large screen in the dispatch center, the risk 
level and alternative solution for each route are refreshed 
in real time.

At 3:47, the public agency agent identifies the critical areas 
to be protected. It accesses the power grid's outage forecast, 
hospital bed counts and supply inventory, shelter capacity, 
and the locations of fire trucks and ambulances, generating 
a prioritized protection list: three hospitals, two shelters, one 
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emergency command center, and two main roads leading 
to the port. This list is synchronized to the power grid, 
transportation, healthcare, and logistics agents, serving as 
a hard constraint for their respective scheduling. Instead of 
seeing a pile of pending alerts, the staff see a prioritized 
action map, along with only a few items that require manual 
confirmations.

At 4:02, a hazardous material transfer plan that exceeds the 
pre-defined authority boundaries is automatically 
suspended. The risk basis, responsibility chain, and 
alternative solution are submitted for manual judgment at 
the same time. Instead of being removed from the system, 
the human operators are freed from repetitive coordination, 
allowing them to focus on goal setting, rule formulation, 
and critical trade-offs.

For the next two hours, the system operates at a low 
frequency. There are no new major changes, only 
continuous status synchronization and a few manual 
confirmations. The city has completed its major preparations 
before the typhoon makes landfall.

At 6:30, the management team is presented with a 
continuously updated action overview, rather than a pile of 
pending information: What has happened, which capabilities 
have been activated, which risks still need attention, and 
which decisions still require human intervention. Every 
action is traceable, and every outcome will be accumulated 
as new knowledge, rules, and capabilities for enterprises.

The preceding process reveals not merely faster emergency 
responses, but a new model of production organization 
across the entire society, where connectivity enables 
information to reach where it is needed, AI allows changes 
to be understood, and enterprises translate that 
understanding into tangible actions. What enterprises are 
building today extends far beyond a single AI system; they 
are securing their position in the future Agentic World. 
When an enterprise can understand objectives, schedule 
resources, drive execution within the boundaries of 
governance, and continuously evolve based on business 
results, it becomes an agentic enterprise. As more and more 
such enterprises connect, collaborate, and co-create value, 
the human world will thereby move toward a truly Agentic 
World.
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