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Since the Industrial Revolution, scientific development and technological innovations have been major 
drivers in advancing our society. The relentless work of scientists into exploring uncharted territory 
has persistently spurred the evolution of the science and technology system.

In many human endeavors, scientif ic exploration relies heavily on communication, sharing, 
cooperation, and accumulation. This is true for all but the few geniuses among us who can achieve 
success on their own — close interaction and collaboration among scientists is essential for fruitful 
research.

In a general sense, a scientist's work builds on what their peers have done and serves as a springboard 
for future generations. So that they can adjust their research ideas and directions if necessary, 
scientists must be open to peer advice and evaluation of their work. It is quite possible that a simple 
chat will inspire new or even revolutionary research ideas among scientists. In his 2005 Stanford 
Commencement Address, Steve Jobs described the iteration of scientists' ideas as being like passing 
the baton in a relay race.

Scientific exploration is characterized by the diversity of thoughts, transiency of inspirations, and 
uncertainty of approaches — this is why scientists working on long-term research must give it their 
undivided attention. Today, there is a society-wide consensus that we should respect the laws of 
scientific development, encourage researchers to explore and challenge the unknown, and create a 
relaxed innovation environment for scientists. This consensus is one that Huawei fully respects and 
appreciates.

Over the past few years, Huawei has set up academy salons — their names vary depending on local 
cultural customs — in multiple cities to facilitate in-person communication among scientists.

The motivation behind our periodical Communications of HUAWEI RESEARCH is to build a platform for 
academic communications — not just within Huawei, but also across industry and academic circles — 
and to record and share scientific findings and opinions.

Communications of HUAWEI RESEARCH spans a diverse range of subjects, covering both technological 
research oriented toward ultimate business success and pure interest-driven scientific exploration. 
We believe that even pure interest-driven scientific exploration holds value for scientific research, as 
it may open up new research directions — after all, a number of major scientific achievements have 
been the result of accidental discoveries.

We hope that the research directions, exploration progress, and even failures shared in 
Communications of HUAWEI RESEARCH stir your interest and inspire ideas in scientific research.

This periodical is our way of saluting the unending dedication of the scientific community.

Teresa He
Technical President of 2012 Labs
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Huawei researchers have long been dedicated to exploring fundamental science and applied science. The 
fruitful results of their research have been translated into technologies and products that sustain Huawei's 
business success. In a broader sense, these results pave the way forward for ongoing scientific exploration.

Scientific exploration is a major driver in advancing our society — it is also a universal duty of the human race. 
As such, it requires scientific researchers from around the world to participate and communicate extensively. 
Huawei encourages researchers to share their achievements with the world through existing academic channels. 
With that in mind, Huawei realized the benefit of compiling high-quality research results in the form of a 
journal. Inspired by Bell Labs Technical Journal — a corporate academic journal that documents major scientific 
and technological inventions such as information theory and transistors — it is for this reason that Huawei is 
publishing Communications of HUAWEI RESEARCH.

You are holding the very first issue of Communications of HUAWEI RESEARCH, which collects Huawei's research 
results and scientific opinions spanning numerous fields.

In the connectivity field, for example, Huawei's wireless communications scientists have begun to explore the 
next-generation mobile communications system. In 6G: The Next Horizon, they not only discuss 6G visions, 
but also explore key capabilities, new use cases, new requirements, and new functional modules, as well as 
paradigm shifts in air interfaces and network architecture designs with respect to 6G. In Development and 
Challenges of 100T Fiber Communication, Huawei's optical communications scientists explain the key challenges 
and their explorations in approaching the 100T capacity of fibers from the perspective of technological 
development.

In the computing field, A Scalable and Unified AI Architecture: from Application to Acceleration, from Cloud 
to Edge presents the unified AI architecture of Ascend while also providing an in-depth analysis of typical 
applications and deployment scenarios. UB: Unified and Scalable Memory-Semantic Interconnection for Next-
Generation Computing Systems revisits the conventional design of interconnection hierarchy for computing 
systems, and proposes a unified interconnection architecture (namely UB). UB takes a holistic approach to 
redesign the interconnection fabric protocols as well as software and hardware interfaces.

We a re  a l s o  p lea s e d to  s e e  t hat  many youn g s c ie nt i s t s  have ac h ieve d re mar kab le  re s u l t s 
in fundamenta l  theor ies ,  such as Expl ic i t  Descr ipt ion of (1,  1)  L-space Knots ,  and Non-Lef t-
Orderable Surger ies  by Dr. Z ipei Nie from Huawei Nine-Chapter Laborator y. By analyzing the 
(1, 1) L-space knots in S3 and lens spaces, the author deduced an explic it descr iption of these 
knots . With the new descr ipt ion, he proved that any L-space obtained by Dehn surger y on a  
(1, 1)-knot in S3 has the non-left-orderable fundamental group.

The first issue of Communications of HUAWEI RESEARCH has received so many exceptional papers from the 
network, software, media, semiconductor, and security & trustworthiness fields that we simply cannot outline 
them all here due to space limitations. We sincerely hope that these papers — packed full of comprehensive 
technical details — provide you with an inspirational read. Should you have any questions, reach out to us 
anytime for further discussion.

Comments and suggestions are most welcome.

Heng Liao
Chief Scientist of 2012 Labs
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From Connected People and Things to Connected Intelligence

Abstract

Wireless communication turned its first page in the early 1900s when Marconi transmitted the radio signal across the 
Atlantic. Since the 1980s, mobile communication has revolutionized the world, transforming every aspect of our lives. 
With the endless frontiers spanning 5G, we start wondering what 6G will be like. 6G — a more advanced next-generation 
mobile communication system — will go far beyond just communications. It will serve as a distributed neural network that 
provides links with integrated communication, sensing, and computing capabilities to fuse the physical, biological, and 
cyber worlds, ushering in an era of true Intelligence of Everything. Building upon 5G, 6G will continue the transformation 
from connected people and things to connected intelligence. In essence, it will bring intelligence to every person, home, 
and business, leading to a new horizon of innovations. In this paper, we present a holistic view of our 6G vision, exploring 
6G key capabilities, new use cases and requirements, new building blocks, and paradigm shifts in air interface and network 
architecture designs. More details are available in our book "6G: The Next Horizon" recently published by Cambridge 
University Press [1].

Keywords

6G, connected intelligence, native AI, networked sensing, integrated sensing and communication (ISAC), extreme 
connectivity, integrated terrestrial and non-terrestrial networks, native trustworthiness, sustainability, paradigm shifts
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1. Mega-trends and Key Drivers

New generations of mobile communications system 
emerge roughly every 10 years, while the mainstream 
services provided by mobile networks and the application 
of new frequency bands usually take two generations or 
more to mature. In fact, it took almost four generations 
to have people connected anywhere and anytime, 
leading to a connected society. With the rapid global 
commercialization of 5G star ting around 2020, not 
only will society be better connected with enhanced 
communication capabilities, but also more devices in all 
kinds of business scenarios will be connected, moving 
from an era of connected society to one of connected 
everything. Following this trend, we envision that 6G will 
provide better connections for people and things, and 
will embrace the trend of a smart society, continuing 
the transformation from connected people and things 
to connected intelligence. In addition to the ongoing 
evolution of the three usage scenarios initiated in 5G [2], 
AI and sensing will become two new usage scenarios in 
6G, as suggested in Figure 1. Three key drivers are leading 
mobile communications toward a new era of connected 
intelligence, as described below.

Driver 1: New Applications & New 
Business

In the 6G era, more applications will emerge. Extended 
reality (XR) cloud services together with haptic feedback 
and holographic display are likely to become mainstream 
human-centric applications. The exponential increase in 
the traffic demand per device, together with strict latency 
and reliability requirements, will become a major challenge 
for 6G network design in terms of the massive capacity 
needed.

At the same time, with the burgeoning numbers of 
IoT devices and the new capability of wireless sensing 
providing big data to learning algorithms, AI will become an 
engine for all types of automation. Big data will therefore 
become a major driver for the order-of-magnitude 
increase in 6G network throughput. Furthermore, high-
performance industrial IoT applications will impose 
demanding requirements in terms of deterministic latency 
and jitter, while also needing guaranteed availability and 
reliability. Such use cases also drive the extreme and 
diverse performance that will be a defining feature in 6G.

Driver 2: Proliferation of Intelligence

The mobile industry has profoundly impacted people's 
life, helped to mitigate the digital divide, and contributed 
significantly to society's overall productivity and economic 
growth. This trend will continue into 2030 and beyond. 
In particular, as pervasive intelligence — supported by 
massive machine learning (ML), brute-force computing, 
and big data analytics — becomes the key enabler of 
business and economic models in the future [3], paradigm 
shifts in radio technology and network architecture will be 
driven by the following four critical factors, as shown in 
Figure 2.

• 

For 6G, end-to-end (E2E) mobile communications systems 
will be designed with optimal support for AI and ML 
— not only as a basic functionality, by also for optimal 
efficiency. In terms of the architecture, running distributed 
AI at the edge will achieve ultimate performance while 
also addressing the concerns of data ownership. Truly 
pervasive intelligence, combined with deeply converged 
ICT systems that feature diverse connectivity, computing, 

Figure 1 Mega-trends of mobile communications toward 2030 and beyond

June 2022



8 | Communications of HUAWEI RESEARCH | October 2021

Outlook

and storage resources at the edge, will become a native 
trait. The 6G network architecture with native AI support 
will bring "Networked AI", moving away from today's 
centralized "Cloud AI" [3].

• Native Data Protection

The protection of privacy in every aspect of 6G networking 
and data will be essential. We expect that users — which 
might be people or machines — will be empowered as data 
owners with control and operation rights. At the same 
time, the design of 6G should guarantee privacy, ensure 
the proper rights of data subjects, enable data control 
and processing, and support policies such as the General 
Data Protection Regulation (GDPR) [4] in order to establish 
fundamental guidelines for technology design and usage 
in the future.

• 

To support a diverse range of use cases and markets, it is 
essential to have customized, verifiable, and measurable 
trustworthiness. Today's nomothetic network ownership 
and operation will evolve into a many-party, many-player, 
and many-actor pattern, where an inclusive multilateral 
trust model — rather than a unilateral one — will be vital. 
In addition to being future-oriented, the trustworthiness 
architec ture should incorporate secur ity, pr ivacy, 
resilience, safety, and reliability [5].

• 

With 5G capabilities gradually expanding, the vertical 
wireless market is expected to ramp up throughout 
the 2020s. As we approach the 6G era, a universal 
ICT framework — one that could offer an overarching 
perspective for all industries and thereby accelerate the 

collaboration and convergence of ICT and OT sectors 
— would be extremely beneficial. The first wave of 6G 
commercial use is likely to boost both the consumer and 
vertical markets.

Driver 3: Sustainability & Social 
Responsibility 

With multiple generations of technologies and spectrum 
deployments coexisting in mobile systems and the 
increasingly heterogeneous services running on top, 
there is high demand for sustainable development of 
6G innovations. It is expected that deploying, operating, 
monitoring, and managing 6G networks and services 
will be cost- and energy-efficient, easy, and automated. 
Furthermore, 6G should be an enabler for achieving the 
sustainable development goals (SDGs) [7] of society as a 
whole.

2. Overall Vision and Capabilities

6G — a more advance d nex t-generat ion mob i le 
communicat ions system — wil l go far beyond just 
communications. Over the next decade, in addition to 
continuous wireless innovations, the rise of massive AI and 
the creation of massive digital twins will be the two major 
catalysts that fuel more technology breakthroughs. The 
resulting 6G will be a game-changer in terms of both the 
economy and society — it will lay a solid foundation for the 
future Intelligence of Everything.

We envision that 6G will enable the transformation from 
connected people and things to connected intelligence. 
Compared with its predecessor, 6G will offer extreme 
performance and realize major improvements in terms 
of key per formance indicators (KPIs). Fur thermore, 
i t wil l be a key enabler in achieving the ful l-scale 

Figure 2 6G features driven by proliferation of intelligence
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digital transformation of all vertical businesses. More 
importantly, we believe that 6G will serve as a distributed 
neural network, providing links with integrated sensing, 
communication, and computing capabilities. This will fuse 
the physical, biological, and cyber worlds, ushering in an 
era where everything will truly be sensed, connected, and 
intelligent. 

Figure 3 provides an overview of how the 6G network 
functions as the fabric of the converged physical and 
cyber worlds. First, from the cyber world to the physical 
world — this is a typical downlink channel — the primary 
service will be all kinds of XR, which, enhanced by tactile 
communication and new human-machine inter face, 
creates immersive experience when interacting with the 
digital world. Meanwhile, the continuous deep learning 
in the digital world serves as AI engine for the physical 
world, providing real-time inferences to facilitate all 
kinds of decision making. This imposes major challenges 
on the radio interface design, requiring extremely high 
throughput and ultra-low latency. Second, from the 
physical world to the cyber world — this is a typical 
uplink channel — the primary application is sensing and 
the collection of big data for ML. How to compress and 
transmit the huge amount of data (or model parameters 
in the neural networks) for massive ML poses a new 
challenge. 6G will be a network of sensors and ML, where 
data centers will become neural centers, and ML tasks will 
spread over the entire network, from neural center to deep 
neural edges (e.g., base stations or even mobile devices).

In the following sections, we discuss the six fundamental 
technology pillars that will shape 6G, that is, the six 
technical directions for 6G, as shown in Figure 4.

Pillar 1: Native AI

6G will boast a native AI capability, which is neither 
an add-on nor an over-the-top feature. One of the 
primary objectives for 6G is to support AI everywhere. 
AI will be both a service and a native feature in the 6G 
communication system, and 6G will be an E2E system that 
supports AI-based services and applications. Specifically, 
6G air interface and network designs will leverage E2E 
AI and ML to implement customized optimization and 
automated operation, administration, and management 
(OA&M). This is known as "AI for Network (AI4NET)", as 
shown in the upper half of Figure 5. In addition, each 6G 
network element will natively integrate communication, 
computing, and sensing capabilities, facilitating the 
evolution from centralized intelligence in the cloud to 
ubiquitous intelligence on deep edges. This is the concept 
of "Network for AI (NET4AI)" or "AI as a Service (AIaaS)", as 
shown in the lower half of Figure 5. For AIaaS, 6G functions 
as a native intelligent architecture that deeply integrates 
communication, information, and data technologies, 
as well as industry intelligence, into wireless networks, 
serving all types of AI applications with large-scale 
distributed training, real-time edge inference, and native 
data desensitization. 

To achieve this vision, it is necessary to address three key 
challenges.

• 6G should be the most eff icient platform for AI. 
This presents new challenges in terms of how to 
realize minimum cost for both communication and 
computation, each of which is a KPI for future study. 
To minimize communication costs, it is necessary to 
design a 6G system that can transfer massive big 

Figure 3 Fusion of physical, biological, and cyber worlds
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data for AI training using minimal capacity resources. 
To minimize computation costs, it is necessary to 
implement optimally distributed computing in the 
networks, where we can best leverage mobile edge 
computing.

• In order to support ML, 6G will need to enable the 
collection of massive data from the physical world 
(millions of times more data than at present) so 
that a cyber world can be created. This, however, 
poses another major challenge for 6G. As such, 
how to effectively compress training data based on 
information and learning theory becomes a new and 
essential topic in 6G research. 

• An efficient and distributed collaborative learning 
architecture will be vital for reducing the computational 
load involved in large-scale AI training. Data split 
and model split for AI will be incorporated into the 
6G network architecture. Furthermore, leveraging 
distributed and federated learning will help optimize 
computing resources, local learning, and global 
learning, and help meet the new data local governance 
requirements. In this sense, 6G core network functions 
will be pushed toward a deep-edge network, while 
cloud-based software operations will shift toward 
massive ML. In addition, with the frequent transfer of 
large amounts of data and models from deep edges 
(devices), the 6G radio access network (RAN) will shift 
from downlink-centric to uplink-centric.

Figure 4 Six pillars of 6G key capabilities

Figure 5 AI4NET and NET4AI
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Pillar 2: Networked Sensing

6G will feature the networked sensing capability. Higher 
frequency bands (from mmWave up to THz), wider 
bandwidth, and denser distribution of massive antenna 
arrays in future 6G systems will enable a single system to 
integrate wireless signal sensing and communication, each 
of which mutually enhancing the other. The communication 
system as a whole can serve as a sensor, exploring radio 
wave transmission, reflection, and scattering in order 
to sense and better understand the physical world, 
ultimately providing a broad range of new services. This 
is known as "Network as a Sensor". Four categories of use 
cases that can be supported by 6G sensing are shown 
in Figure 6 and described later in Section 3. In terms of 
sensing, it enables high-accuracy localization, imaging, 
and environment reconstruction capabilities that could 
help improve communication performance — for example, 
more accurate beamforming, faster beam failure recovery, 
and less overhead to track the channel state information 
(CSI). This is known as "sensing-assisted communication". 
Moreover, as a foundational feature for 6G, sensing is 
a "new channel" that observes, samples, and links the 
physical and biological worlds to the cyber world. Real-
time sensing is therefore essential to make the concept of 
digital twin — a true and real-time replica of the physical 
world — a reality in the future.

Traditionally, sensing is a standalone function with a set 
of dedicated devices and equipment, such as radar, lidar, 
computed tomography (CT), and magnetic resonance 
imaging (MRI). Mobile phone posit ioning in mobile 
systems, assisted by air interface signaling and device-
based measurements, is an elementary sensing-like 
capability. Compared with the traditional methods of 
providing sensing functionality, the integrated sensing 

and communication (ISAC) design in the 6G network has 
two targets and potential benefits: to significantly reduce 
the cost of additional sensing equipment, and to leverage 
the large-scale cooperation between widely deployed 
base stations and user devices for improved sensing 
performance.

The ISAC functions can happen at different levels, ranging 
from loosely coupled to fully integrated and from shared 
spectrum and hardware to shared signal processing and 
protocol stacks. It can even include cross-module, cross-
layer information sharing. Such integration will bring 
mutual benefits. Furthermore, it will enable technological 
innovations on new system KPIs and fundamental limits, 
new channel model and evaluation methodologies, joint 
waveform design, hardware co-design, new frameworks 
of protocols and procedures, cooperative sensing and 
data fusion, AI-assisted sensing, sensing-assisted ML, and 
much more.

It is also worth mentioning that recent developments in 
semiconductor technology have bridged the "Terahertz 
(THz) band gap" (caused by the lack of THz hardware 
enablers). These developments are expected to stimulate 
various THz sensing applications [8]. In addition to ultra-
high resolution imaging, given the range of wavelengths 
and properties of molecular vibration, THz sensing can 
perform spectrogram analysis to identify the constituent 
par ts of dif ferent types of food, medicine, and air 
pollution. Furthermore, due to its compact form-factor 
and non-ionizing safety, THz sensing can be integrated 
into mobile devices and even wearables to identify the 
number of calories in food and help detect hidden objects. 
As a result, 6G sensing devices will become a gateway for 
realizing numerous innovative AI applications.

Figure 6
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Pillar 3: Extreme Connectivity

6G will provide universal high-performance wireless 
connect ions and ult imate exper ience with speeds 
comparable to optical fiber. The major KPIs for the 6G RAN 
are shown in Figure 7. Up to Tbit/s peak rate, 10–100 Gbit/s  
experienced rate, sub-millisecond level latency, a tenfold 
increase in the density of 5G connections, centimeter-
level localization, millimeter-level imaging, and E2E system 
reliability based on controllable error distribution will 
not only enable human-centric immersive services in the 
future, but also accelerate full-scale digital transformation 
and productivity upgrade of vertical industries.

The increase in wireless traffic drives the need for wider 
spectrum that usually comes with higher frequency, while 
the mobile communications system infrastructure favors 
the lower frequency spectrum for ubiquitous coverage. 
After several generations of wireless evolution, more and 
more new frequency bands are deployed for network 
upgrades. 6G will use not only the mill imeter wave 
(mmWave) spectrum, but also the THz or even visible light 
spectrum, potentially using the entire spectrum for the 
first time in order to deliver ultimate extreme connectivity. 

THz communication is a new wireless technology that 
involves numerous challenges. Research is currently 
exploring the design of high-power devices, new materials 
for antennas, radio frequency power transistors, THz 
transceiver on-die architecture, channel modeling, and 
array signal processing [9]. Whether THz technology is 
successfully adopted in 6G depends on the engineering 
breakthroughs in THz-related components such as 
electronic, photonic, and hybrid transceivers and on-die 
antenna arrays.

Communication through vis ible l ight is a potential 
radiation-free transmission technology that enables 
connectivity without an electromagnetic field (EMF). 
However, a large-scale micro-LED array technology will 
be required to attain data rates reaching tens of Tbit/s  
for short-distance communications with low power 
consumption, small form factors, and low-cost devices. 
In addition, visible light communication (VLC) [10] can 
access large amounts of unlicensed spectrum, but several 
challenges in terms of uplink transmission, mobility 
management, and high-performance transceivers must be 
overcome before VLC can be successfully utilized in 6G.

Pillar 4: Integrated NTN

6G will integrate terrestrial networks and non-terrestrial 
networks (NTNs) to deliver complete coverage worldwide, 
connecting the unconnected. As the cost to manufacture 
and launch satellites decreases, huge fleets of low- or very 
low-earth orbit (LEO/VLEO) satellites will become reality 
in NTNs — it is a strong possibility that 6G will integrate 
VLEO satellite mega constellations. A VLEO satellite 
system, in addition to delivering worldwide coverage, 
offers a number of new capabilities and advantages. 
For example, it eliminates the issue with communication 
latency inherent in conventional geostationary earth orbit 
(GEO) and medium earth orbit (MEO) satellite systems. 
It can also provide coverage to areas uncovered by 
terrestrial networks, offering complementary radio access. 
VLEO satellite systems can also provide more accurate 
positioning, which is critical for autonomous driving and 
important for earth sensing and imaging. Figure 8 shows 
some preliminary region characterization where using 
mega-LEO satellite constellation would achieve lower 

Figure 7 RAN KPIs for extreme connectivity
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transmission latency than traditional fiber over long-
distance communication.

In addition to satellite communications, new radio nodes 
such as drones, unmanned aerial vehicles (UAVs), and high-
altitude platform stations (HAPSs) will be an integral part 
of 6G, functioning as either mobile terminals or temporary 
infrastructure nodes. By integrating both terrestrial and 
non-terrestrial networks, 6G will stand apart from its 
predecessors.

NTNs are currently designed and operated separately. 
In the 6G era, however, their functions and operations, 
along with their resources and mobility management, 
are expected to be tightly integrated. Such an integrated 
system will identify each user terminal with a unique ID, 
unify billing processes, and continuously provide high-
quality services via optimal access points. Moreover, with 
a virtualized air interface, the addition and deletion of a 
non-terrestrial access point would be transparent to user 
equipment (UE). Given that the deployment, maintenance, 
and energy source of satellites differ completely from 
those of terrestrial networks, it is expected that new 
operating and business models will emerge.

The 6G network will integrate various capabilities such 
as communication, sensing, computing, and intelligence, 
making it necessary to redefine the network architecture. 
The novel network architecture should be capable of being 
flexibly adapted for tasks such as collaborative sensing 
and distributed learning to proliferate AI applications on a 
large scale, where trustworthiness should be guaranteed 
as a native feature. The concept of "trustworthiness" here 
covers topics including security, privacy, resilience, safety, 
and reliability [5].

Data, as well as the knowledge and intelligence derived 
from it, is the driving force behind 6G network architecture 
redesign, wherein new features will be developed to 
enable E2E native trustworthiness. These features include 
new data governance architectures that support data 
compliance and monetization, as well as advanced privacy 
protection and quantum attack defense technologies.

From a technology perspective, the security, privacy, 
and resilience established by cryptography and defense 
technologies are usually referred to as the three pillars 
of trustworthiness, which are underpinned by ten blocks 
(three in security, two in privacy, and five in resilience), as 
shown in Figure 9. The design objectives with regard to the 
three pillars and ten blocks are summarized as follows:

• Balanced security: Different protected assets or 
properties may require a different level of protection 
or dif ferent weight in each facet of integr ity, 
conf idential i ty, and avai labi l i ty, depending on 
different scenarios.

• Permanent privacy protection: The identity and 
behavior of users are protected so that only those 
parties authorized by users are able to interpret the 
content of information transferred among them.

• Smart resilience: In order to provide and maintain 
an acceptable level of service while operations face 
various faults and challenges, situation awareness 
and big data analytics are leveraged to identify and 
then avoid or transfer risks. If this is not possible, 
the consequences must be controlled and only the 
residual non-harmful risks accepted [11].

Among the enabling technologies, the following two are of 
note:

Figure 8 Integrated NTN for low-latency long-distance communication
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• Multilateral trust model: An inclusive multilateral 
t rus t model (inc luding modes such as br idge, 
consensus, and endorsement) will serve as the 
foundation of future security systems. Because the 6G 
network architecture will trend toward a distributed 
nature, a consensus-based model may be the most 
important mode in the multilateral trust model. For 
this purpose, distributed ledger technologies (such as 
blockchain-like technologies) will be developed after 
new challenges in wireless networks are addressed. 
Such challenges center on how to achieve low latency, 
high availability, high reliability, strong privacy 
protection, and digital sovereignty. 

• P o s t- q u a n t u m c r y p t o g r a p hy :  A s  q u a n t u m 
computing continues to develop, challenges arise 
with regard to classical cryptography, which is based 
on mathematical problems such as large prime 
factorization and discrete algorithms. Key generation 
and exchange algorithms are two indispensable 
elements involved in cryptography. In 6G, one-time 
pad (OTP) encryption can be used with full-duplex 
communications at the physical layer in order to 
safeguard against quantum computing–based attacks. 
When quantum computing becomes reality, quantum 
communication technologies are expected to be 
more secure and have lower latency due to quantum 
entanglement. Lightweight cryptographic algorithms 
and privacy-compliance-related algorithms are some 
potential areas in this regard that warrant further 
research.

Pillar 6: Sustainability

G re en and sus ta inab le  deve lopment  i s  the core 
requirement and ultimate goal of network and terminal 
designs in 6G. By introducing the green design concept 
and native AI capability, 6G aims to improve the overall 

energy efficiency (defined in bits per Joule) 100-fold 
across the network and keep the total energy consumption 
(in unit of Joules) lower than 5G while also ensuring 
optimal service performance and experience. As the core 
infrastructure of the digital economy, 6G will have to make 
unique contributions to the sustainable development of 
humankind.

In terms of the research directions for E2E green 6G 
network design, the potential technologies to realize 
energy efficiency span architectures, materials, hardware 
components, algor ithms, sof tware, and protocols . 
Industry consensus needs to be established on the 
methodology used to evaluate sustainability across the 
entire ecosystem. Dense network deployment (leading 
to a shorter propagation distance), centralized RAN 
architecture (resulting in fewer cell sites and higher 
resource efficiency), energy-aware protocol design, and 
cooperation between users and base stations are some 
factors that need to be carefully considered in order to 
achieve an energy-efficient 6G communication system. 
In addition, renewable energy and radio frequency (RF) 
energy harvesting technologies as well as backscattering 
communication techniques (with no active RF power) 
should also be considered. As we move toward using 
higher and higher frequencies, finding innovative ways 
to deal with the reduced power amplifier (PA) efficiency 
becomes a major challenge [12], as shown in Figure 10-a.

Another significant challenge centers on computing power 
consumption due to the rise of AI. We can speculate 
that, on average, the human brain achieves data rates of 
20,000 Tbit/s and can store 200 TB of information while 
consuming only 20 Watts. Conversely, the computing 
power of AI is doubling every two or three months, far 
in excess of Moore's Law. For a neural center to achieve 
the same capabilities as the human brain, there is a 1,000 
times gap at a point of time near the end of Moore's 

Figure 9
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Law, as shown in Figure 10-b. In order for neural centers 
to replace data centers and fully leverage the potential 
of AI, it is imperative to use significantly advanced ML 
technologies that facilitate sustainable AI-based 6G [13]. 
A standardized approach to implementing a distributed 
computing architecture and software orchestration will 
enable the 6G network to be an efficient platform for a 
diversified ecosystem.

3. Use Cases and Requirements

There is a tendency to overestimate what can be done 
in two years but underestimate what can be done in ten 
years. As new technologies become more widely adopted 
in wireless communications systems, within the lifecycle of 
6G, many aspects of our daily lives will be augmented by 
ultra-high speed and ultra-reliable wireless connections, 
native AI, and advanced sensing technologies. Based on 
the key capabilities required, we have identified five major 
categories of usage scenarios, as shown in Figure 11.  

Among these categories, eMBB+, URLLC+, and mMTC+ 
are extensions and combinations of the usage scenarios 
defined in 5G, while sensing and AI are two new usage 
scenarios that will flourish in 6G. In the following section, 
we explore these categories and provide examples of use 
cases and requirements under each category.

Usage Scenario 1: eMBB+

This usage scenario is the continuous evolution of 
enhanced mobile broadband (eMBB) for human-centric 
communication use cases. It wil l enable ex tremely 
immersive experience and multi-sensory interactions in XR 
applications — including augmented reality (AR), virtual 
reality (VR), and mixed reality (MR) — and telepresence. 
eMBB+ will pose much higher requirements on the peak 
data rate, user-experienced data rate, low E2E latency, and 
large system capacity (i.e., high throughput and supported 
connections). Furthermore, it will enable a range of use 
cases in entertainment, education, manufacturing, and 

Figure 10 Two typical challenges for low power consumption in the 6G era

Figure 11
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navigation, transforming the way we live, learn, work, and 
travel. Both indoor and outdoor cases are needed, where 
seamless user experience in the target activity areas 
must be guaranteed along the E2E routes of activities, 
regardless of the high mobility in extreme cases. The user-
experienced data rate in remote areas and on planes and 
ships must be maintained to support ubiquitous high-
quality connections. Some examples of the corresponding 
use cases are discussed below.

• Ultimate immersive cloud VR

360o extremely immersive XR is an evolution of current 
XR services, offering an even higher resolution and video 
frame rate close to the limit of human perception. It 
provides an extremely low interactive latency, delivering 
the optimal immersive visual experience. For example, it 
will enable people to play football virtually with friends 
anywhere and at any time, or watch a live football match 
from the referee's perspective. To enable extended periods 
of use without making users experience dizziness, motion 
sickness is an important consideration in cloud VR. The 
target motion-to-photon (MTP) latency, close to the limit 
of human perception, is approximately 10 ms, which is half 
that of current VR requirements. In addition to requiring 
extreme video resolution and color depth, ultimate VR is 
expected to require more than a 100-fold increase in the 
raw data rate. Furthermore, an architecture that enables 
pure remote rendering is more suitable for devices that 
have limited computing capabilities — user devices often 
have strict constraints in terms of power and weight. In 
this case, a stringent transmission latency (an RTT of less 
than 2 ms) and higher data rate will be required.

• 
communication

Haptic communication involves the exchange of real-time 
haptic information, including surface, touch, actuation, 
motion, vibration, and force information. This information 
is transmitted over the network along with audiovisual 
information. For example, haptic clothing can make a 
virtual football game feel more realistic, enabling the 
wearer to experience the texture, weight, and pressure 
of the virtual ball, or it can allow the wearer to receive a 
virtual hug from a family member far away.

Among haptic applications, teleoperation with interactive 
feedback (such as tele-surgery, tele-diagnosis, and tele-
motion-control) in highly dynamic environments is the 
most challenging. In these cases, haptic feedback is 
important to stimulate the human brain and help users 

adjust their operation time, stress, gesture, and so on. This 
type of interactive teleoperation requires very low latency, 
with the RTT requirement for air interface transmission 
being as low as 0.1 ms. Fur thermore, teleoperation 
imposes strict requirements on the relative transmission 
latency between audio, video, and haptic information, as 
well as on reliability and throughput.

• Glass-free 3D and holographic 
displays

While wearing VR devices, users always focus on the 
screen regardless of whether the displayed object is close 
or far away. Because this affects users' ability to perceive 
depth correctly, they may experience dizziness or other 
unwanted effects. Glass-free 3D displays based on visual 
accommodation are expected to be the next game-
changing solution, relying on techniques such as light field 
and holographic display. Such displays would allow users 
to see far-away family members up close without the need 
to wear glasses, delivering an immersive and true-to-life 
experience. Allowing users to experience this anywhere 
and anytime requires support from the 6G mobile system. 
New applications such as mobile 3D navigation will require 
3D images to be transmitted over mobile networks, giving 
rise to extremely high requirements in terms of network 
bandwidth. The raw data rates, depending on image size, 
resolution, color, and so on, will vary from sub-1 Tbit/s  
to a few hundred Tbit/s [14]. Research on compression 
techniques that can reduce the bandwidth consumption is 
ongoing.

• Broadband wireless access for the 
unconnected

Today, about 40% of people around the world lack 
access to mobile networks. Ambitious plans to integrate 
terrestrial and non-terrestrial networks in the 6G era aim 
to increase the coverage rate to nearly 100% worldwide, 
even in sparsely populated areas, expanding financial and 
social inclusion. For people in remote unconnected areas 
or ships, non-terrestrial networks can serve as relay links 
to terrestrial base stations.

Directly connecting non-terrestrial networks and mobile 
phones is an attractive prospect, as it ensures seamless 
switchover between dif ferent access services . For 
instance, it is important for people on the move to have a 
broadband connection. The integrated 6G system should 
provide optimal, scenario-specific MBB coverage for 
people in cars, trains, planes, and ships.
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Furthermore, with the integration of terrestrial and non-
terrestrial networks, 6G will be resilient against natural 
disasters, ensuring continuity of services.

Usage Scenario 2: URLLC+

6G will accelerate the comprehensive digital transformation 
of vertical industries. This usage scenario is the continuous 
evolution of ultra-reliable low-latency communications 
(URLLC) for critical machine-type communication (MTC) 
in Industry 4.0 and beyond [15]. It also applies to new 
applications enabled by the ubiquitous utilization of 
robots, UAVs, and new human-machine interfaces (HMIs) 
in manufacturing, public service, autonomous driving, 
and household management. To be more closely adapted 
to all kinds of vertical applications, the requirements on 
low latency and high reliability may be strict in first-order 
statistics (e.g., mean number of errors in a period) but 
controllable in the distribution or higher-order statistics 
(e.g., distribution of errors in a period).

• 

Unlike traditional assembly lines, which are suited to mass 
production, factory of the future aims to implement full 
automation and flexibility, meeting the demands of mass 
customization. To enable this revolution, the 6G network 
will play a key role. The precondition for modules to freely 
move around in order to instantly form a customized 
assembly line is the use of ultra-high performance radio 
links, which untether machines from interconnection 
cables. Furthermore, with AI and digital twins, it will 
be possible to accumulate and share manufacturing 
experience and knowledge among machines and robots, 
helping optimize the evolving manufacturing process. 6G 
could also bring many other benefits to the factory of the 
future. For example, a ubiquitous RF sensing system would 
enable proactive maintenance of the entire production 
environment and processes. And, as the factory of the 
future requires no human onsite, lights-out manufacturing 
would significantly lower the OPEX and carbon footprint.

• Motion control

In addition to being one of the most challenging use 
cases, motion control is the core logic in the automation 
field [16]. It is responsible for controlling every aspect of a 
machine's movements in a well-defined manner. This type 
of operation already exists in modern manufacturing, but 
it is implemented via wired technologies such as industrial 
Ethernet. In order to realize a truly flexible production 
line, communication needs to be transformed from wired 

to wireless — for example, 6G. This requires ultra-high 
reliability (e.g., greater than 99.9999%) and low-latency 
(e.g., sub-ms or even µs) deterministic communication 
capabilities so that precise and reliable control can be 
achieved.

• Collaborative robots in groups

In the factory of the future, most of the major work 
will be performed by robots instead of humans. During 
produc t ion, numerous types of robots — such as 
automated guided vehicles (AGVs) and drones — will 
transport raw materials, spares, and accessories from the 
warehouse to the production line. For large or heavy parts, 
multiple robots will collaborate to transport them — this 
is known as collaborative carrying [16]. To achieve safe 
and efficient cooperation among these robots, a cyber-
physical control application will be used to control and 
coordinate their movement. For example, carrying rigid 
or fragile parts requires precise coordination, whereas 
flexible or elastic parts allow a certain degree of freedom 
for higher efficiency. To maintain the level of accuracy 
needed for complex collaborative work, it will be necessary 
to leverage the synchronization, latency, and localization 
accuracy capabilities provided by the 6G network. In this 
case, a localization accuracy of 1 cm, an E2E latency of 
approximately 1 ms, and reliability greater than 99.9999% 
may be desirable.

• From intelligent cobots to cyborgs

Recently, collaborative robots — known as cobots — 
have appeared in the manufacturing industry. Unlike 
traditional robots that work in separate and restricted 
regions, cobots can collaborate and interact with people 
in close proximity. Like co-workers, they are expected to 
be intelligent (allowing them to understand the dynamic 
environment and tasks), cautious to human safety, 
proactive to actions and risks, and reliable in functionality. 
To achieve all of this, it is necessary to integrate AI, ICT, 
and OT. Furthermore, the high-performance sensing and 
communication technologies integral to 6G are essential to 
support cobots' mobility and interaction with humans.

Cyborgs, a concept laid out in 1960 [17], are the next 
evolutionary step of cobots. They are cybernetic organisms 
— humans enhanced with machines. For example, cyborgs 
could be used to enhance a person's strength or sensory 
abilities, or help someone overcome physical disabilities. 
With the development of neuroscience, 6G will be the key 
for cyborg interconnection.
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• Level 5 autonomous vehicles

In terms of technical requirements, autonomous driving 
is the most challenging use case of smart transportation. 
The initial level of autonomous vehicles (typically used 
in scenarios such as mining, quarrying, construction, 
and agriculture) requires remote human driving and 
teleoperation. 

Level 5 autonomous vehicles are a more advanced use 
case, which will redefine the meaning of traveling by car. 
As autonomous vehicles completely take over driving and 
route planning, journeys in such vehicles could be relaxing, 
enjoyable, and productive, while retaining the advantage 
of a private space. To deal with unforeseen situations, 
sensing and AI capabilities provided by 6G, as well as 
ultra-low latency, high reliability, and precise localization, 
will be essential. 

Usage Scenario 3: mMTC+

6G will continue the journey started by 5G to connect 
everything, but it will do so with a broader variety 
of devices, new HMIs, higher density of connections, 
and native trustwor thiness. This usage scenario is 
the continuous evolution of massive machine type of 
communication (mMTC), which is characterized by the 
massive number of lightly connected devices with sporadic 
traffic in smart cities, healthcare, buildings, transportation, 

manufacturing, and agriculture. The required data rate 
could range from very low to medium, and the packet 
arrival time interval could range from a day to a few 
milliseconds. A key requirement is for sensors to have a 
long lifetime, but this may differ significantly depending 
on their energy harvesting capabilities. In some cases, 
zero-power backscattering-based passive IoT devices 
would also be applied as an option for extremely low-cost 
connections.

• 

Smart building refers to managing and controlling a 
building as intelligent entities with seamless information 
f lowing among related parties, including electronic 
products, smart materials, control systems, and users. 
Integration is the first step in making a building smart. As 
a complex ecosystem, one building might contain many 
different subsystems, including surveillance cameras, 
elevator control, air conditioning, and electrical power. 
The usage of 6G in the smart building industry should 
enable a common infrastructure with high efficiency and 
intelligence to be built. In addition, due to the massive 
number of sensors installed in a smart building, they will 
need to support large-scale connectivity and low energy 
consumption. The second step is to interconnect buildings. 
In the future, mobile communication infrastructure 
will provide the digital foundation for cross-platform 
trustworthiness.
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• 

Pervasive and customized healthcare services, free of 
geographical constraints, is the vision for smart healthcare 
in the future. As the mobile communications system 
develops, it will enable various new use cases to emerge, 
including dynamic monitoring of personal health, tele-
diagnosis and pathology inference, holographic medical 
and recovery training, and tele-surgery. In particular, 
with the new sensing and AI capabilities in 6G, real-time 
analysis on patient data could prove extremely beneficial. 
Furthermore, use cases such as tele-diagnosis and tele-
surgery will significantly reduce the pressure in an aging 
society, especially in regions that lack sufficient medical 
resources.

• 

UAVs, commonly known as drones, come in a wide variety 
of sizes and weights, and they can be used in various 
sectors [18]. UAV applications may cover many fields, 
such as unmanned inspection for mining and exploration, 
and aerial filming for media and entertainment. However, 
the more advanced communication, sensing, and AI 
capabilities delivered by 6G will see UAV applications 
evolving to take more responsibilities in our daily lives. For 
instance, UAVs in 6G can act as mobile base stations and 
provide on-demand, high-capacity coverage to deliver live 
streaming of XR services and high-accuracy positioning 

services. And with autonomous driving capabilities, 
massive UAVs are expected to be utilized in future logistics 
to deliver packages over long distances. It is not beyond 
the realm of possibility that such UAVs could land on top of 
cars or buses to recharge during a long-distance delivery.

• 

Another area that will significantly benefit from 6G's 
global seamless coverage is wide-range IoT services. For 
example, 6G could enable the collection of information 
from buoys in the oceans to report container status during 
ocean transportation or from sensors in forests or deserts 
to forecast and prevent natural disasters in a timely 
manner. Wide-ranging IoT services will be extended to 
such unconnected locations to better protect the world.

Usage Scenario 4: Sensing

Networked sensing creates a new type of usage scenario 
beyond communication. It covers a range of use cases 
such as localization for device-based or even device-
free targets, imaging, environment reconstruction and 
monitoring, and gesture and activity recognition [19]. The 
sensing usage scenario adds new performance dimensions 
to the International Mobile Telecommunications (IMT), 
such as detection probability, and sensing resolution and 
accuracy (in terms of range, velocity, and angles). The 
requirements of these dimensions vary from application 
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to application. For localization and reconstruction 
applications in the future, high sensing accuracy and 
resolution are required, whereas for imaging applications, 
ultra-high resolution is the key. And for gesture and 
activity recognition, detection probability becomes the 
top priority.

• High-accuracy localization and 
tracking

Empowered with sensing capabilities, the 6G network 
will be able to provide positioning services for device-
based targets (similar to 5G) and localization services 
for device-free objects (similar to radar use cases). 
Latency, Doppler, and angular spectrum information 
from scattered and reflected wireless signals can be 
processed to extract coordinates, orientation velocity, 
and other geometric information in a physical 3D space. 
High-accuracy 3D localization and tracking down to the 
centimeter level enables meaningful association between 
cyber information and the locations of physical entities. As 
such, this will make various applications feasible, spanning 
from factories to warehouses, hospitals to retail shops, 
and agriculture to mining. For example, this could enable 

robots in an automated factory to easily retrieve parts on 
a warehouse shelf and install them accordingly [20].

In addition to high-accuracy absolute localization, 
applications such as automatic docking and multi-robot 
cooperation also pose high requirements on relative 
localization. When a swarm of robots collaboratively lift 
and carry a complex-shaped mechanical part or a drone 
docks with a moving vehicle that has a small landing 
margin, it is critical for each robot or drone to determine 
its locations with respect to others.

Further empowered by AI, future systems could also 
provide semantic localization with context awareness and 
dynamic address resolution according to service context. 
This would enable robots in restaurants to function similar 
to human waiters. For instance, a robot could deliver a 
glass of wine to a customer sitting by the window without 
requiring coordinates from a human.

• Simultaneous imaging, mapping, and 
localization

With simultaneous imaging, mapping, and localization, 
three sensing capabilities are mutually enhanced. The 
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imaging function captures images of the surrounding 
environment, and the localization function obtains 
locations of surrounding objects. The mapping function 
then uses these images and locations to construct a map, 
which in turn helps the localization function improve the 
inference of locations.

S imu l t an e ou s  loc a l i za t ion  an d mapp in g (S L A M) 
applications in the mmWave or THz bands enable sensing 
devices to construct 3D maps of the surroundings in 
unknown environments. In the context of 6G, sensing 
devices could be 6G base stations or terminals, including 
cars, drones, and robots. Compared with the traditional 
lidar and optical camera systems, SLAM via 6G wireless 
signals enables autonomous vehicles to obtain ultra-
high resolution and accuracy in all weather conditions 
and the capability to see what is around the corner. 
Similar functions for indoor scenarios would allow 
robots and AGVs to move around freely even in crowded 
environments.

• Augmented human senses

Augmented human senses aim to provide a safe, precise, 
and low-power sensing capability superior to that of the 

human eye. With the THz ISAC technology that leverages 
the mmWave band, such capability could be integrated 
into a portable or wearable device, or even used in an 
implant. 

The "seeing beyond eyes" concept — enabled by ultra-
high resolution imaging — can be applied in daily life 
to f ind pinprick leaks in water pipes or implement 
contactless flaw detection and quality control in smart 
factories. This concept also means making the invisible 
visible. By utilizing the penetration characteristics of 
electromagnetic waves, applications such as security 
scans on packages or detection of cables in walls could be 
performed on portable devices or even smartphones. The 
larger radio frequency range being explored in 6G opens 
up the possibility to see through materials such as skin, 
subcutaneous fat, suitcases, and furniture. Spectrogram 
recognition is another part of this concept and is based 
on identifying targets through the spectrogram sensing 
of their electromagnetic or photonic characteristics. The 
unique absorption characteristics of different materials 
can be characterized by THz signals. Typical applications 
include food calorie detection and environmental PM2.5 
analysis [21].

One of our prototypes, showcased at EuCNC2021 virtual 
booth (virtual.eucnc.eu), has demonstrated the feasibility 
of implementing THz imaging on por table devices. 
Leveraging communication waveforms, this prototype can 
sense and image a hidden object with mm-level resolution. 
More details can be found in [22].

• Gesture and activity recognition

Device-free gesture and activity recognition using ML is 
the key to promoting next-generation human-computer 
interfaces. It allows users to conveniently interact with 
devices through gestures and actions. Such recognition 
is divided into two types: macro and micro. Macro 
recognition refers to body movements. One example of 
this is to automatically supervise patient security in future 
smart hospitals — for example, to detect falls or monitor 
rehabilitation exercises. Compared with traditional camera-
based monitoring, one of the key benefits of ISAC is privacy 
protection. Micro recognition refers to gestures, finger 
movements, and facial expressions. Imagine playing pianos 
and drawing pictures in the air but hearing real music and 
seeing real pictures created by XR at the same time. This 
will make it possible to truly create art anywhere anytime.
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Usage Scenario 5: AI

This usage scenar io aims to inte l l igent ly connec t 
distributed intelligent agents in order to proliferate large-
scale deployment of AI in all industries. Spectrally efficient, 
high-capacity, and low-latency transmission for distributed 
learning — including data and model parameter exchange 
among large numbers of intelligent agents — is expected 
for real-time AI. Native trustworthiness, with the support 
of native security and local data privacy, is a key enabler 
for this usage scenario.

• AI-enhanced network automation

Today, mobile networks require large workforces for 
network operation, administration and maintenance 
(OA&M). AI has great potential to relieve this major labor 
and financial burden. For instance, the network system 
itself could implement, operate, and manage network 
configurations and function deployment. Manual passive 
OA&M will evolve into zero-touch proactive OA&M — for 
example, by using predictive network analytic services 
and E2E system OA&M across all technical domains. AI in 
6G will adapt to environmental changes and optimize both 
the communication and computing resources for optimal 
solutions that meet diversified requirements.

• AIaaS for data management

Huge volumes of data will be generated, collected, and 
exchanged in future mobile communications networks. 
Such data will be used to perform and optimize various 
network services related to operation and management 
tasks (e .g . ,  for  conf igurat ion management ,  fau l t 
management, and SLA assurance). Moreover, knowledge 
extracted from raw data could be exchanged with 
other systems or business sectors in order to generate 
a broader scope of value. Data is an essential asset for 
AI, but not all the raw data is high quality or usable. As 
such, it is necessary to support efficient data processing 
while reducing computational complexity and energy 
consumption. In this regard, AIaaS could be used to select 
high-quality data from vast amounts of raw data.

• AIaaS for distributed learning and 
inference

In the 6G era, software generation will be transformed 
from Software 1.0 (human coding) to Software 2.0 (data 
coding), in which massive data is provided to deep 
learning algorithms in order to generate deep neural 

network (DNN) models for each application. Following this 
trend, in 10 years, AI model providers will be field-specific 
OTTs or carriers, while AI inference capabilities will be 
delivered to individuals and vertical industries by public 
service carriers or operators. A mobile communications 
system that provides AIaaS for distributed learning and 
inference applications will be the key to meeting the real-
time and large-scale learning and inference requirements 
of society and vertical industries in the future. In terms 
of distributed learning and inference services, the mobile 
communications network is not simply a big pipe to 
transmit bits and bytes; instead, it is a platform with 
integrated connectivity and computing capabilit ies 
designed to provide optimal resource scheduling in 
order to support learning tasks and achieve fast learning 
convergence. The benefits of this will go beyond the 
superior performance (e.g., ultra-low latency) achieved by 
bringing AI services closer to end users, while also meeting 
local privacy protection requirements.

4. New Elements

To meet the challenging requirements discussed earlier, 
in addit ion to the developments made in wireless 
transmission technologies, the 6G system will encompass 
many new elements such as new spectrum, new channels, 
new materials, and new devices. In this section, we discuss 
the candidates and challenges in each of these aspects.

New Spectrum

A s t h e  p r ima r y  re s o u rc e ,  s p e c t r u m i s  t h e  ma in 
c o n s i d e r a t i o n  f o r  e a c h  g e n e r a t i o n  o f  w i r e l e s s 
communication technology — more spectrum is needed 
to support higher data rates. Furthermore, a globally 
unified process for spectrum allocation is critical for 
greater economies of scale and more convenient global 
roaming, both of which are important factors in realizing 
a successful industry on a global scale. As mobile 
communication technologies evolve to new generations, 
the use of spectrum continues to expand to higher 
frequency bands. While 5G was the first to use mmWave 
frequency bands, 6G is expected to explore even higher 
frequency bands, such as (sub-)THz. Although low- 
and mid-band frequencies are important for mobile 
communication systems to achieve wide coverage, 6G 
will apply the concept of a multilayered frequency band 
framework, as illustrated in Figure 12 and described later.

• Low- and mid-bands remain the most cost-effective 
way for wide coverage. Low bands (from 700 to 900 
MHz) and mid-bands (from 3 to 5 GHz) play a crucial 
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role in 5G and are expected to be vital in 6G as well. 
Toward 2030 and beyond, at least 1 to 1.5 GHz of 
additional mid-band spectrum is needed to support 
the continued growth of traffic, especially when 
considering multi-operator coexistence. The 6 GHz 
(i.e., 5925–7125 MHz) and 10 GHz (i.e., 10–13.25 GHz) 
bands are competitive candidates. Compared with 
3.5 GHz, propagation attenuation will be increased 
in an acceptable range while path loss will be further 
reduced by more advanced radio technologies.

• mmWave becomes mature in the 6G era. Compared 
with low- and mid-bands, the mmWave band is more 
challenging due to more severe radio propagation 
characteristics. However, new drivers will emerge 
in the 6G era. First, a significant volume of available 
bandwidth in the mmWave bands is essential for 
the ultra-high data rates required in 6G. Second, 
mmWave bands are the key spectrum that can 
achieve a centimeter-level sensing resolution, which 
is especially important for mapping with network 
infrastructures. This is difficult for mid-bands due to 
practical limitations such as available bandwidth and 
antenna aperture size. Third, the evolution of more 
advanced radio techniques can also improve the 
utilization of the mmWave bands. E-bands (71–76 and 
81–86 GHz) are prime candidates to support larger 
contiguous blocks in the future, where integrated 
access and backhaul (IAB) would be a key technology 
for efficient spectrum utilization. 

• THz bands open new possibilities for sensing and 
communication. One of the most notable features of 
the THz bands is the potential to provide ultra-wide 
bandwidth. About 230 GHz of spectrum has been 

allocated to mobile services in the THz range of 100 to 
450 GHz. This makes it possible to support very high 
data rates for short-distance (less than 10 meters) 
and mid-distance (e.g., 200 meters) communication. 
In addition, THz bands bring enhanced sensing 
resolution thanks to ultra-wide bandwidth and shorter 
wavelengths. In the future, smart phones integrated 
with THz sensing technology will be able to augment 
human senses — for example, they will detect calories 
in food, find pinprick leaks in water pipes, facilitate 
security checks, or monitor the skin and subcutaneous 
vascular health.

New Materials and Antennas

The tremendous evolution of digital communication over 
the past few years can be attributed to the remarkable 
progress made in semiconductor technologies. With 6G 
on the horizon, new material technologies will continue to 
evolve, facilitating the application of new spectrum and 
new antennas for new usage scenarios.

• Silicon advancement toward THz

Silicon technologies, which inherently have low cost, high 
yield, small geometry, and low power, have been used 
to continuously drive next-generation applications in 
communication, imaging, computing, and more. Based 
on the existing silicon platform — one that is already 
mature — advanced process features are added to 
enable new capabilities. For example, unlike the standard 
complementary metal-oxide-semiconductor (CMOS), the 
SiGe-BiCMOS platform can now successfully perform many 
applications simultaneously, such as imaging, spectroscopy, 

Figure 12 Multilayered frequency band framework
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and communication. Advanced processes allow for a more 
efficient and compact hybrid integration of both photonic 
and electronic components on the same silicon, something 
that is predicted to be realized in the near future.

Silicon technology, however, has fundamental limitations 
for photonic use due to its indirect bandgap. Type III–
V semiconductors such as InP and GaAs with a direct 
bandgap we re t he re fore  p ropos e d to  ove rcome 
these limitations. But the high cost involved in such 
semiconductors has prevented their wide adoption across 
the market. To overcome the limitations of silicon while 
leveraging photonic features, heterogeneous integration of 
silicon with III–V semiconductors has emerged, combining 
the advantages of both. Integrating III–V materials on the 
same silicon wafer in a standard lithography process has 
shown great potential in many photonic applications.

The advancements of semiconductor technologies have 
made it possible for us to achieve a THz integrated circuit 
(IC). We can now fabricate ICs up to 700 GHz through 
SiGe heterojunction bipolar transistor (HBT) technology. 
Estimates indicate that the performance limit of SiGe HBT 
may reach or even exceed 1 THz in the near future [23].  
Silicon THz ICs hold several advantages, such as low 
cost, compact size, high yield, and easy integration. A 
convenient way to implement a THz antenna involves 
directly integrating it with the frontend circuit on a silicon 
substrate. However, on-chip antenna design is challenging 
due to the surface wave generated in substrates. The 

surface wave will interfere with the antenna radiation and 
result in poor performance. Antenna-in-package is another 
possibility, although the interconnection loss between 
antennas and monolithic microwave integrated circuits 
(MMICs) is high. At THz frequencies, it is both desirable 
and challenging to realize the design and implementation 
of efficient and low-loss THz antennas.

• 

Tuning of materials' electrical properties is desired in many 
cases because it allows for devices with more functions, 
smaller dimensions, and reduced costs. As such, various 
tunable materials have been proposed and embedded 
into systems for flexible and dynamic control. This tuning 
feature has enabled reconfigurable intelligent surfaces 
(RISs), which are controlled through a digital platform. 
RISs can manipulate the incident e lec tromagnetic 
waves to desired outputs through carefully designed 
electromagnetic scatterers (meta-atoms), which are 
designed to induce phase or amplitude changes (or 
both) on the incident waves and can therefore perform 
beamforming and steering. These scatterers can be made 
of tunable materials and controlled electronically or 
thermally. For example, graphene, liquid crystal, and phase 
change materials have been used for such surfaces and 
demonstrated feasible for realizing dynamic control.

Figure 13
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Figure 13 shows a use case example of RISs enabled 
by reconfigurable materials [24]. The RISs can be used 
to extend the coverage from outdoor or indoor base 
stations to users, vehicles, or AGVs in cases where there 
is no direct link between them or the link is blocked by 
obstacles. By tuning the phases of elements, the RISs can 
direct their beams to the target end users dynamically 
and relay information to the desired locations with 
attenuation compensation. Beamforming at a base 
station and reflecting phase control at the RISs can be 
jointly optimized to maximize multi-user performance. In 
addition, the potential large apertures may help enhance 
resolutions in sensing applications.

New Channels

Radio wave propagation is a fundamental part of wireless 
communications. Before constructing and operating real-
world systems, we must understand the principles of radio 
propagation and develop the associated channel models. 
These models represent the key propagation processes 
and allow for meaningful evaluation of and comparison 
between different systems [25].

The methodology of channel modeling is roughly divided 
into three categories: deterministic, stochastic, and 
hybrid. In deterministic models, the physical propagation 
parameters are fixed, meaning that the real physical 
channels in specific scenarios can be reconstructed using 
techniques such as computational electromagnetics (CEM), 

ray tracing, and measurements. Stochastic models are 
usually built upon the distribution of scattered clusters, 
which are randomly generated by a specified probability 
density function. Hybrid models (also known as quasi-
deterministic models) are a combination of the other two 
models — they typically combine the dominant paths 
calculated by deterministic models and scattering paths 
generated by stochastic models.

In terms of large-scale system-level evaluation, stochastic 
models, as adopted in 3GPP, are usually simpler and more 
efficient than deterministic models. However, these models 
cannot express the deterministic parameters related to 
a specific system or scenario. For example, they cannot 
express geometrical information related to multipath 
channel parameters or locations of communication devices 
or scatterers. Deterministic models are usually applied 
when precise characterization of the channel environment 
is needed, but this increases computational complexity. 
From 3G to 5G, research on the channel model tended to 
focus on improving the deterministic levels under limited 
complexity.

In 6G, channel modeling faces new challenges introduced 
by the potential new spectrum, antennas, and scenarios, as 
illustrated in Figure 14. A single type of channel modeling 
scheme may not be sufficient to meet the evaluation 
requirements of all usage scenarios in 6G. In contrast, 
usage scenario-dependent channel modeling might be a 
viable option, while a potential hybrid model that achieves 
a good trade-off between accuracy and complexity is 

Figure 14 New challenges in channel modeling for 6G
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worthy of investigation. Some examples and challenges 
are discussed below.

• New spectrum: As the spectrum goes beyond 100 
GHz into the THz bands, the free space path loss 
increases accordingly. To compensate for this impact, 
more advanced beamforming technologies would 
be needed; otherwise, the applied range will be 
limited. One challenge in particular for the THz band 
is the so-called molecular absorption phenomenon. 
This is where THz signals excite gas molecules in the 
atmosphere, converting part of the signal power into 
kinetic energy of the gas molecules. In terms of small-
scale fading, measurement results [26][27] show that, 
similar to mmWave signals, THz signals also exhibit 
multipath propagation characteristics especially in 
indoor scenarios, enabling multi-stream transmission 
in THz bands.

• New antennas: With the development of ultra-
massive MIMO, new antenna structures such as 
extremely large aperture arrays (ELAAs), RISs, and 
orbital angular momentum will significantly affect 
channel modeling and performance evaluation. For 
instance, ELAAs bring new channel features, such 
as near-field spherical waves and non-stationary 
channels, which need to be characterized. For RISs, 
in addition to the near-field effects, scattered models 

such as cross-polarization rates, incidence-angle-
dependent phase shifters, and non-ideal impairments 
will be important features that need to be modeled 
in order to determine the beneficial application 
scenarios of RISs.

• New scenarios: New scenarios such as ISAC depend 
heavily on the surrounding environment, especially 
for scatterer distribution, which is difficult to describe 
through stochastic models. In this case, deterministic 
models related to some specific geographical areas 
are preferred. Which type of model to use for sensing-
assisted communication is still an open question. In 
addition, for NTN scenarios with satellites, the upper 
atmosphere and clutter loss in the propagation model 
need to be considered, while for drones serving as 
base stations, new channel models with moving base 
stations would be developed.

New Devices

The next revolution of mobile devices, like smartphones 
replacing feature phones in the past 20 years, is expected 
to occur in the 6G era. It is anticipated that future devices 
will adopt new capabilities — such as sensing and imaging, 
haptic communications, holographic display, and AI — 
that are enabled by the 6G communications system. These 
new capabilities may also include human-level perception, 

Figure 15 Capabilities and trends for future devices
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ambient sensing, multimodal human-machine interaction, 
and energy harvesting, as shown in Figure 15. Such 
capabilities will transform today's devices, which function 
as "intelligent assistants connecting physical and cyber 
worlds" into ones that function as "hyper terminals in a 
converged physical-cyber world". In the following section, 
we discuss the four major trends that are driven by the 
development of these new capabilities.

• Smarter: This refers to not only making smartphones 
smarter, but also augmenting realities to automate 
everything. In the future, mobile devices will be able to 
implement AI capabilities and offload computationally 
intensive tasks to edge clouds. With AI/ML and 
the development of short-range communication 
technologies in 6G, devices in the future will have 
greater intelligence. They will also automate more 
aspects of our life, improving our service experience 
and productivity.

• Ve rs at i l e :  T h i s  re fe r s  to  not  on l y  p rov id ing 
connec t iv i t y,  but a lso of fer ing nove l sens ing 
capabilities to open up new possibilities for future 
mobile applications. In the future, devices with multi-
sensory capabilities could be integrated into humans 
to advance the human race, forming cybernetic 
organisms. Novel sensing capabilities will create the 
potential for mobile devices to support many new 

functions, such as imaging, spectroscopy, healthcare 
monitoring, and gesture recognition.

• Diversified: This refers to not only smartphones, 
but also various types of devices that act as sensors 
and actuators. In the future, a wide range of human-
centric and industrial devices will emerge, integrating 
advanced sensors, new display technologies, and 
AI — for example, wearable devices, implantable 
medical devices, automobiles, robots and cobots, and 
smart factory equipment. The explosive growth of 
diversified devices will pose higher requirements on 
interconnectivity. Anchor devices will help to provide 
a seamless and consistent user experience.

• Cloudified: This refers to not only physical devices, 
but also virtual devices that enable privacy protection 
and new business models. In the future, each 6G 
device will have a virtual counterpart in the cloud 
acting as its proxy. Such devices are shared in public 
places and used on demand. With virtual devices in 
the cloud, users can access desired services anytime 
and anywhere via shared devices.

In addition to devices, the interfaces between them and 
humans will also evolve. The brain-computer interface 
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(BCI) concept, first introduced in the 1970s, has undergone 
significant development. Today, with the help of better 
neural knowledge and novel neural sensors, implantable 
multimode sensory neurochips (integrating touch, smell, 
sight, hearing, and taste functions) are not far from reality. 
This will enable the human brain to communicate directly 
with devices in the future, a quantum leap from today's 
interaction via a screen and keyboard on smartphones.

5. Enabling Technologies and 
Architectures

In this section, we focus on the paradigm shifts in air 
interface and network architecture designs. More detailed 
discussions on the enabling technologies and architectures 
are provided in [1].

Design

To serve the diversified use cases discussed in Section 3 
and meet the challenging goals toward an era featuring 
connected intelligence, revolutionary breakthroughs are 
required in 6G air interface design, triggering paradigm 
shifts in the design philosophy, as highlighted in Figure 16.

• 

The 6G air interface design, powered by a combination 
of model- and data-driven AI capabilities, is expected to 

enable tailored optimization of air interfaces for different 
users. The personalized air interface can customize the 
transmission scheme and parameters at the UE-level to 
enhance experience without sacrificing system capacity. 
Furthermore, it can be scaled easily to support the 
near-zero-latency URLLC. In addition, a new signaling 
mechanism — one that is both simple and agile — will 
minimize the signaling overhead and delay. 

• From add-on AI optimization to 
native AI

For 6G, AI will be a built-in feature of air interfaces, 
enabling intelligent physical layer (PHY) and media access 
control (MAC). Rather than being limited to network 
management optimization (such as load balancing and 
power saving), it will also replace some non-linear or non-
convex algorithms in transceiver modules, or compensate 
for deficiencies in the non-linear models. AI will not 
only make 6G PHY more powerful and efficient, it will 
also facilitate the optimization of PHY building blocks' 
parameters. Furthermore, it will help provide new sensing 
and positioning capabilities, which in turn will significantly 
change the design of air interface components. AI-assisted 
sensing and positioning will also make it possible to 
implement low-cost and highly accurate beamforming and 
tracking. In addition, intelligent MAC will provide a smart 
controller based on single- or multi-agent ML, including 
cooperative ML for network and UE nodes. For example, 
with multi-parameter joint optimization and individual- or 
joint-procedure training, enormous performance gains can 

Figure 16
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be obtained in terms of system capacity, UE experience, 
and power consumption.

• From add-on power saving to built-in 
power saving

Minimizing power consumption for both network nodes 
and terminal devices should be a key requirement in 
the design of 6G air interfaces. Unlike the power saving 
mechanism used in 5G, where power saving is an add-
on feature or optional mode, power saving in 6G will 
be a bui lt-in feature and default operat ion mode. 
With intelligent management of power utilization, an 
on-demand power consumption strategy, and other 
new enabling technologies (such as the sensing- and 
positioning-assisted channel sounding scheme), we 
anticipate that both the network and terminals in 6G will 
feature significantly improved power utilization efficiency.

• From communication only 
to integrated sensing and 
communication

The communication network as a whole can serve as a 
sensor with high resolution and good coverage. It can 
be viewed as a sensing network that generates useful 
information (such as locations, Doppler, beam directions, 
and images) for new services such as localization, tracking, 
and environment monitoring while also functioning to 
assist communications. In addition, the sensing-based 
imaging capability on terminal devices offers new device 
functions such as imaging. A new design requirement 
for 6G involves building a single network that integrates 
both sensing and communication functions under the 
same air interface design framework. We hope that a 
carefully designed communication and sensing network 
will offer full sensing capabilities, while also meeting all 
communication KPIs more effectively.

• From passive beam management to 
UE-centric beam operations with 
controlled channel

B eam-bas e d t rans mis s ion i s  impor tant  fo r  h igh 
frequencies such as mmWave. Major efforts are needed in 
order to generate and maintain the precise alignment of 
the transmitter and receiver beams. Beam management 
in 6G, however, is likely to be more challenging due 
to the exploration of even higher frequency ranges. 
Fortunately, with the help of new technologies such as 

sensing, advanced positioning, and AI, we can replace 
the conventional beam sweeping, beam failure detection, 
and beam recovery approaches with proactive UE-centric 
beam generation, tracking, and adjustment schemes. In 
addition, "handover-free" mobility can be realized at the 
physical layer, at the very least. New intelligent UE-centric 
beamforming and beam management technologies will 
enhance UE experience and overall system performance. 
Moreover, the emerging RIS and moving nodes such as 
drones make it possible for us to shift from passively 
dealing with channel conditions to actively controlling 
them. In this case, the radio transmission environment can 
be changed to create the desired transmission channel 
conditions for optimal performance.

• From reactive channel tracking to 
active channel sensing/prediction or 
controlling

In order to achieve highly reliable wireless communications, 
it is imperative to have accurate channel information. But, 
due to the delay involved in measurement and reporting, 
and the pilot overhead (especially for high-speed mobile 
UEs), obtaining real-time channel information is difficult. 
Sensing- and positioning-assisted channel sounding 
powered by AI can transform pi lot-based channel 
acquisition into location-aware channel acquisition. 
With the information obtained from sensing/positioning, 
we can dramatically simplify the beam search process. 
Furthermore, proactive channel tracking and prediction 
can provide real-time channel information and eliminate 
channel aging. In addition, new channel acquisition 
technology minimizes both channel acquisition overhead 
and power consumption for network nodes and terminal 
devices.

• From cellular plus satellite systems 
to integrated terrestrial and non-
terrestrial systems

Recent 5G standard releases have been extended to 
include satellite networks but as separate systems [28]. As 
a step further, by integrating terrestrial and non-terrestrial 
systems, it is expected that 6G will achieve universal 
coverage and on-demand capacity. In 6G, the satellite 
constellation will be viewed as a new type of network 
node due to the tight integration of terrestrial and non-
terrestrial systems. Combining the designs of both systems 
will make multi-connection joint operations more efficient, 
functionality sharing more flexible, and cross-connection 
switching faster. This will go a long way in helping 6G 
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achieve global coverage and seamless global mobility with 
low power consumption.

• From multi-carrier operations to 

Intelligent spectrum utilization and channel resource 
management are important design aspects in 6G. More 
frequency bands, as mentioned in Section 4.1, will be 
explored to provide larger bandwidths, which will support 
the unprecedented data rates required by 6G. However, 
higher frequencies suffer from greater path loss and 
atmospheric absorption. As such, we must consider how 
to effectively utilize these new spectrums together with 
lower frequency bands when designing 6G air interfaces. 
Furthermore, even though full duplex has been promoted 
in 5G, it is eagerly anticipated to become more mature in 
6G.

• From analog- and RF-unaware to 
analog- and RF-aware

Baseband protocols and algorithms are usually designed 
without carefully considering the features of analog and 
RF components. This is because it is difficult to model the 
impairments and non-linearity of such components. In 
6G, the design of the baseband physical layer is expected 

to account for RF impairments and restrictions. And, 
given 6G's native AI capability, joint RF and baseband 
optimization and design may be possible.

Paradigm Shifts in the Network 
Architecture Design

In addit ion to of fer ing the convent ional range of 
connectivity services, 6G systems could also serve as 
distributed platforms for executing user workloads in 
all industry scenarios. This is possible because the 6G 
network will be built based on a decentralized and user-
centric architecture that integrates native AI capabilities. 
With new enabling technologies, 6G will shift traditional 
paradigms toward a novel architecture that meets new 
requirements and integrates new capabilities, as shown in 
Figure 17.

• From cloud-centric AI to native AI

In today's networks, AI services are located in a central 
cloud at the application layer. In the 6G era, however, 
network architecture and AI will go hand in hand. Put 
differently, native AI support will be one of the fundamental 
factors that drive innovation in the network architecture. 
As such, deeply converged communication and computing 
resources with a fully distributed architecture will lead to 
a transformation from cloud AI to network AI. The benefits 
of this will go beyond the superior performance (e.g., 
ultra-low latency) achieved by bringing AI services closer 
to end users — privacy concerns could also be locally 

Figure 17 Paradigm shifts of future network architecture design
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resolved. This is one of the primary drivers of development 
in terms of the 6G network architecture. However, the 
architecture will be significantly impacted by privacy 
and data governance requirements such as GDPR [4],  
which advocates for the self-sovereign management of 
personal data. This means that data ownership should be 
returned to end users without any intervening authority. 
Network AI holds especially true in terms of realizing real-
time AI functions, because training big data for ML and 
executing AI inference are inefficient within the centralized 
cloud AI.

• From information-centric connection 
to task-centric connection

Conventional communication systems, originally driven 
by voice and then data communication, mainly focus on 
information-centric connections. The communication 
source and destination are clearly defined by end users 
and the services they intend to use or the other users with 
whom they intend to communicate. As such, the entire 
communication mechanism (e.g., session management and 
mobility management) is designed to provide sufficient 
support for this connectivity model. Conversely, the 6G 
system is expected to consist of numerous distributed 
nodes (e.g., terminals, radio access nodes, and network 
equipment) with intelligent features that provide native 
support for intelligent services or that utilize intelligence 
for self-improvement. AI and sensing are two of the key 
services that 6G will provide. In order to provide these 
services, the same task may be executed across numerous 
distr ibuted nodes in a coordinated manner. This is 
referred to as task-oriented communication. In the future, 
wireless communications technology should support 
diversified device types and time-varying topologies in 
order to deliver optimal performance for task-oriented 
communication.

• From security-centric architecture to 
multilateral trust architecture

5G security, implemented through a standalone framework, 
is distinct from other network services. In 6G, one of the 
major paradigm shifts is the transition from simple security 
to native trustworthiness. This shift involves dealing with 
the security-by-design framework and a wide range 
of topics, such as the trust model and security thread 
from the promising development of quantum computing 
and application of new technologies (e.g., AI and ML) in 

security design. To guide the design of a trustworthy 6G 
architecture and define the corresponding key capabilities, 
new use cases that yield new requirements, as well as new 
enabling technologies, should be taken into account.

• From generic bit-pipe to user-centric 

From a functional perspective, the network manages the 
state of each UE or end user. In this regard, the network is 
essentially a large distributed state machine, meaning that 
it maintains consistent states across different network 
functions. This requires the complex exchange of signaling 
messages, potentially limiting the extent to which network 
per formance can be improved (e.g., latency). More 
importantly, it may also lead to increased attack points 
(e.g., an increased attack surface). As the numbers of 
connected devices and users increase, monolithic network 
functions (both physical and virtual) also become potential 
sources of serious bottlenecks. Because the network 
inherently manages the state of each UE or user, we can 
understand why a network design based on the per-UE or 
per-user perspective is needed. Specifically, a user-centric 
design is capable of providing a virtual private network 
(VPN) for each user, and such per-user VPNs deliver 
network services such as mobility management, policy 
control, session control, and personal data management. 
In addition, signaling overhead and the corresponding 
network performance can be optimized at the per-user 
level.

• From operator-centric view to 
prosumer-centric view

6G will bring about a paradigm shift as it drives economic 
and social changes with advances in virtualization and 
AI. 6G networks will have intelligence at their foundation, 
enabl ing a par t ic ipator y approach to network ing 
and service provisioning. This will redefine the smart 
connectivity infrastructure as a dynamic pool that 
contains the resources of all participating users. It is a 
radical paradigm shift from the conventional operator-
centric view to an inclusive prosumer-centric one, where 
a "prosumer" is a combination of a "producer" and a 
"consumer". Through a collaborative model bringing 
together many networks, key aspects such as multilateral 
ownership, data ownership and privacy, and trust models 
of involved players must be designed as built-in features 
rather than add-on ones. Furthermore, in order to achieve 
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local data governance and network sovereignty, 6G will 
adopt new trust and security technologies. In an inclusive 
prosumer-centric model, every system participant can 
both contribute and consume resources and services. 
Moreover, AI and ML technologies will enable autonomous 
OA&M of 6G networks, involving little to no manual 
intervention and allowing such networks to flexibly adapt 
to everyone's needs. In this regard, 6G networks will be 
tailored rather than proprietary, giving rise to the concept 
of "my network".

As Guglielmo Marconi said in 1932, it is dangerous to put 
limits on wireless. Over the last four decades, the wireless 
revolution has reshaped our lives. Now, the next horizon of 
innovation will drive new paradigm shifts. In the last part 
of this article, we summarize the paradigm shifts and lay 
out the expected timeline of 6G standardization in ITU-R 
and 3GPP. Open, collaborative, and patient research will be 
the key to the success and long-lasting value of 6G.

Here, we summarize the paradigm shifts the following 
aspects, as shown in Figure 18:

• Services in 6G will change from connectivity only to 
connectivity plus sensing and AI.

• Private networking wil l be suppor ted from the 
extension of public networking to native design from 
day one.

• Encryption-based security will transform toward 
technology-based trustworthiness with multilateral 

trust architecture and post-quantum cryptography.

• Algorithms in each layer of the communication system 
will change from analytic only to simultaneous model- 
and data–driven ones, leveraging AI and ML to couple 
with practical conditions that are hard to model 
analytically.

• Level of automation in network OA&M will be further 
upgraded toward fully touchless "level 5" native 
automation.

• To natively suppor t intel l igence in the system 
and provide AI as a service for third parties, the 
networking infrastructure will become converged 
networking and computing infrastructure.

• With the construction of mega-LEO constellations, the 
networking infrastructure will extend from terrestrial 
only to integrated terrestrial and non-terrestrial.

6G Roadmap 

Since 2018, numerous initiatives have been launched for 
6G research. Industry and academic circles in Europe, 
China, Japan, South Korea, and the USA have been 
engaged in identifying the typical application scenarios, 
key capabilities, and potential technologies for the next-
generation wireless network. As the leading international 
organization, ITU-R is initiating a new cycle toward 2030 
and beyond. ITU-R Working Party 5D has started the 
study of Future Technology Trend and VISION for next-
generation IMT standards.

According to the current schedule, ITU-R will complete the 
VISION study in mid-2023, before World Radio Congress 
2023 (WRC23) commences. It will provide a framework 
and overall objectives for 6G, including usage scenarios 
and key capability requirements. As further study in the 
industry continues to fully analyze how these requirements 

Figure 18
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Figure 19 Expected timeline for 6G standardization

will affect the design of wireless communication systems, 
3GPP may initiate an overall study into 6G, possibly around 
the end of 2025 (R20). At present, we expect the first 
version of 6G standardization to be released sometime 
around 2030.

The mobile communications industry — from 1G to 5G 
— has become relatively mature, and its growth has 
slowed significantly. Unified standards have become 
more important than ever for achieving economies of 
scale. As with 4G and 5G, ensuring that 6G is a success 
requires industry, academic, and ecosystem players to 
work together. Huawei firmly believes in and is actively 
contributing to the continuous global cooperation in the 
development of 6G. The standardization of 6G worldwide 
will undoubtedly be the path to success for decades to 
come.
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Abstract

As information transmission bandwidth continues to grow, the backbone fiber capacity is expected to gradually increase 
from about 20T to 100T over the next decade. In terms of technology development, several breakthroughs are needed 
to approach the 100T capacity of fibers. Specifically, it is necessary to increase the single-wavelength rate to 1T, expand 
the effective spectrum of fiber channels to over 150 nm and implement corresponding high-gain optical amplifiers, 
and establish a new ultra-wideband spectrum theory and optical-layer system based on the strong stimulated Raman 
scattering (SRS) effect.
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1. Introduction

With the construction of 5G and ultra-large data centers, 
network traffic is predicted to reach 4 ZB globally by 2023 
[1]. However, this growth far outpaces the annual growth 
rate of fiber transmission capacity, which is about only 
20%. The development of fiber communications aims to 
continuously improve single-fiber capacity and reduce the 
transmission cost and power consumption per bit. Single-
fiber 100T will make breakthroughs in terms of capacity, 
performance, integration, and flexibility, but it will also 
face many technical challenges (as shown in Figure 1).

First, the coherent technology has significantly enhanced 
the long-haul single-wavelength rate over the past 
decade by continuously improving the working bandwidth 
of optoelectronic devices and the spectral efficiency of 
single-wavelength channels. This has given rise to the 
large-scale commercial use of 100G and 200G coherent 
technologies and the development of 400G products. In 
the next five years, research will shift focus toward 800G 
or even over 1T coherent technologies. Breakthroughs 
in ultra-wideband optoelectronic devices and advanced 
optical algorithms are crucial in order to achieve a 
single-wavelength rate higher than 800G. Limited by 
materials and techniques, it is extremely challenging for 
optoelectronic devices to achieve a bandwidth of more 
than 130 GBaud [2]. Although higher-order modulation 
formats (such as 32QAM and 64QAM) can further improve 
spectral efficiency, higher requirements on the optical 
signal-to-noise ratio (OSNR) are raised. In addition, 
higher-order modulation formats are more sensitive to 
linear and nonlinear impairments in optoelectronic devices 
and fibers. To overcome all these issues, a more effective 
nonlinear suppression and compensation algorithm and a 
low-power information encoding algorithm are needed.

Second, the optimal way to significantly improve the 
single-fiber capacity is to expand the effective spectrum 
of fiber channels. The traditional C-band occupies 4-THz 
f iber spectrum, but over time as technologies have 
evolved, it has expanded to 6 THz. This has increased the 
transmission bandwidth by 50%, supporting a single-fiber 
capacity of up to 24T. If the spectrum is further expanded 
to the L-band (6 THz), the single-fiber capacity is expected 
to exceed 48T in the future. However, to achieve 100T 
capacity, 150-nm fiber spectrum is required at least, 
covering the C-band, L-band, S-band, and even part of 
the E-band. Currently, erbium-doped fiber amplifiers 
(EDFAs) can be used only for the C-band and L-band, and 
the optical amplification technologies of other bands are 
immature. It is therefore urgent to further increase the 
performance of C-band and L-band EDFAs and implement 
optical amplifiers for new bands (such as S-band, E-band, 
and O-band).

Third, spectrum expansion will cause the severe SRS 
effect, meaning that the power of short-wavelength 
channels will be transferred to long-wavelength channels. 
As a result, the OSNR of short-wavelength channels 
will severely deteriorate, becoming the bottleneck for 
long-haul transmission of ultra-wideband spectrum 
systems. Suppressing the impact of SRS on transmission 
performance is a major challenge [3], and joint innovation 
of theories, optical layers, and algorithms is required to 
solve this problem. In addition, G.654E fibers with ultra-
low loss and large effective area can be used, and the 
span length of fibers can be shortened. This would reduce 
the nonlinear impairments and transmission loss of fibers, 
significantly improve the SNR of received signals, and 
help to achieve higher spectral efficiency through high 
order modulation, increasing the transmission capacity. 
However, how should we deploy new fibers and spans, 

Figure 1 Key research directions of 100T optical transmission
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and what new technical challenges might be faced after 
deployment (e.g., impairment compensation for high order 
modulation and integrated optical amplification of ultra-
wideband spectrum) — these are all issues that deserve 
our consideration and research.

2. Key Technologies of 100T 
Optical Transmission

2.1 Single-Wavelength Ultra-High-
Speed Transmission

From the technical perspective, the main approach to 
realize single-wavelength ultra-high-speed transmission is 
to improve the baud rate and spectral efficiency of signals. 
In order to achieve single-fiber 100T optical transmission, 
the single-wavelength rate will evolve to 800G or even 
over 1T. It is necessary to make breakthroughs in 130+ 
GBaud optoelectronic devices and advanced optical 
algorithms.

2.1.1 New High-Speed Electro-Optic 
Modulator

At present, single-wavelength 400G requires a 100 
GBaud electro-optic modulator. In the future, the single-
wavelength rate may reach 800G or even over 1T, requiring 
an electro-optic modulator with a bandwidth of 130 
GBaud or even 200 GBaud. As the optical system has an 
increasing demand on the modulator bandwidth, urgent 
breakthroughs are needed in the materials and fabrication 
process of the electro-optic modulator.

Silicon-based photonics — an integrated optics technology 
that is currently attracting extensive attention — offers 
the advantages of high integration and low cost. A silicon 
photonic device is compatible with the mature CMOS 
process, and can be integrated with a microelectronic 
device to form a monolithically integrated silicon-based 
optoelectronic chip. The development prospect of silicon-
based photonics is therefore eagerly anticipated. However, 
in terms of electro-optical signal conversion, silicon 
is not the optimal material. This is because the crystal 
structure of silicon has a central symmetry and no second-
order nonlinear optical effect, meaning it cannot provide 
electro-optic effects. Silicon therefore needs to be doped 
to form a PN or PIN junction, and the carrier dispersion 
ef fect of sil icon is used to per form electro-optical 
conversion. However, due to the silicon's fundamental 
limitation on the carrier rate, the maximum theoretical 

bandwidth of a silicon photonic modulator is only about 
60 GHz, making it difficult to implement 100+ Gbaud 
signal modulation. In addition, the carrier dispersion effect 
also leads to high optical loss and poor linearity in silicon 
photonic modulators. Therefore, in order to enable the 
optical transmission system to evolve toward a higher data 
rate, several integrated electro-optic modulator solutions 
based on novel electro-optic materials are investigated, 
such as the indium phosphide (InP) modulator, thin film 
lithium niobate (TFLN) modulator, and polymer modulator.

2.1.1.1 InP Modulator

The InP modulator can achieve high modulation efficiency 
by using the quantum-confined Stark effect (QCSE) 
of the multiple quantum well structure. The product of 
the half-wave voltage and modulation area length can 
reach about 1 V· cm. Therefore, the InP modulator has a 
lower drive voltage and smaller size than a conventional 
electro-optic modulator. Significant progress has been 
made in the research of InP modulator over the last few 
years. In terms of structure design, the NIPN structure 
is proposed to reduce the contact resistance of the 
modulator's cross-section. It also improves the modulation 
bandwidth significantly while ensuring high modulation 
efficiency and low waveguide loss in combination with 
the slow-wave electrode structure with low microwave 
loss. Figure 2 shows the structure of the InP modulator. 
The InP modulator developed by NTT can achieve an 
electro-optic bandwidth of 80 GHz at a half-wave voltage 
of 1.5 V, thereby enabling 112 GBaud 16QAM signal 
transmission with a single-wavelength transmission rate 
of 448G [4]. Although the InP modulator has excellent 
performance, it poses high requirements on materials, 

Figure 2 Structure of the NIPN-based InP modulator developed by NTT [4]
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processes, and integration. In addition, it typically requires 
a thermoelectric cooler (TEC) for temperature control to 
ensure stable operation.

2.1.1.2 TFLN Modulator

The TFLN platform has become a new hot topic in 
the modulator field since the low-loss lithium niobate 
waveguide etching process was overcome in 2018 
and high-speed TFLN electro-optic modulator were 
successfully fabricated [4]. Lithium niobate is a classic 
electro-optic material. It uses the Pockels effect to realize 
electro-optic modulation, and has numerous advantages 
such as a high electro-optic coefficient (about 30 pm/V), 
low light loss, high linearity, and stable material properties. 
Figure 3 compares the cross-sectional structures of 
a TFLN modulator and a conventional lithium niobate 
modulator [4].

Efforts are ongoing throughout the industry to improve 

the performance of the TFLN modulator, which currently 
achieves a typical modulation efficiency of 2–3 V·cm (V L), 
a 3 dB electro-optical bandwidth of 40–100 GHz, and a 
waveguide transmission loss of less than 0.5 dB/cm [4]. 
Coherent modulators based on the TFLN platform were 
unveiled in 2020. These modulators achieved 110 GBaud 
QPSK and 80 GBaud 16QAM signal modulation, and a 
single-wavelength rate of up to 320G [5]. Furthermore, the 
combined use of the TFLN coherent modulator and the 
DAC electric mixing technology was reported at OFC 2021. 
This combination implements 200 GBaud 64QAM signal 
modulation with polarization multiplexing and probability 
shaping, achieving a single-wavelength net rate of 1.58T 
[6].

In addition to improving the performance of the TFLN 
modulator, hybrid integration of the TFLN modulator 
and the silicon photonic platform is also an interesting 
direction for research [7]. Based on bonding the TFLN 
structure to a silicon on insulator (SOI) platform, TFLN 

Figure 3 Cross-sectional structure of the TFLN modulator (left) and of the conventional lithium niobate modulator (right) [4]

Figure 4 Structural schematic diagram of an electro-optic modulator in which silicon and lithium niobate are integrated [7]
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waveguides are used in regions requiring high-speed 
electro-optic modulation, while optical signals in other 
regions are processed by silicon photonics of the SOI 
platform. Figure 4 shows the structure of an electro-
optic modulator in which silicon and lithium niobate are 
integrated. The hybrid integration design can make full 
use of the advantages of both silicon and lithium niobate 
materials. Combining the mature and rich photonics 
integrated device library of the silicon photonic platform 
with the excellent electro-optic modulation performance 
of the TFLN platform has become a trend in the industry.

Huawei has carried out long-term research and investment 
in the ultra-high-speed transmission field. It has made 
significant achievements in novel high-speed electro-
optic modulators and developed a high-performance 
TFLN electro-optic modulator. The 3-dB electro-optic 

exceeds 100 GHz (as shown in Figure 5 (a)) — this is 
the highest electro-optic bandwidth in the industry. In 
addition, Huawei has achieved fiber-TFLN chip coupling 
with low insertion loss. The single-ended coupling loss 
of TE and TM polarizations is less than 1 dB at 1550 nm 
(as shown in Figure 5 (b)). Currently, the TFLN waveguide 
transmission loss based on wafer-level fabrication is 
comparable to that based on EBL. However, several 
problems still need to be solved: how to improve the 
consistency of the device performance, how to make 
the fabrication process of TFLN devices compatible with 
commercial silicon photonic chips or microelectronic chips. 

2.1.1.3 Electro-Optic Polymer Modulator

Electro-optic polymer is another material that has 
attracted much attention in fabricating integrated 
electro-optic modulators. Figure 6 shows the cross-
sectional structure of a silicon-organic hybrid (SOH) 
modulator based on the electro-optic polymer [8]. By 

filling the electro-optic polymer into the silicon-based 
slot-waveguide to form an SOH modulator, the electro-
optic coincidence efficiency of the electro-optic polymer 
area can be significantly enhanced. Because the electro-
optic coefficient (> 100 pm/V) of the electro-optic polymer 
is several times higher than that of the lithium niobate, 
the modulation efficiency of the SOH modulator may be 
improved by more than one order of magnitude compared 

0.03–0.1 V·cm [9]. One advantage of high modulation 
eff iciency is reducing the drive voltage. This means 
that the CMOS circuits can be directly driven to reduce 
power consumption and achieve a more compact device. 
Another advantage of the SOH modulator is its back-end 
compatibility with silicon photonics. This is because most 
device structures of the SOH modulator can be fabricated 
by using a silicon photonic process machine — filling and 
polarization operations of the electro-optic polymer need 

to be performed only after the silicon photonic structure 
is fabricated, having no impact on the silicon photonic 
process machine. However, problems with material stability 
need to be resolved before the electro-optic polymer 
modulator is put into commercial use. In particular, it is 
necessary to resolve performance deterioration issues in 
environments with high temperature and optical power.

2.1.2 New Optical Algorithms

Figure 5

Figure 6 Cross-sectional structure of an SOH modulator [8]
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As the single-wavelength rate evolves toward 800G+, 
transmission performance is limited mainly by impairments 
caused by optoelectronic devices and the Kerr nonlinear 
effect in fibers [10]. Other factors that are becoming more 
acute include impairments caused by fiber dispersion 
and the equalization enhanced phase noise (EEPN) 
caused by laser linewidth and dispersion. Compared with 
the single-carrier technology, the digital multi-band 
(DMB) technology is more advantageous in resolving 
these problems [11]. As the throughput of digital signal 
processing (DSP) chips increases, power consumption 
and heat dissipation gradually become bottlenecks. In 
conclusion, the evolution from single-wavelength 400G to 
800G+ requires technical breakthroughs in fields such as 
device impairment compensation, DMB, fiber nonlinearity 
compensation, and reduction of DSP chips' power 
consumption.

2.1.2.1 Device Impairment Compensation

According to Shannon's theorem, the SNR requirements 
of receivers increase almost exponentially with spectral 
efficiency. Consequently, higher-order modulation formats 
become much less tolerant of transceivers' device noise 
and impairments. Each optoelectronic device in a coherent 
transceiver comes with interactive noise generation, 
bandwidth limitation, and nonlinear response, limiting the 
maximum SNR of received signals. In addition, amplitude 
imbalance, delay mismatch, and high-frequency crosstalk 
between four channels of the coherent transceiver further 
limit the SNR that can be achieved. As the baud rate 
increases, the gap between the achieved SNR and the 
maximum SNR will become larger and larger. Figure 7 
shows the relationship between the OSNR penalty and the 
IQ skew of the transceiver in the back-to-back scenario of 
a coherent receiver. A skew of 0.1 U.I. will cause an OSNR 
penalty of 0.5 dB. Such a penalty requires that the delay 
matching precision in the 100G coherent era, where the 
signal baud rate is about 30 GBaud, be within 3 ps. In the 
future 800G+ coherent era, the baud rate will increase to 
200 GBaud, requiring the delay matching precision to be 

within 500 fs. Similarly, the frequency selectivity of inter-
channel crosstalk is not severe at low rates, and almost 
no penalty occurs in the transceiver SNR. However, in 
the current 100 GBaud coherent system, which features 
higher rates and device miniaturization, the SNR penalty 
caused by high-frequency inter-channel crosstalk reaches 
1 dB. The SNR can be improved, achieving close to the 
maximum SNR of the hardware, by accurately estimating 
and compensating for the inconsistency between the four 
channels.

Several articles reveal the channel impairment mechanism 
and compensation algorithm resulting from transceiver 
polarization and IQ imbalance in a coherent system [12-15]. 
This mechanism and algorithm compensate for physical 
channel impairments at the Rx end in a reverse sequence 
and indirectly evaluate the impairment composition of the 
transceiver based on the coefficient of the compensation 
f ilter. Jason Ng et al. proposed inter-channel delay 
decoupling of the transceiver based on high-dimensional 
MIMO [16]. Figure 8 shows the architecture of an 8x4 
MIMO calibration algorithm. By sending known data for 
calibration, the algorithm leverages an advanced MIMO 
architecture to effectively decompose the impairments 
of the transceiver in the receiver. Figure 9 shows that 
this method can achieve sub-picosecond estimation 
precision. The generalized linear equalization method 
proposed in [17] can effectively reduce the sensitivity of 
higher-order modulation formats to channel imbalance by 
appropriately increasing the algorithm complexity. This 

Figure 7 Relationship between the OSNR penalty and the IQ skew of the transceiver 
in the back-to-back scenario of a typical coherent receiver

Figure 8 Calibration of the transceiver delay using 4x8 complex MIMO [16]
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method is instructive and mentions that it is necessary to 
improve the MIMO dimensions in order to eliminate the 
impairments caused by imbalance between IQ channels. 
Extensive research has already been made on calibration 
and compensation of linear impairments in a transceiver 
based on signal processing at the Rx end, but further 
research and exploration are required in terms of how to 
effectively implement cost-effective and real-time local 
calibration and monitoring at the Tx or Rx end.

2.1.2.2 DMB

Increasing the signal baud rate limits the bandwidth 
of optoelectronic devices and reduces the maximum 
SNR of coherent transceivers. Using a continuous time 
equalizer to increase the bandwidth of a driver or trans-
impedance amplifier aggravates the in-band unflatness 

and colored noise, while signif icantly enhancing the 
EEPN of a single carrier. Figure 10 shows the relationship 
between the demodulation SNR (90 GBaud/180 GBaud) 
and the linewidth given a channel SNR of 13 dB. When 
the linewidth is 200 kHz, the back-to-back demodulation 
SNR of 180 GBaud has a 0.03 dB gain in comparison to 
90 GBaud. However, in 1000 km and 2000 km long-haul 
transmission scenarios, 180 GBaud has about 0.2 dB and 
0.3 dB SNR deterioration in comparison to 90 GBaud, 
respectively. DMB divides spectrum into relatively even 
sub-bands in a digital domain, encodes and modulates 
their signals separately, and finally combines signals for 
transmission, effectively reducing in-band unflatness and 
EEPN [18].

Figure 11 compares the theoretical performance of a 

Figure 9

Figure 10 Relationship between the demodulation SNR and the linewidth for single-carrier 16QAM (90 GBaud/180 GBaud)

June 2022



October 2021 | Communications of HUAWEI RESEARCH | 43

single-carrier system and a DMB system under different 
colored noises. When the in-band colored noise is greater 
than 5 dB, the combination of the digital sub-carrier and 
water-filling algorithm achieves a 0.2 dB Q-factor gain 
compared with the traditional single-carrier. Besides, 
because DBM equalizes each sub-band separately, the 
EEPN is reduced as the bandwidth decreases, but the 
phase noise of the transceiver is enhanced. [19] proposed 
a novel DMB-based carrier phase recovery algorithm, 
which decomposes the phase noise of transmitter and 
receiver lasers, and performs joint phase noise estimation 
and compensation between sub-carriers. In this way, DMB 
can simultaneously obtain the phase noise performance 
of high-baud-rate signals and the EEPN of low-baud-rate 
signals.

Compared with single-carrier signals, the Tx peak-to-
average ratio (PAR) of the DMB system increases, lowering 
the output optical power and increasing the complexity 
of nonlinear compensation. Further studies need to be 
conducted on how to implement nonlinear compensation 
for low-complexity DMB devices. At the system level, 
the deployment of the water-filling algorithm needs to 
be studied in conjunction with technical means such as 
optical-layer performance monitoring.

2.1.2.3 Fiber Nonlinearity

The Kerr nonlinear effect in fibers is the main factor that 
limits the performance of single-wavelength 800G+. It is 
mainly divided into intra-channel self-phase modulation 
and inter-channel cross-phase modulation. Currently, 
there are two technical methods to compensate for fiber 
nonlinearity.

The f irs t method is to per form pre-compensat ion 
or compensation at the Rx or Tx end by using digital 
backward propagation (DBP) [20-22]. However, although 
DBP can significantly compensate for intra-channel self-
phase modulation, it cannot compensate for inter-channel 
cross-phase modulation. Furthermore, the algorithm 
complexity involved in the traditional DBP solution is 

extremely high. This complexity can be reduced by 
regarding the fiber nonlinear impairment as a perturbation 
amount or performing parallel compensation with Volterra 
series decomposition [21][22]. However, many nonlinear 
perturbation coefficients still need to be considered, and 
the complexity remains relatively high. Using advanced 
neural network technologies for DBP compensation has 
attracted wide attention [23-25].

Another method is to combine fiber nonlinearity with 
information theory. Suppressing fiber nonlinear noise 
can be improved by screening sequences that are poor at 
exciting fiber nonlinearity or using constellation mapping. 
In turn, this reduces the impairments caused by nonlinear 
noise. The traditional probabilistic constellation shaping 
(PCS) method is intended for additive white Gaussian 
noise (AWGN) channels. If nonlinear noise is considered 
during PCS symbol selection, it can be ef fectively 
suppressed. For example, a relatively short PCS mapping 
length can be used to achieve a more even distribution of 
high-energy symbols in a signal sequence. Alternatively, 
a low-frequency component of signal power spectrum 
can be used as an indicator of suppressed fiber nonlinear 
impairments. Both of these approaches achieve a certain 
degree of nonlinear compensation gain during sequence 
screening, laying a foundation for finding an appropriate 
nonlinear coding scheme in the future [26][27].

2.1.2.4 oDSP Complexity and Power Consumption

With the continuous increase of the wavelength rate 
and requirements for nonlinear depth compensation, 
the modulation scheme, encoding/decoding structure, 
and signal compensation technology used by optical 
digital signal processing (oDSP) are becoming more and 
more complex. As a result, the throughput of chips has 
significantly increased, making advanced processes and 
chip power consumption even more prominent.

Forward error correction (FEC) accounts for almost half 
of a chip's power consumption. As such, FEC technology 
with low power consumption is a trending research 
topic in recent years. The Decoding on Demand (DoD) 
architecture ef fectively shares decoding resources 
between FEC frames to reduce power consumption and 
areas of computing resources by more than 50% [28]. The 
DoD architecture combining software and hardware is 
viewed as the optimal compromise between performance 
and power consumption (as shown in Figure 12) [29]. In 
addition, as the throughput increases, the proportion of 
power consumption caused by data migration between 
modules continuously increases. Information compression 
is an effective means for reducing data migration between 

Figure 11
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modules [30].

In terms of low-power circuits, many new computing 
paradigms — such as integrated storage and computing 
[31-34], approximate computing [35-38], and probabilistic 
computing — have emerged in the AI f ield and can 
significantly improve the energy efficiency ratio of circuits 
under the existing lithography processes. Introducing 
such new paradigms to the communications field might 
be an effective way to improve the energy efficiency 
ratio of oDSP. Of note is the fact that computing in the AI 
field features relatively unified operation units, while in 
oDSP, addition and multiplication operations are mixed 
and relatively out of order. Consequently, new computing 
paradigms must be adapted to oDSP. For example, a deep 
learning algorithm could be used to replace the traditional 
equalization compensation algorithm [39]. Approximate 
computing introduces certain errors in addition to the 
delay and power consumption at the circuit layer during 
chip design. As such, the optimization space of chip design 
is extended from being two-dimensional to being three-
dimensional, as shown in Figure 13. This makes it possible 
to obtain a better solution in terms of energy efficiency 
[40], opening up new possibilities for low-power oDSP 
design. These new computing paradigms introduce 
device-level or logic circuit-level errors while reducing 
power consumption. This makes it necessary to establish 
a new error tolerance theory and design methodology. 
Unlike the traditional algorithm design methodology, the 
new methodology for error tolerance algorithm design 
is a systematic project, one that requires cross-layer 
design from the bottom-layer circuit to the top-layer 
system, involving transistors, gate circuits, logic circuits, 
chip architecture, and algorithm modules. It is therefore 
necessary to explore the methodology used in behavior 
model establishment of unreliable circuits at each layer, 
the redundancy in algorithm implementation, and the error 
tolerance capability in the communications system. In this 
way, it will be possible to construct theoretical guidance 
and end-to-end design methodology for joint hardware 

and algorithm design, and comprehensively improve the 
processing performance of chips.

2.2 Expanding the Available Spectrum 
of Fibers

Expanding the available spectrum of fiber channels is 
the most direct and effective way to improve the single-
fiber capacity. The key to spectrum expansion is optical 
amplification. Currently, a large number of WDM systems 
deployed in China use only the C-band 4 THz spectrum to 
transmit 80-wavelength channels with 50 GHz spacing. 
In the 200G era, the "Super C-band" concept has been 
proposed, expanding the available spectrum to 6 THz — 
50% wider than that of the traditional C-band. To double 
the single-fiber capacity over the same distance, we still 
need to expand the available spectrum to the L-band. 
Together, the C-band and L-band are expected to offer 
about 11–12 THz spectrum to optical communications 
systems and the relatively mature EDFA is selected as the 
optical amplifier. At present, the industry is planning to 
further expand the transmission spectrum to the S-band 

Figure 12 DoD architecture (left) and its advantages in power consumption (right) [29]

Figure 13 Three-dimensional optimization space of approximate computing [40]
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or, if possible, to the O-band and E-band. These bands 
are located in the low-loss area of silicon dioxide fibers 
and are therefore very attractive to optical transmission. 
To this end, the industry is conducting ongoing research 
into the optical amplification technology of new bands. 
Optical amplifiers based on different doping elements 
can amplify optical signals in different bands (as shown 
in Figure 14). Such amplifiers include fiber amplifiers 
doped with neodymium (Nd), praseodymium (Pr), thulium 
(Tm), and bismuth (Bi), and ultra-wideband Raman fiber 
amplifiers [41-54]. The following describes various optical 
amplification technologies.

2.2.1 Ultra-wideband L-band EDFA

Similar to C-band amplifiers, L-band amplifiers also use 
erbium-doped fibers as the gain medium. L-band fiber 
amplifiers currently support 96 wavelengths, but it is a 

trend to further expand the gain range in order to support 
the transmission of 120 wavelengths (Super L-band) 
[41][42]. Super L-band and Super C-band can be used 
together to achieve 240-wavelength transmission in a 
single fiber. This doubles the transmission bandwidth (as 
shown in Figure 15) compared with the traditional C-band 
80-wavelength system. However, developing Super L-band 
fiber amplifiers is extremely challenging because the 
absorption peak of the erbium ion is in the C-band and the 
gain at the L-band long-wavelength position is very small. 
Moreover, the excited state absorption (ESA) effect at the 
L-band long-wavelength position is noticeable, further 
limiting the gain of L-band. Multicomponent-doped 
gain fiber is a key technology to realize Super L-band 
fiber amplifiers. By changing the doping components 
and structure of gain fibers, the gain range limitations 
in the L-band can be overcome. The gain at the long 
wavelengths of an L-band fiber amplifier can be improved 

Figure 14

Figure 15 Division and evolution of the C-band and L-band
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by introducing different co-doped ions into gain fibers 
and adjusting the proportion and distribution of these 
ions. In addition, the pumping efficiency can be further 
improved and the noise figure (NF) of the fiber amplifier 
can be further reduced by optimizing the doping structure 
of gain fibers. However, the diverse co-doped components 
of gain fibers and the complex fiber structure significantly 
increase the difficulty of fabricating fibers, especially 
the fabrication of fiber preforms. Due to the long-range 
disorder of glass materials, it is impossible to accurately 
predict and simulate the optical performance of fiber 
preforms. As such, there is still much room for optimizing 
the fabrication process of multicomponent-doped fiber 
preforms.

S-Band

Following the C- and L-bands, the S-band is a new 
wavelength window expected to be used for higher optical 
transmission capacity. At present, doped fiber amplifiers 
are usually used for S-band amplification, such as thulium-
doped fiber amplifiers (TDFAs) and bismuth-doped fiber 
amplifiers (BDFAs). Currently, they are not as mature as 
EDFAs for the C-band and L-band, and they are on the 
verge of major breakthroughs.

The research on S-band TDFAs dates back to 2000 [43-
47]. However, the amplification performance of TDFA still 
lags far behind that of EDFA. Because the energy gap 

between the emitting energy level 3H4  and the second-
lowest energy level 3H5  of the thulium (Tm3+) ion is small, 
the multiphonon relaxation becomes the main relaxation 
process. This makes it difficult to observe the light emitted 

by Tm3+ ions in glass with high phonon energy, such as 
silicate, borate, and phosphate glass. Research on the 
host material of the doped fiber for S-band amplifiers 
therefore focuses on glasses with low phonon energy, 
such as fluorozirconate glass. By increasing the Tm3+ 
concentration (e.g., higher than 6000 ppm), the cross 
relaxation effect between energy levels of the Tm3+ ions 
can be enhanced, thereby improving the efficiency of the 
fiber amplifiers. The wavelength selection of TDFA pumps 
is diverse due to the complex energy level structure of 
the Tm3+ ions. Generally, two pump schemes are used: a 
single-wavelength pump (1420 nm) and a dual-wavelength 
pump (1420 nm and 1560 nm). The host material of the 
doped fiber is the basis of practical and high-performance 
TDFAs. Because quartz glass has exceptional physical 
properties and can be easily processed and spliced with 
standard transmission fiber, much research is still devoted 
to quartz glass-based TDFAs.

BDFA is a promising f iber amplif ier technology that 
supports the O-, E-, and S-bands and has received 
extensive research attention in recent years [48-52]. 
Using different host materials, such as aluminosilicate, 
phosphate silicate, and germanium silicate glass, the 
emitting spectrum can be transferred from 1150 nm to 
1500 nm (as shown in the left part in Figure 16). O-band 
and E-band BDFAs have recently been reported with a 
spectral bandwidth of 115 nm, a small signal gain of 31 
dB, and an NF of 4.8 dB [68]. Y. Wang, D. J. Richardson, et 
al. in [51] demonstrated a germanium silicate glass-based 
BDFA, which operates in a spectral range of 1370–1490 
nm, covering the E-band and part of the S-band, with 
a maximum gain of 31 dB and a minimum NF of 4.75 
dB. The wavelength is approximately 55 nm when the 
gain is greater than 20 dB. In 2020, an O-band BDFA 

Figure 16
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was launched. This single-stage, MSA-compliant BDFA 
prototype provides up to 18 dB gain and 15 dBm output 
power over 40 nm gain bandwidth which can be centered 
between 1290 and 1310 nm (as shown in the right part of 
Figure 16) [52]. Bismuth-doped silicon dioxide fiber used 
in BDFA is similar to the traditional erbium-doped fiber in 
terms of fiber splicing and mechanical properties. BDFAs 
have a simple structure and can be used in many fields, 
such as telecommunication, data communication, and 
measurement. Although BDFAs have many advantages in 
O-, E-, and S-band transmission, the light emitting theory 
and mechanism of bismuth ions are yet to be perfected, 
and no mature fabrication process is available. The 
commercialization of BDFA still requires a long period of 
research and development.

2.2.3 Ultra-Wideband Semiconductor 

Semiconductor optical amplifier (SOA) is implemented 
by recombining non-equilibrium carriers (electron-hole 
pairs) to emit photons. Traditional ultra-wideband SOAs 
face problems such as gain and output power limitations. 
To address these problems, a 100-nm wide SOA has been 
developed — the first in the industry [53][54]. Using the 
single polarization SOA chip structure, this SOA provides 
100+nm gain bandwidth, implementing a polarization-
insensitive ultra-wideband SOA module based on the 
polarization diversity structure (as shown in the left part of 
Figure 17). The SOA gain ranges from 1508 nm up to 1611 
nm (as shown in the right part of Figure 17). The novel 100-
nm wide SOA offers an output power well above 20 dBm 
and delivers a gain ranging from 16.5 dB up to 19.8 dB. 
Thanks to optimized low coupling losses, its NF varies from 
less than 8 dB at shorter wavelengths down to 5.5 dB for 
longer wavelengths. This ultra-wideband SOA module was 
used to successfully demonstrate optical transmission at 

rates of 100T and higher [53]. However, unlike conventional 
EDFAs, SOAs introduce signal distortions due to SOA 
nonlinearity. As such, to facilitate the commercialization of 
ultra-wideband SOAs, the nonlinear penalty they introduce 
needs to be further quantified and a technical solution for 
reducing their nonlinear effect needs to be studied.

Establishment and Optical-Layer 
Design

The single-wavelength rate and effective spectrum of 
fibers are continuously improving, driving the capacity 
of optical transmission to exceed 100T. Figure 18 shows 
the results of research conducted by academic and 
industrial institutions on ultra-wideband spectrum optical 
transmission in recent years [55-64]. The transmission 
bandwidth and capacity of the optical system are 
noticeably in inverse proportion to the transmission 
distance. The main cause is the nonlinear ef fect of 
fibers combined with optical amplifier noise in the links. 
This is especially true with the SRS effect. Although it 
is not obvious in a traditional C-band 80-wavelength 

Figure 17

Figure 18 Statistics on ultra-large capacity optical transmission

June 2022



48 | Communications of HUAWEI RESEARCH | October 2021

Outlook

system, its impact on system performance doubles with 
the expansion of the transmission bandwidth and the 
increase of the signal power (e.g., from C-band to C-band 
+ L-band or even S-band + C-band + L-band). The SRS 
effect is therefore one of the main factors hindering ultra-
wideband spectrum optical transmission. The following 
describes the key technologies demanded in the 100T+ 
optical transmission system.

2.3.1 Ultra-wideband Spectrum Optical 

Compared with the traditional C-band, the SRS effect 
is more obvious in the ultra-wideband spectrum optical 
transmission system. Currently, the extended Gaussian 
noise (EGN) model used to estimate the transmission 
performance of the optical system does not consider the 
SRS effect. This precludes the EGN model from being 
used as a theoretical model to quantitatively estimate 
the transmission performance of the ultra-wideband 
spectrum optical system. In response, the academic 
circle proposed the ISRS-EGN model [65]. This model 
integrates the mathematical expression of the SRS effect 
(as shown in the red box of Figure 19) based on the 
current EGN model. As such, it accurately describes the 
impact of the SRS effect on the channel power and the 
interaction between the SRS effect and the Kerr nonlinear 
effect. In addition, it accurately estimates key parameters 
such as the power, OSNR, and nonlinear SNR of each 
wavelength channel. The model is further simplif ied 
mathematically, and its closed analytic form significantly 
reduces computational complexity without affecting the 
accuracy. The ISRS-EGN model can achieve the optimal 
design of system transmission performance by providing 
theoretical guidance on the specification formulation 
and configuration optimization of the ultra-wideband 

spectrum optical system.

2.3.2 Stimulated Raman Scattering 
Compensation

The SRS effect is a key factor restricting the transmission 
performance of an ultra-wideband spectrum optical 
sys tem. When a w ide-spec t rum opt ica l  s igna l  i s 
transmitted in a fiber, the power of a short-wavelength 
channel is transferred to a long-wavelength channel. 
This results in severe SNR deterioration of the short-
wavelength channel and is a weakness of sys tem 
transmission. As shown on the left of Figure 20, the power 
transfer (over 10 dB) caused by the SRS effect in the 
S+C+L system is more severe than that (5 dB) in the C+L 
system. The right part of Figure 20 shows that, when the 
incident optical power increases, the impact of the SRS 
effect on the system increases exponentially. To resolve 
this problem for SRS, many solutions are proposed.

Based on the ISRS-EGN model, factors such as the 
wavelength-dependent loss of fibers, power transfer 
caused by the SRS effect, and gain distribution of Raman 
amplifiers in the system are taken into account. This makes 
it possible to optimize the incident optical power of optical 
signals in different bands, minimize the SNR deterioration 
of short-wavelength channels, and improve the overall 

Figure 19

Figure 20
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transmission performance of the system.

In an optical system, wavelengths are adjusted at the 
ROADM site. The power and wavelength distribution of 
the optical signals that enter the fiber through the ROADM 
site may change. Because the SRS effect is related to the 
total incident optical power and spectral width, the output 
signal power of the optical amplifier fluctuates sharply, 
resulting in instability of the system. To solve this problem, 
the ghost wave filling technology can be used to fill the 
wavelength channel where wavelengths are dropped 
with ghost waves at each ROADM site. In this way, the 
optical system is always in the full-wavelength state, 
radically suppressing the impact of power fluctuation on 
the system transmission performance. Another approach 
is to integrate a dynamic gain equalizer into a traditional 
optical amplifier. This enables the power of wide-spectrum 
optical signals to be dynamically equalized, ensuring the 
flatness of the signal spectrum and improving the system 
transmission performance. However, some technological 
problems persist — for example, how to implement 
millisecond-level filling of ghost waves and fast feedback 
of a dynamic equalizer.

2.3.3 Flexible Water-Filling Algorithm

Due to the SRS ef fec t ,  the per formance of  each 
wavelength channel in an ultra-wideband long-haul 
optical transmission system varies signif icantly. An 
effective solution to maximize the single-fiber capacity 
is f lexible water-f i l l ing based on the SNR of each 
wavelength channel. The SNR of shor t-wavelength 
channels deteriorates severely because the optical power 
of short-wavelength channels is transferred to long-
wavelength channels and the NF of optical amplifiers 
in the O-, E-, or S-band where the short-wavelength 
channels reside is large. In contrast, the SNR of long-
wavelength channels is usually better due to the Raman 
amplification effect caused by the short-wavelength 
channels . In a conventional optical communication 
system, all wavelength channels typically use the same 
rate configuration. However, in an ultra-wideband optical 
transmission system, this approach is not suitable because 
it severely limits the system's transmission capacity. 
Flexible spectral efficiency technologies, such as flex 
rate, flex grid, and adaptive modulation, can adjust the 
transmission rate of each wavelength channel based on 
its performance specifications, such as OSNR and SNR, as 
shown in Figure 21 [66]. The information allocation of each 
wavelength channel must comply with the water-filling 
theorem in the information theory (i.e., more information 
is transmitted in high-quality channels than in poor 
channels), ensuring that each wavelength channel can fully 

utilize the system margin. This maximizes the total capacity 
of f iber transmission and improves the transmission 
distance and scheduling efficiency of the optical network.

2.3.4 Novel Fiber Link

Network upgrades and the application of 400G/800G 
technologies provide a good opportunity for introducing 
new fiber infrastructure. G.654.E fiber — as compared with 
common G.652D — has a larger core size, ultra-low loss, 
and large effective area, meaning it can support higher 
optical power, increase the optical transmission distance 
by 70% to 100%, and significantly improve the long-haul 
transmission performance of 100G, 200G, 400G, and 
higher-rate networks in the future. Field tests show that 
G.654.E single-mode fiber, coupled with hybrid Raman/
EDFA, can achieve 400G wavelength division multiplexing 
(WDM) transmission over 2000 km and 800G transmission 
over 1000 km.

Conventional long-haul optical transmission systems are 
designed based on 80 km fiber spans. By shortening the 
fiber span (e.g., to 40 km), the cross-span transmission loss 
can be significantly reduced, thereby improving the OSNR 
of the received signals. Furthermore, shorter spans allow 
for lower incident optical power. As a result, nonlinear 
effects (including Kerr nonlinearity and SRS effects) in 
fiber links are reduced, and the transmission performance 
of the optical system is improved.

Based on the research on the preceding key technologies, 
NTT, Nokia, UCL, Xtera, and Huawei have made progress in 
the ultra-wideband transmission field. NTT uses multiple 
amplifiers for different bands [55][56]. Considering the 
SRS effect, NTT proposed a scheme to optimize the fiber 
input powers and demonstrated a single-fiber capacity of 
150.3T using the DP-128 quadrature amplitude modulation 
(QAM) in the S-, C-, and L-bands over 40-km transmission. 
UCL's research team developed a new geometric shaping 
(GS) technology to implement flexible water-filling in each 
wavelength channel, achieving a data transmission rate 
of 178T and breaking NTT's single-fiber capacity record 

Figure 21
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of 150.3T [57]. Xtera used an integrated amplification 
system to develop a hybrid distributed Raman/EDFA 
with a bandwidth of 91 nm. Based on this amplifier, Xtera 
achieved a single-fiber capacity of 120T and a transmission 
distance of 630 km [58]. Nokia Bell Labs used a hybrid 
Raman/SOA integrated amplification solution to transmit 
254 PCS-64QAM channels over a 300 km single-mode 
fiber and demonstrated a 107T transmission throughput 
over a continuous 103 nm [59]. In recent years, Huawei 
has continuously invested in the ultra-wideband optical 
transmission field. In addition to the ultra-wideband 
C-band EDFA, Huawei has developed the ultra-wideband 
L-band EDFA and S-band TDFA. Using these technologies, 
Huawei has achieved the largest transmission spectrum 
bandwidth in the industry, covering nearly 150 nm from 
1475 nm to 1625 nm (as shown in Figure 22), as well as 
150T of single-fiber capacity over a transmission distance 
of 100 km.

3. Looking Beyond 100T

This paper summarizes the development trend and major 
challenges of 100T optical communication technologies, 
such as increasing the single-wavelength rate, expanding 
the fiber spectrum, and establishing the ultra-wideband 
spectrum theory and optical-layer system. Given the 
architectural constraints of the current long-haul WDM 
system, 100T is approaching the engineering limit in the 
optical transmission field — this is also true for commercial 
optical transmission systems. To go beyond 100T and 
achieve a 10–100-fold increase in f iber capacity, we 
need to eschew the existing transmission framework 
and make groundbreaking progress in fiber, devices, 
algorithms, spectrum application, and synchronization. 
In order to change the physical boundary of the existing 
Shannon limit in fiber communication, we propose a basic 
framework, as shown in Figure 23, in the hope of inspiring 
future research.

• In terms of algorithms, higher-order modulation 
formats (such as 64QAM+) can improve spectral 
efficiency.

• In terms of devices, we can investigate plasma 
modulators and electro-optic modulators made from 
two-dimensional materials to achieve beyond-200G 
bandwidth and a single-wavelength rate beyond 1T 
with the multi-subcarrier super channel technology. 

Figure 22 Largest transmission spectrum bandwidth in the S-, C-, and L-band

Figure 23 Beyond 100T next-generation optical transmission technologies

June 2022



October 2021 | Communications of HUAWEI RESEARCH | 51

In the future, active chips such as lasers, detectors, 
and CMOS processor can be combined into different 
functional chipsets and bonded to universal silicon 
boards through optical and electrical interconnection 
in order to achieve hybrid optoelectronic integration. 
This will allow transceiver devices to be smaller, cost 
less, and consume less power.

• In terms of optical amplification, quantum dot fiber 
amplifiers can theoretically achieve lower NF than 
both EDFA and TDFA and cover any band, further 
improving the transmission performance of ultra-
wideband optical systems.

• In terms of spectrum expansion, the O-, E-, and 
U-bands can be used to further increase the single-
fiber capacity.

• In terms of architecture, network synchronization can 
be implemented using optical frequency combs to 
lock the frequency and phase of all lasers. This further 
reduces the filtering penalty. Besides, full-duplex 
optical transmission can be investigated to double the 
single-fiber capacity.

• In terms of novel fibers, hollow-core fiber can be 
used as the transmission medium to eliminate the 
constraints of the SRS effect and Kerr nonlinearity on 
ultra-wideband optical transmission. The transmission 
wavelength range can reach 400 nm wide, and a 
several-fold increase in the single-fiber capacity will 
be achieved. Few-mode and multi-core fiber can 
increase the single-fiber capacity by more than 10 
times and reach the Petabit level.

• In terms of network, quality of transmission (QoT) 
modeling can accurately identify network margin, 
thereby improving the network capacity. Increasing 
f iber transmission capacity will be the focus of 
continuous research in the industry. Ultra-high rate, 
ultra-large capacity, and ultra-long haul transmission 
will always be the goals of optical communication.
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Abstract

Driven by the growth of computing capabilities and breakthroughs in algorithm technologies, artificial intelligence (AI) 
technologies — with deep learning as the core — have achieved epoch-making progress and are widely used in fields 
such as finance, healthcare, and autonomous driving. However, the vulnerability of AI models has resulted in constantly 
increasing security and privacy risks, which have attracted extensive attention from both academia and industry. Based on 
the nature of research on AI model attacks and defenses, this paper innovatively divides AI attack technologies into four 
directions: boundary crossing, boundary altering, boundary stealing, and boundary exploiting. Then, the research progress 
— in terms of security and privacy — on the AI model in each category is comprehensively analyzed from the attack and 
defense perspectives. This covers evasion attack and defense, backdoor attack and defense, model stealing attack and 
defense, as well as data stealing attack and defense technologies. The paper then summarizes the status quo of the related 
industries, standards, and regulations in the international context, and proposes a full-lifecycle AI security and privacy 
protection system, including model evaluation, threat detection, and security and privacy enhancement technologies. 
Building on current research progress, it delves into the severe challenges facing the AI security and privacy protection 
system, with the aim of creating an AI security foundation and improving the system.
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1. Introduction

In recent years, driven by the increase in computing 
capabilities and big data, AI-related technologies have 
made great progress. More specifically, AI models now 
display similar or even better performance than humans 
in numerous f ields such as computer vision, speech 
recognition, and natural language processing (NLP) [1]. 
The related technologies have also gained extensive 
attention and expectations in business sectors such as 
finance, healthcare, and autonomous driving [2].

That said, there are inherent challenges to the secure 
application of AI models. First, most of the currently 
available AI technologies rely on deep learning, but deep 
learning models themselves face an enormous challenge: 
The models and their decision-making behavior are 
weakly interpretable [3][4]. We are often skeptical about 
such AI decisions, and therefore, stakeholders exercise 
extreme caution when applying AI technologies to 
security-critical areas. Second, data-driven AI models are 
strongly dependent on training data. That is, the quality 
and security of training data determine the quality and 
security of the models. However, quality and security are 
extremely difficult to guarantee when massive training 
data is involved. Third, security threats are not fully taken 
into account during the design of AI models [5–7]. Most AI 
models that perform well in training and testing are based 
on normal data. Although studies on model robustness 
have considered performance across various normal but 
rare situations, the models may be exposed to malicious 
attackers in real-world applications, and maliciously 
constructed inputs may trigger the models to make 
unexpected decisions. Last, data-driven models have some 
"memory" [8][9], which is reflected in model parameters 
and decisions and includes memorizing training data [10] 
and the input data [11] for decision-making. The models 
and data privacy involved in the memory are the main 
targets of malicious attackers.

To construct a system that ensures the secure application 
of AI technologies, we systematically and comprehensively 

summarize and analyze the status quo and challenges 
of AI model security and privacy in terms of attacks 
and defenses from a brand-new perspective. First, 
based on the nature of threats that AI models face, this 
paper divides the attacks into four technical directions: 
boundar y cross ing, boundar y a l ter ing, boundar y 
stealing, and boundary exploiting. Subsequent chapters 
analyze the typical attack and defense technologies in 
each technical direction, including evasion attack and 
defense, backdoor attack and defense, model stealing 
attack and defense, and data stealing attack and defense 
technologies. Second, the paper analyzes the status quo 
of the AI security industry, standards, and regulations. 
The paper then proposes a full-lifecycle AI security and 
privacy protection system that includes model evaluation, 
threat detection, and security and privacy enhancement 
technologies . By delv ing into the s tatus quo and 
challenges of AI model security and privacy, we summarize 
and analyze the typical technologies, and propose 
new, systematic ideas to help readers comprehensively 
understand this field. This involves numerous technologies, 
solutions, and references. For more details, readers can 
consult the references of interest.

2. Four Technical Directions of AI 
Model Attacks

Currently, AI is mostly rooted in deep neural network 
(DNN) models, which divide the problem space into 
multiple subspaces by using numerous parameters. 
Taking the image classification model as an example, 
the sample space is divided into multiple subspaces — 
more precise boundaries correlate to higher classification 
accuracy. The research on AI model attacks and defenses 
is fundamentally centered on model boundaries, dividing 
the attacks into four directions: boundary crossing, 
boundary altering, boundary stealing, and boundary 
exploiting. Figure 1 illustrates the technical attack paths.
For a point in the sample space, the boundary crossing 
attack technology searches for another point (also called 

Figure 1 Four technical directions of AI model attacks
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an adversarial example) across the task boundary, so that 
the two points are close to each other but on different 
sides of the decision boundary. Evasion attacks are typical 
boundary crossing attacks. At the crux of the boundary 
crossing attack is how to find adversarial examples. This 
kind of attack mainly has two technical paths: heuristic- 
and optimization-based adversarial attacks. The boundary 
altering attack technology, as implied by the name, alters 
the task boundaries expressed by a model to produce 
a task result that conforms to the attacker's target. 
Backdoor attacks are typical boundary altering attacks. 
The specific technical paths include poisoning the training 
data, poisoning the training algorithm, and embedding 
backdoors by altering models. As also implied by the 
name, the boundary stealing attack technology steals the 
task boundaries of the target models. A typical example 
is the model stealing attack, and specific technical paths 
include stealing model functions and parameters. As for 
the boundary exploiting attack technology, it analyzes the 
characteristics of training data and input data based on 
the information contained in boundaries, including judging 
whether data is in the training dataset and inferring input 
data based on the task result. Typical examples include 
membership inference attacks and model inversion 
attacks. The subsequent chapters focus on these four 
types of attack technologies and the corresponding 
defense solutions. Given the fact that attack and defense 
technologies develop rapidly, the aim is not to list all the 
related technologies, but rather, focus on representative 
work that reflects the key ideas.

3. Evasion Attack and Defense 
Technologies

In evasion attacks, the attacker constructs a malicious 
sample to hinder the AI model from making accurate 
predictions. This sample crosses the decision boundary.

3.1 Example of Evasion Attacks and 
Defenses

Szegedy et al. [6] first noticed the existence of adversarial 
examples in the image classification domain: It is possible 
to transform an image by a small amount of perturbation, 
thereby changing how the image is classif ied. The 
perturbation is usually imperceptible to human eyes.

In Figure 2, a perturbation that is undetectable to human 
eyes is added to a temple image, resulting in a new 
adversarial example that misleads the image classification 
model into classifying it as an ostrich, while still appearing 

as a temple to human eyes. The following subsections 
explain the related research results from three aspects: 
evasion attack algorithms, threat models, and targets.

Figure 2 Adversarial example in an evasion attack [6]

3.1.1 Evasion Attack Algorithms

From an algorithm perspective, evasion attacks include 
heuristic-based attacks [12–15] and optimization-based 
attacks [16]. The former usually involves using an attack 
hypothesis to heuristically approach the target, whereas 
the latter usually stipulates the target as an optimization 
problem and obtains a sample by solving the problem.

Heuristic-based attacks: Fast Gradient Sign Method 
(FGSM) [13] attacks aim to deceive an image classifier 
(for example, GoogLeNet) by adding an imperceptibly 
small vector calculated from the gradient sign of the loss 
function. Equation (1) describes how to perturb an input 
image x into an adversarial example x′, where ε is the 
selected small perturbation, and lossf,l(x) is the loss 
function of label l corresponding to network f . This is 
a simple, direct method of attack. FGSM attacks have a 
multi-step variant dubbed "projected gradient descent 
(PGD)" [14], which is a more powerful adversarial example 
generation attack.

x′ = x− ε× sign (∇ lossf,l(x))

In contrast, other adversarial example generation methods 
use output variations to find the input perturbations 
of adversarial examples. JSMA [15] attacks construct 
a mapping from input to output variations, and then 
iteratively perturb the characteristics of the input data 
according to this mapping.

DeepFool [12] attacks aim to iteratively generate small-
perturbation adversarial examples. Specif ically, the 
algorithm starts from a normal example within the classifier 
boundary and adds small perturbations iteratively. When 
the small perturbations accumulate to a degree that alters 
the classification of the normal example, the algorithm 
obtains the minimum-perturbation adversarial example. 
Compared with attacks such as FGSM, this algorithm can 
attain the same success rate with smaller perturbations 
that are more difficult for human eyes to detect.
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Optimization-based attacks: The approach of Carlini-
Wagner (CW) [16] attacks can defeat defensive distillation 
[17]. This attack type has three proposed methods: L2 
attack, L0 attack, and L-inf attack. Among them, the L0 
attack is the first published attack that can cause targeted 
misclassification on the ImageNet dataset. Within this 
context, we applied these attacks against defensive 
distillation and discovered that distillation has few security 
benefits over undistilled networks. To sum up, the L2 
attack features low distortion and low perturbation. The 
L0 attack is non-differentiable and therefore unsuitable 
for standard gradient descent. The L-inf attack is not fully 
differentiable, and even gradient descent cannot provide 
satisfactory results.

3.1.2 Threat Models of Evasion Attacks

From the perspective of threat models, evasion attacks are 
divided into white-box and black-box attacks. The former 
assumes that the attacker has specific information about 
the model, including the model type, number of layers, and 
parameter weights. The latter assumes that the attacker 
cannot access training data or model parameters; instead, 
they can only query the model and obtain its output 
information. For example, the attacker cannot access 
the internal information of an AI model deployed in the 
cloud; however, they can send data to the cloud to obtain 
the predicted results. Typical black-box attacks include 
substitute model–based attacks [18] and decision-based 
attacks [19]. In the former method, the attacker obtains 
the output result by querying the target black-box model, 
uses the input data and returned result to train the local 
substitute model, and then leverages the substitute model 
through a white-box attack to generate an adversarial 
example. This adversarial example is transferable, meaning 
it can successfully attack the target black-box model. In 
decision-based attacks, the attacker starts from a large 
adversarial perturbation, which they then seek to reduce 
while staying adversarial until an eligible adversarial 
example is obtained.

3.1.3 Targets of Evasion Attacks

From the target perspective, evasion attacks are divided 
into digital attacks and physical attacks. The former is 
exercised by altering digital images, whereas the latter is 
exercised by altering real objects in the physical world. The 
initial physical attacks mainly targeted image classification 
models. Specif ically, the attackers initiated physical 
attacks by directly printing digital adversarial examples. 
For instance, Sharif et al. [19] started a physical attack 
against the face detection model by printing the digital 

adversarial example in the shape of an eyeglass frame, and 
attackers wore this physical adversarial perturbation frame 
to exercise physical attacks, resulting in the following two 
effects: evasion and simulation. Evasion made it impossible 
for the classification model to accurately identify the 
attacker, whereas with simulation, the model identified the 
attacker as another person designated by the attacker. 
Using a more realistic physical environment, Zhao et al. [20] 
implemented an adversarial attack on the object detection 
model and designed the "Hiding" and "Appearing" attacks 
on traffic signs. By introducing real-world feedback in the 
adversarial example generation phase, this type of attack 
can achieve higher robustness — that is, it can successfully 
deceive the target detection model at different angles and 
distances. In Figure 3, adversarial stickers are attached 
to the traffic sign on the right — it therefore cannot be 
detected by the object detection system — whereas the 
traffic sign on the left is normal.

Figure 3 Physical attackFigure 3 Physical attack

3.1.4 Other Evasion Attacks

Universal adversarial perturbation (UAP) [21] differs from 
the preceding mainstream attack methods in the fact that 
it can generate general perturbations for multiple images 
to deceive the entire classification network, whereas 
the preceding methods generate a specific adversarial 
perturbation only for a single image. In addition to 
attacking a specific type of network (such as ResNet), UAP 
exhibits good transferability on other types of networks 
and generates adversarial examples more efficiently. For 
example, a 50% success rate can be achieved by using only 
2000 images to generate general adversarial examples.

In conclusion, a wide array of research achievements have 
been made in the image processing field with respect 
to evasion attacks; and we have also witnessed many 
successful cases and research achievements in various AI 
applications such as NLP [22][23], speech [24], security [25], 
and reinforcement learning [26][27].
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3.2 Evasion Defense Technologies

The defense methods against evasion attacks fall into 
two categories: empirical defense and verification-based 
defense.

3.2.1 Empirical Defense Methods

From the target perspective, empirical defense methods 
include adversarial example detection, and robustness 
enhancement for models and the prediction process.

Adversarial example detection: Given a model input, this 
method uses the model itself or additional operations to 
determine whether the input is a normal or adversarial 
example.

Mutation testing technology [28][29] is widely used in 
software engineering. It randomly generates an input 
per turbation or model per turbation to dist inguish 
the two types of examples based on how the random 
perturbation results in different robustness. Specifically, 
model-level mutation testing [28] imposes various random 
perturbations on the model structure and neurons to 
generate multiple model variants, and distinguishes 
adversarial examples from normal examples based on 
the vote differences of these variants. On the other hand, 
input-level mutation testing [28] uses various random 
perturbations to change the input example, and predict 
whether it is normal or adversarial based on its label 
transformation. The two methods have similar principles, 
but differ in terms of systems and applications. In other 
words, they are suitable for different AI application 
scenarios.

Feature squeezing [30] is another adversarial example 
detec t ion technology. The main concept involves 
differentiating normal and adversarial examples using 
complexity-reduced data representations. This method 
includes two heuristic operations: reducing the color 
depth of each pixel (that is, encoding colors with fewer 
values), and using a smoothing filter on images to squeeze 
multiple input values into one, thereby enabling the model 
to defend against noise and adversarial attacks. That 
said, it is worth noting that even though this technology is 
effective in preventing adversarial attacks, it undermines 
model accuracy.

MagNet [31] uses one or more external detectors to 
classify input images as adversarial or normal examples. 
The framework learns the manifold of normal images 
during the detector training phase, and detectors judge 

images that are far away from the manifold as adversarial 
examples during the testing phase.

Lu et al. [32] hypothesized that adversarial and normal 
examples have different patterns of ReLU activation in the 
late stage of the network. Within the framework of this 
hypothesis, these authors used support vector machine 
(SVM) classifiers to distinguish normal and adversarial 
examples. Liang et al. [33] treated image perturbations as 
noise and used scalar quantization and spatial smoothing 
filters to detect these perturbations. Feinman et al. [34] 
proposed a method that involves detecting adversarial 
perturbations and estimating density in the feature space 
by leveraging the estimated dropout uncertainty of the 
network, and then training and discriminating adversarial 
examples from normal examples with a binary classifier. 
Gebhart et al. [35] viewed neural network computations 
as graph information flows and used homology analysis to 
detect adversarial examples.

The core of adversarial example detection technology 
involves finding key features that discriminate normal 
examples f rom adversar ia l  examples .  In prac t ica l 
applications, it is challenging to extract stable key features 
due to the limitations of datasets, network structures, and 
applications. Moreover, attacks are continuously evolving. 
This means that once an attacker is aware of the extracted 
key features, they can implement adversarial optimization 
accord ing ly,  thereby c i rcumvent ing the defense 
technologies. As such, adversarial detection has turned 
into continuous adversarial research on the evolution of 
attacks and defenses.

Empirical robustness enhancement: Adversarial training 
[36][37][6][13] is a mainstream robustness enhancement 
method, which mainly aims to improve the robustness of 
models by adding adversarial examples to the training 
dataset. It is a standard brute force method, where 
defenders direc t ly generate numerous adversar ial 
examples to augment model training data. This type of 
augmentation can be done in two ways: Provide the model 
with raw data and well-crafted adversarial example data 
[38], or train the model with a corrected target function 
[13]. The former method provides regularizers for the 
network to reduce overfitting and improve robustness 
against evasion attacks. Although adversarial training 
can improve robustness to a certain degree, it is a non-
adaptive method — users need to provide targeted 
adversarial examples during training, and the network 
structure needs to be highly representational. It is also 
worth noting that adversarial training increases the volume 
of training data, which results in the network having lower 
training efficiency.
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Papernot et al . [17] proposed the use of defensive 
distillation to smooth models. This technology (also 
known as "label smoothing") converts class labels into 
soft targets. In this method, values with weights close to 1 
are set as the target class, and the remaining weights are 
assigned to other classes. These new-value labels are then 
used to train models. One of the advantages of these soft 
labels is that they use probability vectors instead of hard 
target class labels, enabling gradient information to be 
hidden.

Ensemble adversarial training [39] leverages a collection 
of models to increase adversarial robustness. For example, 
a non-dif ferentiable model (decis ion tree, nearest 
neighbor classifier, or random forest) is used to produce 
gradient masking that renders gradient-based attacks 
ineffective. Additionally, the DeepCloak technology [40] 
adds a masking layer — derived by training normal and 
adversarial examples in pairs — before the network 's 
classification layer to defend against attacks, and encodes 
the output of the preceding network part. By studying 
how adversarial examples are coded, DeepCloak alters 
the weight of the masking layer to suppress the effect 
of adversarial attacks and improve the robustness of the 
entire network. However, with the rise of black-box attacks 
[18] and strong transferability of adversarial examples, 
such defenses can still be circumvented [16].

The generative adversarial network (GAN) can be used 
to defend against adversarial examples [41]. Researchers 

achieve higher robustness by using the adversarial 
examples generated by this network to train models, and 
during training, the classifier can continuously distinguish 
normal and adversarial examples. The GAN can also be 
used to correct [42] the perturbed adversarial example 
input.

Currently, most defense strategies cannot handle all types 
of adversarial attacks, and most defense methods not only 
involve performance overheads, but also reduce model 
accuracy. On top of that, it is very difficult to design an 
effective adversarial defense method given the complexity 
of adversarial example attack algorithms. Adversarial 
example generation is a complex non-linear optimization 
process, and to most machine learning models, it is a non-
convex optimization problem. To date, we lack a theoretical 
tool that can effectively describe the solving processes 
of these complex optimization problems, which in turn 
makes it extremely difficult to find a theoretically effective 
defense method.

3.2.2 
Methods

In security-critical applications (such as autonomous 
driving, medical diagnosis, and aerospace), robustness 
verification is a primary concern across both academia 
and industry. Within this context, the following section 
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describes the basic definitions and main technical paths of 
robustness verification.

Assume that x0 is an input of neural network f . If any 
point x in the sphere (where x0 and ε are the center and 

radius, respectively) is used as the input of f(x) = f(x0) 
always holds. We therefore conclude that neural network 
f  is robust within the perturbation radius ε of x0. The 
formal verification process of this property is known as 
robustness verification in neural network models.

Currently, the robustness verification technologies of 
neural networks are divided into the following types:

Linear programming: Weng et al. [43] introduced two 
methods of obtaining the tighter lower bounds of minimum 
adversarial distortions: the Fast-Lin algorithm based on 
linear approximation and the Fast-Lip algorithm based 
on the local Lipschitz constant. Their paper used linear 
functions to approximate the upper and lower bounds of 
ReLU functions, and extended this approach to multi-layer 
neural networks, thereby obtaining the upper and lower 
bounds of each layer.

Abstract interpretation: This technology reduces 
the original model to one that is equivalent in certain 
properties, thereby improving the efficiency of model 
verification. The basic concept of abstract interpretation 
involves using abstract domains to over-approximate [44] 
the transformation of an input set. In the Euclidean space, 
the most widely used abstract domains are intervals 
[45], zonotopes [46], and polyhedrons [47]. Open-source 
abstract domain libraries include APRON [48] and ELINA 
[49], among which intervals, zonotopes, and polyhedrons 
are widely used for neural network verification. Gehr et al. 
[50] created an abstract element to induce all perturbation 
inputs, and propagated it through the abstract transformer 
of each layer to obtain an approximate abstract output 
on all concrete outputs. They then verified the robustness 
and other properties of the abstract output.

Satisfiability modulo theory (SMT): Katz et al. [51] first 
proposed the SMT-based neural network verification 
method. The dif f iculty in proving the properties of 
neural networks is caused by the existence of activation 
functions, which are non-linear and render the problem 
non-convex and hard to solve. In this regard, their 
paper extended the simplex algorithm to support ReLU 
constraints. Narodytska [52] then used SMT to propose 
a method of modeling and solving binarized neural 
networks, and verified both invariance and reversibility.

Linear relaxation: Zhang et al. [53] proposed a neural 
network verification method called CROWN based on 

linear relaxation. Specifically, linear relaxation is used 
to approximate the ac t ivat ion funct ion σ  through 

alz + bl ≤ σ(z) ≤ auz + bu . Through layer-by-layer 
recursion, it is possible to obtain the expression of the 
linear upper and lower bounds of neural network f  with 
respect to input ALx+BL ≤ f(x) ≤ AU +BU . Given 
x in the perturbation radius, the upper and lower bounds 

of each class in output vector f(x) can be calculated 
according to the definition of the dual norm, based on 
which we can determine whether an adversarial example 
exists in the specified radius. This method is suitable for 
all networks with non-linear structures (such as those 
using ReLU and sigmoid functions as activation functions) 
and convolutional neural networks with a pooling layer. 
Boopathy et al. [54] extended the method to convolutional 
neural networks.

The robustness ver if icat ion technology for neural 
networks can be used to check the security properties 
of models before deployment. More importantly, it helps 
in the design of training methods that strengthen neural 
network robustness. For example, the linear programming 
technology not only verif ies neural networks based 
on ReLU activation functions but also implements the 
Certified Adversarial Robustness for Deep Reinforcement 
Learning (CARRL) policy [55] for reinforcement learning 
models to obtain non-optimal but more robust controllers. 
Raghunathan et al. [56] proposed a semidefinite relaxation 
method to output a s tr ic ter approximation on the 
adversarial loss function, and applied it to neural network 
training to achieve higher network robustness. Zhang et al. 
[57] made further progress by proposing a state-of-the-
art CROWN-IBP technology to train neural networks and 
optimize the test error of l∞ norm robustness verification.

As current technologies can only be used to verify small-
scale neural networks, many academics [58][59] have used 
the randomized smoothing technology to construct a 
verification method for large-scale neural networks, that 
is, to transform classification neural networks into new 
smoothing classifiers with guaranteed robustness.

4. Backdoor Attack and Defense 
Technologies

Backdoor attacks are typical in their implementation, 
which alters model boundaries. These attacks constitute 
another significant threat to AI models while also bringing 
new challenges to their wide application. After Gu et al. 
[7] first demonstrated the feasibility of backdoor attacks 
in 2017, this area quickly became the focus across both 
academia and industry, and relevant research rapidly came 
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out. Governments also attach great importance to model 
backdoors. For example, the U.S. Intelligence Advanced 
Research Projects Activity (IARPA) launched a two-year 
Trojans in Artificial Intelligence (TrojAI) program [60] at 
the end of 2018 to study key technologies in the backdoor 
detection of AI models.

Current research shows that many types of AI models 
— such as image c lass i f icat ion, face recognit ion, 
speech recognition, age recognition, NLP, and item data 
processing — face the risk of backdoor attacks. Like the 
research on mainstream backdoor attacks and defenses, 
our analysis of the corresponding technologies also 
focuses on computer vision.

4.1 Example of Backdoor Attacks and 
Defenses

Like traditional software backdoors, backdoor attacks 
against AI models have two distinct characteristics: 
stealthiness and attack effectiveness. Stealthiness refers 
to how backdoor models accurately predict normal inputs 
as usual. Attack effectiveness means if an input contains 
the backdoor trigger, backdoor models are more likely 
to predict it as the target class. Backdoor triggers have 
various forms. For example, if the input is an image, the 
backdoor trigger may be a specific pattern or style.

In Figure 4, the trigger is a black Trojan horse, and a 
backdoor is embedded into the traffic sign recognition 
model. The model can accurately judge the "Do Not 
Enter" and "Straight Ahead" signs, and this is known as 
stealthiness. That said, if an attacker adds the trigger to a 
"Do Not Enter" sign, the model will inaccurately identify it 
as a "Straight Ahead" sign, and this is attack effectiveness.

Figure 4

Do Not 
Enter
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4.2 Backdoor Attack Technologies

Backdoor attacks mostly occur in the digital world, where 
the input itself comes from pixelated images. Nevertheless, 
backdoor attacks in the physical world — the input comes 
from taking photos of the physical world, and the trigger is 
an object that actually exists in this world — have recently 

attracted increasingly intensive attention from academics 
[61][62]. The two worlds have similar attack technologies, 
and as such, this section discusses these technologies 
without distinguishing digital and physical attacks. 
Based on the methods for altering model boundaries and 
attacker capabilities, backdoor attack technologies are 
divided into training data poisoning, training algorithm 
poisoning, and backdoor embedding by altering models, 
as shown in Figure 5.

Figure 5 Backdoor embedding path

4.2.1 Poisoning Training Data

To attain the expected performance, data-driven AI 
models must be trained with large amounts of data. The 
issue, however, is the fact that it is extremely difficult 
to ensure the sources, quality, and security of this data. 
Furthermore, if the training data contains well-crafted 
poisoning samples, there is a high probability that the 
resulting models will contain embedded backdoors. 
Research in this line shows that injecting just 50 poisoning 
samples into 600,000 samples is sufficient to achieve a 
90% attack success rate for backdoor attacks [63].

Different backdoor attacks can be yielded by adding 
different poisoning samples. In terms of history, Gu et 
al. [7] first proposed the concept of backdoor attacks, 
and demonstrated them with local features as triggers. 
Subsequent backdoor attack methods then improved the 
stealthiness of triggers in various ways. For instance, Chen 
et al. [62] proposed using a low-transparency pattern as 
a trigger. Another type of high-stealthiness backdoor 
attacks is hidden trigger backdoor attacks [64], which 
construct poisoning samples by solving the optimization 
problem. These poisoning samples look like target samples, 
but their representation layer is similar to the images 
containing local triggers, making it difficult to visually 
distinguish poisoning samples from normal samples in the 
training dataset. During prediction, the local trigger in 
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the poisoning samples can successfully trigger backdoor 
behaviors. However, unlike most backdoor attacks, 
clean-label backdoor attacks [65] can be implemented 
without altering the label of the training dataset. Instead, 
attackers add specially constructed poisoning samples 
to the training dataset. The representation layer of the 
poisoning samples is similar to the target image, but it 
looks like the original class. We must point out that the 
triggers embedded in the preceding backdoor attack 
methods are all static, meaning to successfully trigger a 
backdoor behavior, these triggers must appear at a fixed 
location. However, Salem et al. [66] proposed a backdoor 
attack that supports dynamic triggers — triggers and 
their locations are not fixed, making it possible to trigger 
different backdoor behaviors. In other words, under 
different triggers, the same model may output different 
target classes.

4.2.2 Poisoning Training Algorithms

Training algorithm poisoning refers to an attack class in 
which attackers embed backdoors by manipulating training 
algorithms instead of altering training data. One possible 
attack channel is code poisoning [67], which involves 
embedding a backdoor by modifying the training code. This 
type of backdoor attack is possible because a large amount 
of AI-related code is open-source and widely reused.

Bagdasaryan et al. [67] viewed backdoor embedding as 
a multi-objective learning task, which embeds various 
backdoors (such as single-pixel backdoors and complex-
task backdoors) by modifying the loss objective function 
in the training code.

4.2.3 Embedding Backdoors by Altering 
Models

Model quality relies on data, and pre-trained models are a 
common way of compensating for the lack of high-quality 
data in large amounts. By definition, pre-trained models 
are published by institutions or academics after being 
trained on a certain dataset, and they can be directly used 
or fine-tuned to new scenarios through transfer learning. 
Embedding backdoors by altering models involves altering 
the weights of pre-trained models, and has therefore 
become one of the major threats to both pre-trained and 
transfer learning models.

The third backdoor embedding technology involves 
directly embedding a backdoor into a given pre-trained 
model. TrojanNN [68] was the first work to propose this 
type of method, and it generates an efficient backdoor 

trigger by reverse-engineering the neural network model 
where a backdoor is to be embedded, uses external 
datasets to fine-tune the model parameters, and embeds 
the generated backdoor trigger into the target model. As 
a result, the target model will probably respond with the 
backdoor behavior upon the trigger. Unlike the previous 
altered-model training process, this is a normal training 
process. Clements et al. [69] also proposed a method 
for embedding backdoors into pre-trained models, 
which involves training operations at the target layer 
of the target model without altering the target model 
parameters. Subsequent work proves that this method is 
also feasible in the hardware attack surface [70].

Attackers can also embed a backdoor into a pre-trained 
model with the goal of making the backdoor infect other 
models built on the pre-trained model through the transfer 
learning process [7]. According to the latent backdoor 
attacks proposed by Yao et al. [71], through the transfer 
learning process, student models usually inherit all neural 
network layers from the teacher model except the last 
layer. When a specially constructed latent backdoor is 
embedded in the teacher model, all student models built 
on the teacher model will also be infected. Shokri et al. 
[72] improved the stealthiness of such attacks under the 
detection methods based on the distribution of latent 
representations.

4.3 Backdoor Defense Technologies

Based on backdoor attack paths, backdoor defense 
technologies are categorized into training data cleansing, 
backdoor sample detec t ion, and backdoor model 
detection, as shown in Figure 6.

Output of 
prediction

Figure 6
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4.3.1 Training Data Cleansing

Considering that training data poisoning is one of the 
typical backdoor attack methods, cleansing and filtering 
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out poisoning samples in training samples is the most 
direct and effective defense method. Data cleansing 
is mainly implemented by detecting and filtering out 
suspicious samples, and the backdoor sample detection 
technology described in subsequent sections of this paper 
can be used for this purpose. Additionally, data can be 
indirectly cleansed by combining the gradient shaping 
technology [73] with training.

Reject on negative impact (RONI) [74] was the f irst 
proposed method for detecting problematic data by 
training models with different data subsets and comparing 
the differences of the resulting models. As this method 
requires frequent re-training, it entails extremely high 
detection costs. An alternative method for cleansing 
training data is the keyed non-parametric hypothesis 
test [75], which is intended for training scenarios with 
continuous feedback. It assumes that the defender has 
some clean distribution data and maps data points to 
other spaces through secret parameter functions, thereby 
detecting whether the new data belongs to similar 
distributions.

Chen et al. [76] found that a model's data representation 
can help distinguish normal and poisonous data. Building 
on this discovery, they proposed a corresponding backdoor 
data cleansing method that involves inputting the training 
data into a model in sequence, using the activation state 
of the last latent layer as the data representations, and 
clustering these representations to discriminate poisonous 
data from normal data. Tran et al. [77] also pointed out 
that data representations are statistically significant, and 
poisonous data can be effectively identified by detecting 
spectral signature outliers on the data representations 
learned by the model.

4.3.2 Backdoor Sample Detection

Backdoor sample detection determines whether a given 
input sample contains triggers. An effective technology 
for this method should be able to build the capability to 
cleanse training data, and serve as a firewall in front of 
the AI models during inference. That is, when backdoor 
samples are detected, it should promptly warn the systems 
to implement protection measures, such as denying or 
repairing the malicious backdoor samples.

STRong Intentional Perturbation (STRIP) [78] is a typical 
technology for detecting backdoor samples. It assumes 
there is a high probability that the backdoor behavior will 
be triggered if the input sample contains the backdoor. 
In this case, the model is insensitive to perturbations in 
other parts of the sample. STRIP adds perturbations to 
each input sample several times for mutation purposes 
and then computes an entropy value for the predictions 
of mutated input samples. This entropy value reflects the 
sensitivity of the model to perturbations and therefore can 
be used to detect backdoor samples. From the perspective 
of model interpretability, SentiNet [79] leveraged the 
image segmentation algorithm to find a local image most 
similar to the trigger behavior. Along these lines, Februus 
[80] proposed a defense scheme for repairing an image 
through the generative network when suspicious triggers 
are detected in the image.

4.3.3 Backdoor Model Detection

Backdoor model detection judges whether backdoors 
have been embedded into a given model. According to 
whether the process needs internal information such as 
model parameters and structures, these technologies can 
be divided into white-box backdoor model detection and 
black-box backdoor model detection.
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White-box backdoor model detection requires detailed 
model information. It transforms the backdoor detection 
problem into a trigger reconstruction problem. Specifically, 
if an input part equivalent to the backdoor trigger can 
be reconstructed, then the model is considered to have 
backdoor risks. Neural Cleanse [81] and TABOR [82] are 
two typical methods of reconstructing triggers to detect 
backdoors. In both methods, this reconstruction is defined 
as an explicit objective optimization problem — triggers 
are reconstructed by solving the optimization problem. The 
main concept behind artificial brain stimulation (ABS) [83] 
involves "malicious" neurons in the backdoor model, and 
combined with neuron analysis, ABS increases the accuracy 
of trigger reconstruction. To begin, ABS searches for neurons 
that can significantly increase the activation value of the 
target class through neuron activation. These neurons and 
the corresponding backdoor behaviors are defined as target 
optimization problems, and potential backdoor triggers are 
reconstructed by solving these problems.

The technology for black-box backdoor model detection 
has no requirements on the internal structures and 
parameters of models. Instead, models only need to 
respond to prediction queries. As the first black-box 
backdoor model detection scheme, DeepInspect [84] 
determines whether a model is a backdoor by f irst 
obtaining a substitute training dataset through model 
inversion, and then using a generative network to generate 
triggers and detect anomalies. The meta-neural backdoor 
model detection method [85] trains a meta-neural network 
— which is often used to predict certain properties in a 
neural network — to predict whether backdoors have 
been embedded into a given model. Here, the input of the 
meta-neural network is a series of queries and predictions 
of the model to be tested, while its output is a judgment of 
whether the model is a backdoor model. The meta-neural 
network may be trained with data of a single type (that is, 
normal model data only) or with some additional shadow 
backdoor models. The Blackbox backdoor detection (B3D) 
technology [86] reverse-engineers backdoor triggers to 
detect backdoors. This process usually requires a white-
box model to solve the optimization problem through 
gradient backpropagation. One of the main innovations 
of B3D is its gradient-free optimization solving algorithm, 
which estimates gradients through sampling to solve 
trigger engineering.

5. Model Stealing Attack and 
Defense Technologies

Attacks that compromise model confidentiality mainly fall 
into two categories. The first category involves stealing 

the AI model files running in untrusted or semi-trusted 
environments by exploiting system vulnerabilities and 
other defects, whereas the second involves constructing 
a substitute model equivalent to the target model by 
querying and analyzing the input, output, and other 
related information of the target model.

A typical example of the first category includes stealing 
model information by leveraging side channels [87][88] or 
system vulnerabilities such as memory attacks, filesystem 
attacks, and privilege escalation. Current academic 
research focuses on leveraging cryptography [89] and 
trusted hardware [90] to construct an efficient, reliable 
execution environment for machine learning models.

The second category is also known as model extraction 
attacks; this paper uses the term model stealing attacks 
for consistency. The following sections summarize model 
stealing attack and defense technologies.

Figure 7 AIaaS model stealing

Stealing attack

Equivalent model

Output

Feedback

Feedback

Model deployed in the cloud

AI as a service (AIaaS) — illustrated in Figure 7 — is a 
typical scenario where model stealing attacks apply. 
Specifically, by querying service APIs and analyzing the 
output information, attackers can construct an equivalent 
model. Model stealing attacks result in the following major 
risks:

• Loss of intellectual property: It consumes a wealth of 
resources to collect training data and train models; 
therefore, model leakage causes significant economic 
losses.

• Opt imized evas ion and backdoor at tacks :  As 
previously discussed, the more attackers know about 
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a model, the higher their success rate will be in 
evasion and backdoor attacks. Therefore, the stolen 
equivalent model helps improve the success rate 
of evasion and backdoor attacks against black-box 
models.

• Training data leakage: Due to the strong correlation 
between models and training data, the equivalent 
model can improve the success rate with which model 
data is stolen. Chapter 6 delves into more details in 
this regard.

5.2 Model Stealing Attack 
Technologies

Typical model stealing attacks include function stealing 
and parameter stealing.

5.2.1 Function Stealing

The goal of model function stealing is to obtain a model 
with equivalent output to that of the target model in a 
given task space. Tramèr et al. [8] proposed a function 
stealing attack method against non-DNN models. This 
method involves first randomly generating a substitute 
model, such as a decision tree model or logistic regression, 
and then querying the target model multiple times to 
obtain the corresponding confidence and further correct 
the substitute model. This method can construct the 
equivalents of linear regression, decision tree, and neural 
network models after thousands of queries.

The func t ion s teal ing at tack a lso threatens deep 
learning models. Krishna et al. [91] found that attackers 
can effectively steal BERT-based NLP models by using 
randomly construc ted quer ies , where the method 
comprises: (1) Obtain a pre-trained BERT model. (2) 
Randomly generate a word sequence and query the victim 
model deployed in the cloud. (3) Retrain or fine-tune the 
pre-trained model with the query data and query result, 
thereby obtaining an equivalent model. This method 
can be used to steal various models, such as reading 
comprehension and consistency judgment models, 
and 70,000 random queries are sufficient to attain an 
equivalent model with 92.8% similarity. Orekondy et al. [92] 
showed that the function stealing attack is also effective 
against deep models trained on ImageNet datasets. 
Meanwhile, some academics found that the success rate 
for function stealing attacks drops significantly in the 
absence of a pre-trained model [93].

5.2.2 Parameter Stealing

As the name indicates, model parameter stealing refers 
to the case where the specific parameter values (such as 
weight) of a model are stolen to construct an equivalent of 
the target model. In this research area, Jagielski et al. [9] 
proved that it is difficult to steal parameters without target 
model information. Carlini et al. [94] proposed a method 
of stealing the ReLU activation function, which can be 
used to steal specific model parameters with almost 100% 
accuracy. Specifically, the ReLU activation function makes 
the neural network a piecewise linear function. By finding 
adjacent linear regions and computing the difference 
between them, attackers can determine the weight vector 
that enters the ReLU unit. They can repeat this step for 
all ReLU units to recover the weight matrix, iterate the 
step to calculate the matrix layer by layer, and ultimately 
reconstruct the equivalent model. This method can be 
used to steal a two-layer neural network with 100,000 
parameters through 221.5 queries, and the error between 
the reconstructed and original models is less than 2-26.4.

5.3 Model Stealing Defense 
Technologies

Currently, empirical defense — constructing defense 
solutions for specific attack methods — is the main way of 
coping with model stealing attacks. Broadly speaking, it 
has three categories.

5.3.1 Model Stealing Detection

The first category is model stealing detection, which 
leverages the unique characteristics of the query inputs in 
model stealing attacks to discriminate malicious queries 
from benign queries. In this research area, Juuti et al. 
[95] found that model stealing attack queries and benign 
queries have different distributions. Specifically, the L2 
distance between model stealing attack queries is smaller. 
Based on this finding, they designed and implemented a 
solution for detecting known model stealing attacks.

Zheng et al. [96] discovered another characteristic of 
queries in model stealing attacks: Queries at model 
decision boundaries usually contain more information. 
Based on whether the model's output could be easily 
changed, they determined whether the current query was 
near the model's decision boundary and thus whether it 
was a malicious query. If so, specific noise is injected into 
the output to increase the difficult of stealing the model.

Kesarwani et al. [97] extracted areas from model outputs 
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and used decision trees to track whether a specific output 
area of a model was covered and the number of covered 
queries, which was then compared with the preset 
threshold for query coverage to determine whether it was 
a model stealing attack.

T h e  s e c o n d  c a t e g o r y  i n v o l v e s  a d d i n g  s p e c i f i c 
perturbations to the output of a model to defend against 
model stealing attacks. Zheng et al. [96] proposed a 
noise injection method that satisfies differential privacy, 
which requires the interference scheme to ensure that 
the attacker cannot distinguish the responses of any two 
sensitive queries and thus ensure that they cannot resolve 
the accurate decision boundary.

Orekondy et al. [98] obfuscated stealing attacks by 
adding reverse poisoning to disrupt the attacker's training 
objective. Reverse poisoning maximizes the angular 
deviation between the original and poisoned gradients.

Other research [92][97] pointed out that compressing 
output confidence can also provide a certain level of 
defense against model stealing attacks. One extreme case 
is when the model outputs only the category of the result 
but completely discards confidence.

5.3.3 Post-Hoc Detection

The third category is post-hoc detection, where model 
watermarking serves as a typical example. Li et al. [99] 
summarized earlier research in this direction and proposed 
three key objectives: fidelity, robustness, and capacity.

Uchida et a l .  [100] proposed a scheme to embed 
watermarks into model weights. The scheme uses a secret 
sparse matrix as the watermark and adds a parameter 
regularizer to the loss function. The regularizer makes 
the distribution of the model parameters with relatively 
large values close to the distribution of the non-zero 
elements in the secret sparse matrix, thereby embedding 
a watermark into the trained model. During detection, the 
model weights are compared with the secret sparse matrix 
to determine whether the model has a watermark. One 
advantage of this method is that it has a relatively small 
impact on model performance, and the watermark can still 
be extracted even after 65% of parameters are pruned.

A d i  e t  a l .  [101]  p ro p o s e d  i m p l e m e n t i n g  m o d e l 
watermarking by embedding model backdoors. First, they 
selected a set of inputs and generated erroneous labels. 
Then, they fine-tuned a trained model and embedded 

a backdoor into the model using the backdoor attack 
methods previously described. Finally, they submitted the 
set of inputs to the model and analyzed the consistency 
between the returned output and generated erroneous 
labels, thereby verifying the model's watermark.

6. Data Stealing Attack and 
Defense Technologies

6.1 Example of Data Stealing Risks

The output of a model is tightly related to its training 
data and input, giving attackers an opportunity to steal 
model training data from the output. Data stealing attacks 
include membership inference attacks and model inversion 
attacks.

In membership inference attacks, attackers can infer the 
training data of a model by analyzing the parameters and 
output of the model. For example, attackers can determine 
whether specific user data belongs to a model's training 
dataset. In the AIaaS scenario shown in Figure 8, attackers 
query AI models through service APIs and analyze the 
model output to determine whether specific data belongs 
to the model's training dataset. Shokri et al. [10] found 
that membership inference attacks can achieve 90% attack 
accuracy against AIaaS, even though they have no access 
to the white-box information of models.

Figure 8 Membership inference attack (example)

Model deployed in the cloud

Training API

Training dataset Target data

Membership inference attack

Feedback

Does it belong to 
the training dataset?

In model inversion attacks, attackers can reconstruct the 
training data and input of a model by analyzing the model 
parameters or output. In Figure 9, the image on the left is 
a facial image in the training dataset. It is reconstructed 
by querying the target model and optimizing the output 
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confidence to a specific objective, and is similar to the 
actual training data (the image on the right). Attackers can 
restore the training dataset of the target model from its 
output, which poses severe threats to data privacy.

Figure 9 Model inversion attack (example) [112]Figure 9 Model inversion attack (example) [112]

6.2 Analysis of Data Stealing Attacks

6.2.1 Membership Inference Attacks

Shokri et al. [10] first proposed the concept of membership 
inference attacks in 2017, when they performed these 
attacks against AIaaS in black-box scenarios. Membership 
interference attacks need shadow models, which are 
assumed to have the same structure and training dataset 
distribution as the target model. Attackers construct 
multiple shadow models to simulate the behavior of the 
target model, and leverage the inputs and outputs of 
the shadow models to train the attack model, which is a 
classification model that can effectively distinguish the 
difference between the confidences of the target model 
on the training dataset and non-training dataset.

Salem et al. [102] optimized the preceding method by 
successfully initiating membership inference attacks using 
shadow models with training datasets and architecture 
that differed significantly from those of the target model.

A lthough these at tacks ([10][102]) have dif ferent 
requirements on the number and training dataset 
distributions of shadow models, they both rely on shadow 
models and attack models, and have two major problems: 
(1) Attackers need a large amount of data to train shadow 
models and attack models, and (2) The similarit ies 
between shadow models and target models significantly 
affect the attack success rate.

Long et al. [103] indirectly implemented a membership 
inference attack by analyzing the posterior distribution 
of perturbed samples. Yeom et al. [104] took a different 
approach to implement membership inference attacks and 
analyze the loss functions of the training dataset and the 
test dataset. Besides black-box membership inference 

attacks that target classification models, there are other 
types of membership inference attacks. For instance, 
membership inference attacks that target GAN models 
[105] or collaborative learning models [106][109], as well as 
white-box membership inference attacks [107][108].

All of these attacks are based on posterior distributions; 
however, it is also worth pointing out that some other 
membership inference attacks are based on prediction 
labels. Case in point is the attacks proposed by that Li et 
al. [110], which rely only on prediction labels. Built on the 
adversarial attack technologies, this method determines 
whether the input data belongs to the training dataset 
according to the difficulty of generating an adversarial 
example for the input data. Choo et al. [111] implemented 
membership inference attacks by analyzing the robustness 
of the target model under adversarial attacks. Experiments 
show that, although those attacks rely only on prediction 
labels, their success rates are still comparable to posterior 
distribution–based membership inference attacks.

6.2.2 Model Inversion Attacks

There are two types of model inversion attacks. The 
first involves inferring the training data distribution and 
reconstructing the training data by analyzing changes 
in model parameters or confidence. In this regard, the 
model inversion attack proposed by Fredrikson et al. [112] 
can reconstruct a facial image in the training dataset by 
using the output confidence vector of the target model 
in white-box setting. As the output space of the model is 
much smaller than the input space, multiple inputs x may 
have the same output F_w (x). As such, the attack focuses 
on leveraging background knowledge to minimize the 
difference between the output vector of the inverse data 
and that of the target data.

The second type involves reconstructing input data 
based on the output or other parameters of a model. For 
example, Yang et al. [11] found that, even in black-box 
scenarios, attackers can infer the input of a model based 
on its output in conjunction with the input distribution. 
This attack uses GAN technologies to train an inversion 
model through black-box queries of the target model. The 
inversion model can inversely infer inputs from the model 
output, which in turn significantly threatens the privacy of 
inputs.

Model invers ion at tacks are not l imited to image 
classification models. For instance, Salem et al. [113] 
implemented model inversion attacks against online 
learning. They also applied the GAN technologies to 
reconstruct the inputs of an online learning model based 
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on the model differences before and after model gradient 
updates. Another example is the model inversion attack 
against collaborative neural networks, as proposed by 
He et al. [114]. The emphasis is that even if one attacker 
exists on a collaborative neural network, the attacker can 
accurately recover an arbitrary input fed into the system, 
even if they have no access to other participants' data.

6.3 Data Stealing Defense 
Technologies

Data stealing defense technologies mainly include training 
optimization and information obfuscation.

6.3.1 Training Optimization

This kind of defense technology hides privacy information 
in a training dataset by introducing randomness during 
the training process. Specifically, it aims to control the 
information provided to the training process by the 
training dataset, and to train a privacy-preserving model. 
The following descriptions cover the representative 
technologies in this field.

Dropout: This method is effective in enhancing the 
generalization capability of models to prevent overfitting, 
which is one of the main reasons behind the effectiveness 
of membership inference attacks. The method drops out a 
certain proportion of neurons during the training process. 
Salem et al. [102] proposed doing this at the input and hidden 
layers to defend against membership inference attacks.

Private aggregation of teacher ensembles (PATE) [115]: 
This method divides one training dataset into multiple 
disjoint datasets to train multiple teacher models for a 
student model. Then, insensitive data is used to aggregate 
the outputs of the teacher models (using the Report Noisy 
Max algorithm) and train a student model. Therefore, 
only one teacher model is affected by data modifications, 
ensuring that the impact on the final student models 
conforms to the definition of differential privacy. Despite 
the provable robustness against membership inference 
attacks, negligible utility loss is hard to achieve with PATE.

Differentially private stochastic gradient descent 
(DP-SGD) [116]: Noise is added to the gradients used in 
SGD and models are iteratively updated with the noisy 
gradients and parameters. Models trained with DP-SGD 
have provable privacy guarantees expressed in terms 
of differential privacy. However, DP-SGD may pose a 
significant loss in classification accuracy for protecting 
large models on high-dimensional data.

Adversarial regularization: Nasr et al. [117] proposed 
using adversarial training to defend against membership 
inference attacks. Af ter the model is trained using 
adversarial training technologies, the model's predictions 
on its training data are indis t inguishable from its 
predictions on other data with the same distribution. The 
model not only maintains the expected performance, but 
also remains robust to black-box membership inference 
attacks.

Generalization gap: Li et al. [118] found that the success 
rate of membership inference attacks is tightly related 
to the generalization gap of models — the difference 
between training accuracy and test accuracy. In light of 
this, they proposed a defense method that narrows the 
generalization gap by matching the training and validation 
accuracies.

6.3.2 Information Obfuscation

Both membership inference attacks and model inversion 
attacks can obtain beneficial information from model 
outputs. To address this issue, another type of defense 
method focuses on obfuscating model outputs to reduce 
the disclosed information.

MemGuard: Jia et al. [119] suggested adding noise 
to the confidence of outputs to mitigate the threat of 
membership inference attacks. Let's assume an attacker 
uses a classifier (an attack model) to determine whether 
the given data is in the training dataset. MemGuard adds 
noise to the confidence of the model output, making 
it impossible for the attacker to initiate membership 
inference attacks.

Prediction purif ication: Yang et al. [120] proposed 
a defense method to reduce the dispersion of the 
target model's confidence vector, achieving prediction 
purif ication. The purif ied conf idence contains less 
information and is therefore more difficult to utilize for 
membership inference attacks or model inversion attacks. 
That said, the drawback of this approach is lower model 
performance.

7. Status Quo of the AI Security & 

Technologies for AI security and privacy protection have 
evolved from scientific technology advances to open-
source enabling tools, gradually building an ecosystem. 
Meanwhile, we have witnessed integrated development 
from the perspective of regulations and standards for 
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security and privacy protection. The following sections 
describe the status quo of technology development, 
regulations, and standards across the industry.

AI giants have mainly led the research and development 
of technologies for AI security and privacy protection, 
ranging from security technology innovations to the 
construction of open-source enabling tools, and from 
system-level risk assessment to platform-level service 
provisioning.

In China, the industry has been focusing on the research 
and development of AI security technologies and the 
construction of enabling tools, while efforts to build an 
ecosystem are still in their infancy. Security enabling tools 

include Huawei MindArmour [121] (based on Huawei's 
open-source framework MindSpore), Baidu Perceptron 
Robustness Benchmark & AdvBox adversarial example 
toolbox [121] (a model robustness benchmark test tool 
open-sourced by Baidu Security Labs), the AI security 
threat & risk matrix [122] jointly compiled by Tencent AI 
Lab and Suzaku Lab, and RealAI's AI security platform 
dubbed "RealSafe."

The European and American industries also emphasize 
breakthroughs in key technologies, open-sourcing of tools, 
and ecosystem construction. Table 1 briefly describes their 
latest progress.

7.2 Regulations and Standards

The development of AI regulations and standards is still 
in the initial stage. As AI security and privacy protection 
technologies are active research topics, current regulations 
and standards focus on evaluation (mainly qualitative 
evaluation) but fail to clearly define quantitative indicators.

ISO and IEEE are two major contributors of international 
standards. Specif ically, the ISO/IEC Joint Technical 
Committee (JTC) established a new standards committee 
on AI, where the third working group — which is focused 
on trusted AI standards — released a series of technical 
reports on the evaluation of neural network robustness, 
requirements for AI system and software quality, and 
more. IEEE released the Ethically Aligned Design, First 
Edition white paper in 2019, which recommends that the 
developers and operators of AI systems should clarify and 
adhere to the knowledge and skills required for secure 
and effective operations. Additionally, in February 2020, 
the IEEE Standard Association founded an AI standards 
committee to promote special ized AI s tandards — 
including security and privacy standards — in various 
industrial domains within IEEE.

As for China, the standards are mainly promoted by the 
government. In July 2017, the State Council issued Next 
Generation Artificial Intelligence Development Plan, which 
plans to formulate AI-related laws & regulations, ethical 
norms, and systematic policies, and develop AI security 
evaluation and control capabilities by 2025. In response, 
standards institutes have gradually begun to kick off 
relevant work.

In Europe, the European Commission serves as the main 
leader of this work, and places human rights protection as 
the starting point of AI strategies. As for North America, 
the U.S. federal government formulated an AI R&D 
strategic plan in 2019 to prioritize the development of 

Company Status Quo

Facebook
Unveiled CrypTen [123], a privacy-
preserving machine learning tool based 
on secure multi-party computation.

Google

Released the model robustness tool 
CleverHans [124] as well as privacy tools 
TensorFlow Privacy and TensorFlow 
Federated.

IBM

Open-sourced IBM Adversarial 
Robustness Toolbox [125], the AI 
fairness tool AIF360 [126], and the AI 
explainability tool AIX360 [3].

Microsoft

Proposed a threat and risk framework 
based on machine learning; open-
sourced the fairness analysis tool 
Fairlearn [127], interpretability tool 
InterpretML [4], differential privacy 
protection tool SmartNoise, and 
homomorphic encryption library SEAL.

Startup 
companies

Cognitive Scale launched the 
Cortex Certifai toolkit to evaluate 
model robustness, fairness, and 
interpretability.

LatticeFlow, a startup company founded 
by Swiss Federal Institute of Technology 
(ETH Zurich), offers customized AI 
security solutions and evaluation 
services.

Table 1 Status quo of AI security and privacy technologies/tools in Europe and 
America
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Regional Regulation/
Standard/Project

Key Content

Personal Information 
Protection Law

In August 2021, China passed its Personal Information Protection Law, which lays out 
relevant principles, requirements, and regulations. It is closely related to AI system data 
protection.

AI Security 
Standardization White 

Paper

In October 2019, China's National Information Security Standardization Technical 
Committee (NISSTC) issued Artificial Intelligence Security Standardization White Paper [1], 
summarizing AI security risks and the progress of industry-centered AI security standards, 
including iris, biometric, and fingerprint recognition.

Practice Guide to 
Cybersecurity Standards 
– Guidelines on the Code 

of Ethics for Artificial 
Intelligence

In January 2021, China's NISSTC issued Practice Guide to Cybersecurity Standards – 
Guidelines on the Code of Ethics for Artificial Intelligence [128], which clearly specifies 
ethical security risks and prevention suggestions for AI, including uncontrollable risks, 
social risks, infringement risks, discrimination risks, and liability risks.

AI Security System 
Framework

China Academy of Information and Communications Technology (CAICT) released the 
special report AI Security System Framework [129] in December 2020, which analyzes the 
AI security risk map and technologies and proposes a security framework to guide the 
industry. It also suggests how to implement security technologies in services, algorithms, 
data, and platforms, and explains three of the key AI security protection practices: 
autonomous driving, intelligent credit risk control, and in-depth forgery application.

General Data Protection 
Regulation (GDPR)

The EU published GDPR on May 4, 2016, and it took effect on May 25, 2018. According to 
GDPR terms, organizations must ensure that personal data is lawfully collected, and during 
data collection and management, they are obligated to protect the personal data against 
misuse and abuse. GDPR implements data privacy protection for EU member states.

Ethics Guidelines for 
Trustworthy Artificial 

Intelligence

The European Commission established a High-Level Expert Group on Artificial Intelligence 
in April 2018 and released Ethics Guidelines for Trustworthy Artificial Intelligence [136] in 
April 2019, which articulates an ethical and technically reliable framework for achieving 
trustworthy AI. Technical reliability encompasses the robustness and reliability of AI 
technologies.

Assessment List for 
Trustworthy Artificial 

Intelligence

The European Commission officially launched Assessment List for Trustworthy Artificial 
Intelligence [130] in 2020, which qualitatively assesses the trustworthiness requirements 
that AI systems and applications should meet and provides an online assessment tool for 
EU member states.

Proposal for a Regulation 
on a European Approach 
for Artificial Intelligence

The European Commission released Proposal for a Regulation on a European Approach 
for Artificial Intelligence [131] in 2021, categorizing AI applications as prohibited, high-
risk, and others. For high-risk AI applications, it lists specific requirements on accuracy, 
robustness, and security.

SAI Problem Statement 
Report, Mitigation 
Strategy Report

The European Telecommunications Standards Institute (ETSI) established an Industry 
Specification Group on Securing Artificial Intelligence (ISG SAI) and released SAI Problem 
Statement Report and Mitigation Strategy Report [132] in 2021. In addition, work on topics 
such as security testing technologies and data supply chain security is also in progress.

AI Cloud Service 
Compliance Criteria 

Catalogue (AIC4)

Germany's Federal Office for Information Security (BSI) released AI Cloud Service 
Compliance Criteria Catalogue (AIC4) [133] in 2021, which stipulates security and privacy 
specifications for AI cloud applications. It standardizes the compliance of AI cloud services 
from development to operations in an auditable manner, including security & robustness, 
performance & functionality, reliability, data quality, data management, explainability, and 
bias & fairness.

Table 2
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AI technologies and emphasize full-lifecycle AI security, 
focusing on the verif iable robustness of adversarial 
attacks as well as the interpretability and transparency 
of AI systems. Table 2 provides an overview of the key 
regulations and standards in these regions.

8. AI Security and Privacy Defense 
System and Challenges

The security and privacy of AI models have received 
extensive attention from both academia and industry 
in recent years. Currently, this field is still in the initial 
research stage, where we still need to manage numerous 

challenges. This chapter proposes a technological system 
for AI security and privacy defense from the perspective 
of the AI lifecycle, which consists of five phases: problem 
definition, data preparation, model training, model testing, 
and system deployment. As shown in Figure 10, the 
defense technology system consists of four parts: threat 
analysis, model evaluation, threat detection, and security 
& privacy enhancement. In the problem definition phase, 
threat analysis is implemented to establish appropriate 
threat models. In the data preparation phase, key threat 
detection technologies are used to detect and cleanse 
malicious data. In the model training phase, key security 
& pr ivacy enhancement technologies enhance the 
robustness, security, and privacy protection capabilities 
of models. Then, in the model testing phase, models are 

California Consumer 
Privacy Act

The California government enacted California Consumer Privacy Act [134] in 2018, which 
imposes various privacy protection obligations on businesses, such as information 
disclosure, consumer rights, and opt-out rights.

Personal Information 
Protection and Electronic 

Documents Act

In 2000, Canada issued a federal privacy law for private sector organizations — Personal 
Information Protection and Electronic Documents Act [135] — to balance the privacy 
protection and legitimate use of personal information in society.

AI security programs by 
Intelligence Advanced 

Research Projects 
Activity (IARPA) in the 

U.S.

In October 2018, IARPA initiated two AI security programs: "Secure, Assured, Intelligent 
Learning Systems (SAILS)" and "Trojans in Artificial Intelligence (TrojAI)."

"AI Next" and AI 
robustness campaigns 
by Defense Advanced 

Research Projects 
Agency (DARPA) in the 

U.S.

In September 2018, DARPA announced its investment in the "AI Next" campaign to 
promote highly robust AI and adversarial AI. In February 2019, it started the AI robustness 
campaign "Guaranteeing AI Robustness against Deception."

Figure 10 AI security and privacy defense technology system
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analyzed and tested by key model evaluation technologies 
to ensure they meet security and privacy requirements. 
The system deployment phase leverages key threat 
detection technologies to identify malicious access and 
key security and privacy enhancement technologies, 
thereby protecting AI systems online.

8.1 Model Evaluation

The aim of model evaluation is to construct a system 
that evaluates the security and privacy of AI systems. Put 
differently, scores are given for model security, robustness, 
and privacy through experimental analysis. The evaluation 
typically includes empirical model testing [13][16] and 
theory-based model verification [43][44][51]. Empirical 
model testing is usually conducted directly or indirectly 
through observation or experiments, with the goal of 
analyzing how various models perform under attack 
threats, and summarizing rules. On the other hand, theory-
based model verification refers to a formal evaluation of 
various model properties, such as robustness (adversarial 
robustness and poisoning robustness), privacy, and 
information memory capability, through theoretical 
analysis. Model testing and model verification complement 
each other in evaluating security and privacy capabilities 
in specific scenarios.

8.2 Threat Detection

This part involves proactively detecting the threats 
generated by various attacks throughout the AI lifecycle 
and then effectively filtering and defending against them, 
thereby preventing damage to AI systems. The threat 
detection technologies include adversarial example 
detection [28-30], backdoor detection [78], and stealing 
detection [96][97]. Typical uses include detecting hidden 
backdoors in trained models, detecting adversarial 
examples in inputs, detecting poisoning samples in 
training data, and checking whether an input is a privacy 
attack query. With the help of experimental analysis, the 
technologies determine the differences between normal 
samples and adversarial, trigger, and poisoning samples 
to distinguish and detect target samples. Most detection 
technologies involve three core steps: (1) key feature 
representation: discover and represent key features in the 
abstract; (2) detection indicator selection: design effective 
detection indicators and models; (3) experimental result 
verification: verify the results of detection.

8.3 Security & Privacy Enhancement

Compared to threat detection, which involves externally 
detecting various attacks and improving the defense 
capabilities of AI systems, enhancement technologies 
help the systems improve internal anti-attack capabilities. 
Like model evaluation, enhancement technologies are 
also divided into empirical defense [36][37]][81] and 
theory-based defense [58][59]. In terms of security, 
empirical defense technologies increase the robustness 
of models against adversarial attacks through empirical, 
experimental analysis, and these technologies are known 
as robust optimization technologies [36][37]. Other 
technologies, such as gradient hiding [17] and unlearning 
[81], provide defense mechanisms against specific attack 
methods. Theory-based defense technologies employ 
research theories to ensure the security robustness of 
models. One example is verifiable robustness enhancement 
methods [58][59] ,  which means adding ver i f iable 
robustness boundaries to empirical methods. Another 
example is dynamic verification and repair technologies, 
which leverage all possible means to prevent models 
from violating the robustness boundary requirements at 
runtime. In terms of privacy, empirical technologies analyze 
the characteristics of privacy attacks and then enhance 
the corresponding protection capabilities of models, for 
example, by reducing the memory of individual training 
data [117] or adding noise to interfere with attackers' 
attempts to obtain model information [119]. Theory-based 
defense technologies aim to construct verifiable privacy 
protection models, such as models with differential privacy 
features [115]. This research is centered on minimizing the 
impact on model accuracy while also preserving model 
privacy.

8.4 Technological Challenges

The following are the major challenges in the research of 
key technologies concerning model security and privacy:

Support for multiple applications: In practice, the 
security and privacy technology system should embrace 
as many AI applications as possible. As AI algorithms 
and models vary with applications, the system needs 
to provide inclusive evaluation methods, enhancement 
technologies, and engineering tools that adequately serve 
different types of models. On top of that, it should exhibit 
a certain degree of versatility and scalability.

Higher adaptability: Most model enhancement [36][37] 
and threat detection [30] technologies in existing research 
are based on the concept of attack-defense confrontation, 
meaning a defense enhancement solution is proposed for 
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a specific attack. An evident drawback of this approach is 
the difficulty in coping with constantly changing threats, 
and as such, we need to design a dynamic, self-adaptive 
security detection and enhancement mechanism to cope 
with new, unknown attacks.

High e f f ic ienc y :  A I  app l i c at ions have s t r ingent 
per formance requirements, such as response time, 
accuracy, and throughput. These requirements are 
crucial to addressing security and privacy issues with 
minimal impact on performance. Given the fact that 
most technologies cannot offer satisfactory efficiency or 
latency, efficient security detection technologies are still a 
challenging aspect.

Being systematic: At the solution level, we urgently need 
to coordinate the deployment of security and privacy 
technologies throughout the entire process. Most of 
today's evaluation work focuses on model robustness 
and accuracy, but lacks a comprehensive risk assessment 
mechanism. Threat analysis involves qualitatively analyzing 
the security and privacy risks in AI application systems, 
whereas evaluation technologies usually quantitatively 
analyze the fulfillment of deterministic indicators. Given 
this, real-world systems should combine both to fully plan 
technological applications and integrate AI systems, which 
will lead to the creation of perfect threat analysis models 
and evaluation systems.

9. Conclusion

The prevalence of AI technologies in various industries is 
accompanied by increasing interest in AI model security 
and privacy across both academia and industry. In recent 
years, remarkable achievements have been made in this 
field (including academic research, industrial prototype 
frameworks, standards, and regulations); however, 
research on AI model security and privacy is still in 
the initial stages and facing a wide range of scientific 
difficulties. To safeguard the security of AI applications, 
we need to scientifically classify and analyze the existing 
research, while also identifying and determining future 
research directions. This paper discusses the four technical 
directions of AI model attacks, and then analyzes the 
representative work in each direction from both attack and 
defense perspectives. After summarizing the status quo 
of the industry, standards, and regulations, it proposes 
a technological system for AI security and privacy 
protection, aiming to systematically build an AI security 
base and further advance research in this field.
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Abstract

physical limits as well as the von Neumann architecture bottleneck. Even though tremendous efforts have been directed 
toward improving logic scaling performance, power, and area (PPA), including device architecture innovations, extreme 
ultraviolet lithography (EUV) introduction, and design technology co-optimization (DTCO), performance/power gain 

bandwidth — known as the memory wall — limits the performance of high performance computing (HPC). This paper 

ubiquitous computing in terms of ever increasing chip performance over the next two decades. Some examples of the 

compatible logic devices for function scaling, and 2D/CNT channel materials for logic and memory applications.

Keywords
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1. Introduction 

Semiconductor technology has been a major driving 
force behind economic growth for more than 50 years. 
Over the past 55 years, Moore's Law [1] has guided the 
semiconductor industry to establish a long-term roadmap 
for technology advancement following a two-yearly 
cycle. This has enabled several major digital revolutions 
such as mainframe computing, personal computing, 
and mobile computing, with each revolution giving 
rise to technological and social changes, productivity 
improvement, and economic growth.

The history of transistor scaling can be divided into 
two distinct periods. In the golden era of Moore's Law 
from 1965 to 2000, the semiconductor industry followed 
Dennard Scal ing Theor y [2] with s imple transis tor 
geometry scaling, managing to deliver faster speed, lower 
power, and smaller area scaling benefits for each new 
generation of transistor technology. Since each generation 
of chips provided better per formance with greater 
power efficiency and lower cost per function over its 
predecessors, newer generations of chips were in strong 
demand, making the semiconductor industry a powerful 
engine of economic growth. Transistor scaling started to 
deviate from Dennard Scaling Theory in 2002 when the 
90 nm node was introduced. At this time, new materials 
were required in addition to geometry scaling in order to 
maintain the PPA scaling benefits. Over the past 20 years, 
however, additional materials, transistor architectures 
innovations, and DTCO have been required to extend 
Moore's Law, but this has achieved diminishing PPA 
scaling benefits. When the 5 nm logic technology node 

was introduced, the cost per transistor started to reverse 
the historical trend. For high performance computing, 
insufficient memory bandwidth — known as the memory 
wall — imposes limits on system performance. This indi-
cates that the von Neumann computing architecture is 
facing a bottleneck.

To embrace the next wave of digital revolution (i.e., 
ubiquitous computing) in the post Moore's Law era, a 
redesigned roadmap that increases the system-level PPA 
and function scaling benefits is required for semiconductor 
technology advancement.

2. Golden Era of Moore's Law

Moore's Law was proposed by Intel co-founder Gor-
don Moore, who described the trend of increasing 

Figure 1

Figure 2  Journey of HiSilicon's Kirin mobile SoC series
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semiconductor components over time in his 1965 pa-
per. In his paper, Moore observed that the number of 
components in integrated circuits had doubled every 
year from the invention of the integrated circuit in 1958 
until 1965, and predicted that the trend would continue 
for at least another decade. Moore revised the predicted 
doubling to 'every two years' in 1975. Moore's Law has 
proven to be accurate for more than 55 years, and guided 
the semiconductor industry to develop a new transistor 
technology node every two years.

Moore's Law did not give any guideline for semiconductor 
industry to migrate from one generation technology to 
another. In 1974, Robert Dennard proposed a transistor 
scaling theory, known as the Dennard Scaling Theory. This 
theory states that, as the number of transistors on a chip 
increases, the power density must remain the same. 

In accordance with Dennard Scal ing Theor y, each 
subsequent generation of transistor has achieved 40% 
faster speed, 50% lower power, and 50% smaller area 
scaling benefits over its predecessors. The success of 
HiSilicon's Kirin mobile SoC series development, as shown 
in Figure 2, is an excellent evidence of the power of 
Moore's Law.

3. Post Dennard Scaling

3.1 Deviation from Dennard Scaling 

Intel published a paper at the International Electron Device 
Meeting (IEDM) in 2002 [3] on a 90 nm logic technology 
that introduced high levels of strain for signif icant 
mobility enhancement using SiGe. The compressive stress 
generated by SiGe S/D stressor enhanced the hole mobility 
of pFET, as shown in Figure 3. This was the first time that 
semiconductor device scaling had to rely on an external 
knob to improve performance — specifically, it was the 

first time that such scaling deviated from the Dennard 
Scaling Theory. 

Complete deviation from Dennard Scaling Theory took 
place at the 65 nm node, at which point, logic gate 
dielectric thickness scaling halted due to the quantum 
tunneling effect. Intel's 65 nm transistors had to use a 
gate dielectric with an equivalent SiO2 thickness of 1.2 nm, 
which was the same as that of the 90 nm node.  

3.2 Introduction of High-K/Metal 
Gate Process

In order to continue transistor scaling and extend Moore's 
Law, Intel introduced the High-K/Metal Gate process at 
the 45 nm node [4] and brought 45 nm technology into 
mass production in the second half of 2007. Rather than 
reducing the thickness, gate capacitance scaling was 
realized through increasing gate dielectric constant, as 
shown in Figure 4. Gordon Moore commented: "This is 
the biggest change in transistor technology in 40 years." 
The rest of the industry followed Intel's lead to introduce 
High-K/Metal Gate process at 28 nm technology.

4. Transistor Architecture 
Innovations

The classic metal–oxide–semiconductor f ield-effect 
transistor (MOSFET) was a planar device and worked 
well for more than half a century. However, switching 
off a planar transistor became difficult when the logic 
technology was scaled down to 22 nm node, resulting in 
a significant leakage current. Such leakage is associated 
with so-called short channel effects.

The f irst nonplanar transistor architecture — called 
depleted lean channel transistor (DELTA) — was revealed 

Figure 3  SiGe S/D stressor enhances the hole mobility of pFET [3]
Figure 4  High-K/Metal Gate structure. The dielectric constant of HfO2 is about 16, 

whereas that of SiO2 is 3.9
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at IEDM 1989 [5] by Digh Hisamoto of Hitachi Ltd. It 
demonstrated superior device characteristics, such as 
reduced short channel effects, minimized subthreshold 
swing, and high transconductance. A schematic cross-
section of DELTA is shown in Figure 5.

Hisamoto and his UC Berkeley colleagues, led by Prof. 
Chenming Hu, published another nonplanar transistor 
paper at IEDM 2000 [6]. This self-aligned double-gate 
MOSFET, with a gate length of 17 nm, was named fin field-
effect transistor (FinFET). The FinFET structure, as shown 
in Figure 6, used an "S/D first, gate last" process flow that 
was compatible with the thermal budget requirements 
of the High-K/Metal Gate process. The birth of FinFET 
inspired the industry to continue transistor scaling beyond 
the 20 nm node.  

4.2 Production of FinFET

The 22 nm node is an inflection point in transistor scaling 
technology. On May 2, 2011, Intel announced that the 22 
nm process based on Tri-Gate (FinFET) [7] would be mass-
produced in the second half of 2011. FinFET, with better 
gate control, was required to address the short channel 
effects that affected transistors beyond the 22 nm node.

Samsung and TSMC also started to produce FinFET 
technology a few years later for their respective 14 nm and 
16 nm technologies. In the race to advance CMOS logic 
technology, TSMC took the lead by becoming the first to 
produce its 6th generation 5 nm FinFET technology in 2019 
[8]. Kirin 9000 was the first mobile SoC chip manufactured  

Figure 5

Figure 6  FinFET layout and schematic cross-sectional structures [6]

Figure 7  Intel's 22 nm FinFET transistor structures [7]
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using TSMC's 5 nm FinFET technology with high mobility 
channel. 

4.3 Gate-All-Around FET – The 
Ultimate Transistor 

Another inflection point will be 3 nm technology. While 
TSMC will continue using FinFET as its device of choice for 
3 nm technology, Samsung has decided to adopt Gate-
All-Around Multi-Bridge Channel FET (GAA MBCFET) — 
commonly known as Gate-All-Around Nanosheet (GAA NS) 
FET. Samsung, which published a 3 nm GAA MBCFET paper 
at IEDM 2018 [9], elected to go that route due to marginal 
short channel control at the 3 nm node, even for FinFET 
devices. GAA FET is the ultimate transistor architecture 
with the best gate control for Si CMOS devices.

5. PPA and Cost

5.1 PPA Scaling Index 

In the golden era of Moore's Law, each successive 
generation of transistors delivered 40% faster speed, 
50% lower power, and 50% smaller area scaling benefits 
over its predecessors. If we define a PPA Scaling Index as 
Performance Scaling Ratio / (Power + Area) Scaling Ratio, 
the ideal PPA Scaling Index is 1.4.

When transistor scaling starts to deviate from Dennard 
Scaling Theory, the PPA scaling benefits gradually reduce, 
reflecting a drop in the PPA Scaling Index, as indicated in 
Figure 9. 

Figure 9

Figure 10
gate cost reverses the historic trend

Figure 8  Samsung's 3 nm multi-bridge channel FET structure [9]
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5.2 Reversed Trend of Cost per 
Transistor

Moore's Law envisions the number of transistors per chip 
will double every two years while the cost per transistor 
will decrease. Although this has historically held true up 
to 7 nm FinFET technology, the cost per transistor trend 
reversed at the 5 nm node. At the 3 nm node, the cost per 
transistor is expected to continue to increase. Figure 10 
plots the cost per transistor trend from 16 nm to 3 nm, 
indicating that Moore's Law has finally come to an end at 
the 5 nm node for logic technology. This is because it is 
necessary to add new materials or patterning techniques 
to the transistor manufacturing process in order to extend 
Moore's Law and achieve improvements in the post 
Dennard Scaling era, inevitably increasing the cost per 
transistor.

6. Post Moore's Law Technology 
Trend 

As the gap between CPU and memory speeds widens, 
memory hierarchy has become the primary factor limiting 
system performance. The industry is facing both physical 
limits in transistor scaling and bottlenecks in memory 
bandwidth, as shown in Figure 11. Near-memory and in-
memory computing have been proposed to bring the 
memory closer to the computing units in an attempt to 
speed up the system. The key to memory-centric chip 
technologies successfully overcoming memory bandwidth 

bott lenecks is to develop a high density and high 
performance on-chip memory. 

As scaling of traditional memories such as SRAM and 
DR AM is increasingly constrained by fundamental 
technology limits, several emerging memory device 
technologies have drawn tremendous academic and 
industry attention. Such technologies include phase-
change RAM (PCRAM), magnetoresistive RAM (MRAM), 
resistive RAM (RRAM), ferroelectric RAM (FeRAM), and 
oxide semiconductor (OS) base 2T0C DRAM Gain Cell. For 
computing memory applications, however, only MRAM, 
FeRAM, and OS 2T DRAM Gain Cell potentially meet 
endurance, speed, and power requirements.

Spin Orbit Torque MRAM (SOT-MRAM), shown in Figure 12,  
offers very high endurance, high speed, and low power. 
Potential applications of SOT-MRAM include high-speed 
L2 cache and in-memory computing.

Figure 11

Figure 12 Schematic of SOT-MRAM cell. Note that the SOT-MRAM write process can 
be assisted by spin-transfer-torque (STT) write 
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With the discovery of ferroelectricity in doped hafnium 
oxide (HfO2) in 2011 [10], it is possible to scale down 
ferroelectric memory cells in both transistor (FeFET) 
and capacitor (FeRAM) configurations and co-integrate 
ferroelectric memory cells with Si CMOS, as shown in 
Figure 13. For the 1T FeFET memory cell, endurance is 
generally lower than 108 cycles, and its adoption is limited. 
For the 1T-1C FeRAM memory cell, however, endurance 
has been demonstrated as being higher than 1012 cycles. 
As such, it might be suitable for on-chip high-density 
cache applications or as a higher density, lower cost 
alternative to DRAM. 

Ox ide semiconduc tor (OS) 2T0C DR AM Gain Ce l l 
has SRAM-like read and write speeds and unlimited 
endurance. Furthermore, it is compatible with the CMOS 
BEOL process. A 3D DRAM BEOL memory cell array has 
been proposed at IEDM 2020 [11].

The focus of improving transistors has shif ted from 
increasing speed and reducing area to reducing power. 
The most effective way to reduce power is to lower the 
operating voltage. Due to Boltzmann distribution [12] of 

 Figure 14  A graphene Dirac source (DS) with a much narrower electron density distribution around the Fermi level compared with conventional 
FETs can lower the subthreshold swing [15]

Figure 13  Schematic of FeFET and FeRAM cells
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high electron energy tail, the minimum subthreshold swing 
of a conventional MOSFET device is 60 mV/dec at room 
temperature. In order to reduce subthreshold current, the 
threshold voltage of MOSFET is typically set between 100 
– 300 mV. Therefore, the minimum operating voltage of 
an integrated circuit is set at 0.7 V to achieve a reasonable 
circuit speed.

Two steep slope devices, including the tunneling FET 
(TFET) [13] and negative capacitance FET (NC-FET) [14], 
were explored to break the switching limit of conventional 
FETs. However, such efforts have been abandoned due 
to too small on-state current for TFET and the concept of 
negative capacitance for NC-FET proving to be incorrect.

Research by Prof. Lian-Mao Peng's group at Peking 
University experimentally [15] and theoretically [16] 
demonstrated sub-60 mV/dec switching by injecting Dirac 
electrons from graphene. Such Dirac source FETs (DS-

FET), with ballistic carbon nanotube (CNT) as the channel 
material, have an average subthreshold swing (SS) of 40 
mV/dec at room temperature, as well as the comparable 
on-state current at the Vdd of 0.5 V as that of FinFET at 
the Vdd of 0.7 V. The steep switching of DS-FETs is due to 
modulation of the source density of states (DOS) together 
with the subsequent ballistic transport of injected carriers. 
If the source DOS modulation could be realized on Si 
MOSFETs, it would open up the possibility of achieving a 
low-power "Cold Source FET" logic technology platform.

Oxide semiconductor is an ideal logic device used as 
an on-chip emerging memory driver. Because an oxide 
semiconductor thin film transistor is typically grown using 
the ALD technique, it can be conveniently co-integrated 
with ver t ical ly s tacked emerging memory devices . 
However, given that the oxide semiconductor is generally 
N-type, the conventional NFET inverter could not reach full 
swing output. In contrast, 5T Bootstrapping inverter [17] 
could realize full swing output with low leakage current. 
Results from simulating initial 15 level 5T Bootstrapping 
NFET inverter chains show that full swing output at 400 
MHz could be reached, and GHz speeds should also be 
achievable.

Extensive studies have been conducted on 2D sem-
iconductor materials due to their high carrier mobility and 
excellent short channel performance, as shown in Figure 
16. The main challenge associated with 2D materials is 
how to make the wafer-scale device quality 2D channel 
materials before their prime time, and the industry does 
not know when they could see a light at the end of the 
tunnel.

Breakthrough in CNT purification was reported from Prof. 
Lian-Mao Peng's group at Peking University in 2020. They 

Figure 15

Figure 16  Mobility of 2D materials and carbon nanotube
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developed a multiple dispersion and sorting process that 
resulted in extremely high semiconducting purity and a 
dimension-limited self-alignment procedure for preparing 
well-aligned CNT arrays (within alignment of 9 degrees) 
with a tunable density of 100 to 200 CNTs per micrometer 
on a 10-centimeter silicon wafer [18]. This brings a hope 
that CNT might be able to be co-integrated with Si CMOS 
ahead of the adoption of 2D materials.     
 

7. Conclusion

Although conventional dimension scaling, along with 
materials/transistor architecture innovations and DTCO, 
has adhered to Moore's Law for over 55 years, the scaling 
benefits have started to diminish. In order to sustain 
growth of the semiconductor industry, innovations in 
numerous concepts — Monolithic 3D, Emerging Memory, 
Near Memory Computing, System-Technology-Co-
Optimization, and New Channel Materials, to name just a 
few — will be required to meet demands from ubiquitous 
computing over the next two decades.
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Abstract

Deep neural networks (DNNs) have been successfully applied to various applications, including image processing, speech 
semantics, and recommendation systems. From the deployment scope and form perspectives, these applications range 
from large-scale services in data centers to small IoT devices. To improve the efficiency of processing DNN models, 
dedicated hardware accelerators are required in all these scenarios. Theoretically, each application has an optimized 
acceleration architecture; however, considering the cost of designing chips and developing the corresponding tool chain, 
researchers need to trade off between efficiency and generality. This paper overviews the characteristics of typical 
applications while also taking deployment scenarios into account, ultimately analyzing the calculation model. We create 
a unified architecture — Ascend — that drives AI deployment. We also provide detailed designs that explain how the 
success of Ascend relies on contributions from different levels. First, heterogeneous computing units are employed to 
support various DNN models, and the datapath is adapted according to the computing and data access requirements. 
Second, when scaling the Ascend architecture from a single core to a cluster containing thousands of cores, the design 
involves memory hierarchy and system-level integration. The last critical piece is a multi-tier compiler that provides 
flexible programming level choices for developers. Experiments show that AI processors based on the Ascend architecture 
outperforms existing solutions in different applications. On top of that, various chips based on this architecture have been 
successfully commercialized, with over 100 million utilized in real products.
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1. AI Applications and Calculation

By examining popular AI applications, including image 
processing, natural language processing (NLP), and 
recommendation systems, with various granularities and 
deployment forms (which affect the batch size and system 
preferences), this section tries to conclude that matrix 
multiplication is the central operation in AI algorithms.

1.1 AI Applications

Since AlexNet famously won the ImageNet challenge in 
2012, neural networks re-emerged at the forefront of 
intellectualization in academic research and the Fourth 
Industrial Revolution, and has continued to flourish. After 
more than nine years of research and improvements, DNNs 
have penetrated into every aspect of our lives. 

Industry deployment perspective:

• Machine learning: Image recognition enables machines 
to effectively observe the world, making it possible for 
robotics to transition from automation to intelligence.

• Human-computer interaction: Two-level translation 
and comprehension has been achieved for speech and 
semantic recognition, solving the most difficult tasks in 
human-computer interaction and realizing non-contact 
translation of human commands.

• Social benefits: The recommendation system efficiently 
allocates limited resources to where they are most 
needed, and prov ides ef f ic ient references and 
suggestions for people.

1.1.1 Image Processing

Before DNNs gained traction, image/video processing 
has already become one of the most popular fields of 
machine learning. However, interpretable computer vision 
(CV) enabled by traditional CV algorithms and the expert 
system cannot deliver sufficient recognition results, which 
limits its applicability.

With the introduction of AI (or more specifically, DNNs), 
image processing went through a gradual extraction 
process from the pixel level to shallow features and 
massive deep features, representing a shift from local to 
global feature representations. In addition, the feature 
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extraction methods can be acquired during the automated 
training process of neural networks. 

Visual network development perspective:

• AlexNet (proposed in 2012) consists of CNN and 
fully connected (FC) layers, in addition to layer-
wise normalization, activation, and dropout layers. It 
represents the first time a DNN was used to solve CV 
problems.

• VGGNet (proposed in 2014) features more layers than 
AlexNet. It wisely introduces pooling layers to gradually 
reduce redundancy.

• ResNet (proposed in 2015) added residual connections 
and batch normalization layers, and makes deep 
networks easier to train.

The preceding three networks laid the foundation for 
DNN-based image processing. The basic operation 
elements on these networks include matrix-based CNN 

and FC layers; vector-based normalization, activation, and 
Softmax layers; and some element-wise operations.

The growing number of application segments and the 
simultaneous increase in special-purpose algorithms have 
expanded the application scope of visual networks:

• Lighter networks like SqueezeNet and MobileNet with 
reduced connections;

• Region Proposal Networks (RPNs) dedicated for object 
detection and segmentation;

• Encoder-decoder architectures — represented by U-Net 
— for high-dimensional image-to-image processing, 
as well as the generation of numerous samples under 
specific conditions when combined with Generative 
Adversarial Networks (GANs).

These networks are extensions of CNNs with small 
modif ications to the computational operations, for 
example, the introduction of layer-wise operations or 

Figure 1 ResNet-50 architecture [30]
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application of spatial strides to convolution kernels for 
creating feature maps.

1.1.2 NLP

As the interface for human-computer interactions, the 
machine needs to understand human languages. This is 
currently divided into two stages: speech recognition and 
semantic recognition. The former is easy to implement 
through traditional feature engineering or light neural 
networks. On the other hand, the latter involves a 
high level of diff iculty in extracting information and 
associating words. This can be solved by using RNNs 
(composed of LSTM units) or the more advanced 
attention mechanism. In LSTM units, both historical 
and sequential information is generated by taking the 
information of the previous and next moments as the 
input of the current moment.

The attention-based Transformer layer is now the most 
effective technique for speech semantic processing. 
The input sequence is encoded to create a Query matrix 
(vector representation of a word), a Key matrix (used to 
describe word association), and a Value matrix (weight of a 
word in the sentence). Based on these three matrices, the 
output sequence can be calculated. Figure 2 shows a basic 
Transformer layer.

The Transformer layer is also the most computationally 
demanding layer among all network layers, as shown 
in  F igure 3 .  For  example ,  B id i re c t iona l  Encoder 
Representations from Transformers (BERT)-Large consists 
of an Embedding layer (Figure 4) that produces the 

Figure 2 Transformer layer [43]

Figure 3 BERT-Large architecture [43]
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Figure 4 BERT-Large Embedding layer [43]

Figure 5
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token embeddings and position embeddings, a stack of 
Transformer layers, and a Loss layer that determines the 
prediction accuracy.

1.1.3 Recommendation System

Recommendation systems are most heavily used by 
Internet giants in in-house solutions.

Facebook 's Udit Gupta,  Hs ien-Hs in S .  Lee et a l  . 
summarized the latest architec ture of DNN-based 
recommended systems as Figure 5. 

• Dense features are proces sed by a mul t i layer 
perceptron (MLP) layer (that is, a number of FC layers) 
to extract deep features.

• Sparse features represent categorical inputs. The 
embedding tables are searched for corresponding 
vectors, which are calculated for deep information or 
associations. The typical feature extraction operations 
include DNN, RNN, attention, concatenation, and sum.

• The outputs of the dense and sparse features are 
concatenated or summed before being processed by 
subsequent predictor-DNN stacks (consisting of FC and 
Softmax layers).

These types of recommendation networks usually involve 
embedding query, FC, concatenation, ReLU, sum, RNN, 
Softmax, and other operations.

1.2 AI Deployment

AI deployment is generally looked at from two dimensions: 
AI training and AI Inference, and cloud AI and edge AI.

• AI training: Most of the networks are deployed offline, 
except those requir ing continuous learning l ike 
reinforcement learning. Due to high requirements for 
computing power, AI training is mostly based on the 
cloud (including public cloud, private servers, and multi-
card PCs).

• AI Inference: Numerous Internet application services 
(such as recommendation systems and semantic 
recognition) are deployed on the cloud due to high 
throughput or large network requirements. CV-based 
decisions (in fields such as autonomous driving and 
phone photography) are often performed on the edge 
due to real-time requirements.

1.2.1 Cloud Training

Cloud training is completed based on the abundant 
computing capability on the cloud and powerful inter-
machine interconnections to quickly train neural networks 
with high figures of merit (FOMs).

Tasks of this type are performed for multiple epochs 
of training based on a large amount of data, with 
performance metrics showing an emphasis on throughput. 
In addition, due to the requirement for statistic properties, 
most of this type of tasks can run in larger batches. On top 
of that, the intermediate activations calculated in forward 
passes need to be reused in gradient descent during 
backward passes, which requires the main memory to have 
large capacity and high bandwidth.

1.2.2 Cloud Inference

We often run cloud inference to meet the high-concurrency 
inference requirements (for example, recommendation 
networks) or applications that involve large networks (for 
example, NLP). The accuracy is directly related to business 
benefits as it determines user experience — for example, 
the effectiveness of recommendation networks directly 
affects platform sales. Cloud inference is also sensitive 
to deployment costs. Specifically, the main concern is the 
implementation of real-time, high-throughput services at 
a lower cost.

In this regard, different batch sizes can be used during 
peak and of f-peak times to meet real-time service 
requirements — specifically, latency must be controlled 
within a certain range (usually several to dozens of 
milliseconds). The peak time is more demanding for 
computing power with larger batches.

It is worth noting that the intermediate activations 
calculated during the inference time are usually stored in 
the last-level cache (LLC) instead of the main memory.

1.2.3 Edge Inference

Edge inferences are classified into two types: those on 
critical paths and those triggered by scenarios (mostly on 
the terminal/IoT side). Autonomous driving is an example 
of the former, and mobile inference is an example of the 
latter.
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1.2.3.1 Autonomous Driving

Auto-driving SoCs are mostly powered by on-board 
batteries since these units consume considerably less 
power than the power system. The auto-driving SoC 
analyzes the raw data of multiple sensors around the 
vehicle (typically include visual 2D sensors and 3D sensors 
such as radars and lidars) for information necessary for the 
vehicle to run automatically.

Data captured by visual 2D sensors is mostly processed 
by using DNNs to obtain information such as recognition, 
tracking, and segmentation of the visible world. In most 
cases, batch size 1 is used.

Information captured by 3D sensors can be processed 
based on the 2D segmentation result, or by extracting 
obstacle features through clustering, or obtaining the 
vehicle's spatial position through a high-precision map, 
and so on. This paper does not delve into the specific 
details as the process is still an open question.

In addition, the 2D to 2D NN-based image signal processor 
(ISP) is ideal for preprocessing image signals in autonomous 
driving. CNNs similar to the U-Net architecture are 
used as the backbone of the network, and the loss of 
a stack of identification and segmentation networks is 
used to perform system-level gradient descent. This 
can, according to experiments, significantly improve the 
perception capability of autonomous driving systems.

1.2.3.2 Mobile AI

As mobile batteries have limited power capacity, the mobile 
side is suitable for performing short-term continuous 
recognition or long-term intermittent monitoring.

• Short-term continuous recognition: For example, 
typical DNNs (consisting of CNN and FC layers) 
are used for photo recognition, whereas 3D CNNs 
are used to recognize actions. To ensure real-time 
performance, the batch size is usually set to 1.

• Long-term intermittent monitoring (relying on user 
authentication on demand): For example, a variety of 
phones are now using identity recognition to unlock 
the screen. This is enabled by a lightweight DNN that 
periodically pre-recognizes data captured by the 
visual sensor.

In addition, to improve the imaging during camera use, 
part of the preprocessing pipe can be implemented by 
using an encoder-decoder NN. Practices prove that AI-
based ISP processing such as AI-demosaic and AI-denoise 
can make images more pleasing to the human eye. Note 
that the basic operations are still CNN.

In conclusion, the major concern of mobile AI is power 
consumption when small batches are used.

1.3 AI Calculation Types

This section analyzes three typical AI inference applications 
(image processing, NLP, and recommendation systems) 
in detail, summarizes the systematically differentiated 
computational requirements of AI training, and discusses 
the possible impact of sparsity on computation and the 
corresponding tradeoffs.

1.3.1 Image Processing Inference

1.3.1.1 Autonomous Driving

According to the preceding analysis, image processing in 
autonomous driving is implemented by using both CNN 
and FC layers with batch size 1.

• CNN operations can be converted into equivalent 
matrix multiplication operations by using Img2Col 
expansion (Figure 6).

Figure 6 Img2Col
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• FC is essentially a matrix-vector multiplication 
operation when the batch size is 1, which can become 
a matrix-matrix multiplication operation when the 
batch becomes larger.

Since most computations of autonomous driving are 
concentrated in the CNN part, they can be converted 
into matrix-matrix multiplication operations with larger 
granularities.

To better balance with the FC layers that feature small 
batches, a sliceable matrix multiplication unit is suggested.

1.3.1.2 Mobile Inference

According to the previous analysis, most of the mobile 
computations are CNN and FC operations with batch size 1, 
and both power consumption and compute capability are 
limited — most of the computations can be converted to 
matrix-matrix multiplication with smaller granularity.

In addition, in this scenario, a lightweight convolutional 
network is often deployed to implement AI applications 
with lower power consumption, typically posing a low 
requirement on accuracy. Therefore, a reduced recognition 
accuracy caused by network sparsity is acceptable.

1.3.2 NLP Inference

NLP networks are large and consume much more 
computing power. Therefore, these networks are typically 
deployed on the cloud to implement high-throughput 
semantic inference.

A large proportion of compute power is consumed by the 
attention-based Transformer layers (Figure 7), which can 
fortunately be converted into large-granularity matrix-
matrix multiplication operations E2E.

The sparsity of this task type is mostly found in the 
multiplication of the Query and Key matrices (based on the 
interpretability theory), but it consumes a small proportion 
of compute power. As such, we need to delve into more 
details.

1.3.3 Recommendation System Inference

Recommendation systems require high throughput and 
involve commercially confidential algorithms. Therefore, 
these inference tasks are deployed on the cloud.

According to the preceding conclusion, DNN-based 
recommendation systems mainly involve FC, embedding 
lookup, concatenation, ReLU, and Softmax (and possibly 
recurrent layers in a small number of cases).

Large-scale recommendation networks deployed by 
Internet companies feature high throughput (large 
batches) and large-granularity matrix-matrix multiplication 
at FC layers.

The critical path of embedding lookup is the irregular 
memory access patterns, but not the domain-specific 
acceleration (DSA) design of the AI accelerator. As such, 
this paper does not discuss the preceding issue.

Note that other calculation types generally take up a 
small proportion and are not among the bottlenecks of 
computing power (Figure 8).

 1.3.4 Cloud Training

Cloud-based training requires large memory and high 
bandwidth.

• Larger on-chip storage: Larger LLC in the SoC or more 
SRAMs (3D) stacked on the SoC can effectively reduce 
access to the main memory and break the memory 
wall.

Figure 8
networks [44]Figure 7 Transformer [43]
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• Faster main memory: The choices for the main 
memory of training clusters have been expanded from 
the DDR (or LPDDR) to the GDDR. In recent years, the 
HBM has been widely used to improve the memory 
access bandwidth.

• Larger main memory: Larger networks have larger 
weights and embedding tables.

For networks with large weights, the network can be tiled 
to different SoCs to compute in parallel. On the other 
hand, networks with large embedding tables have low 
access frequency (the bandwidth requirement is small but 
the memory access pattern is large). Therefore, the large 
DDR storage of the host or the Compute Express Link (CXL) 
based memory pool expansion is required.

1.3.5 Sparsity Problem

Apart from neural architecture search (NAS), tensor 
decomposition, and data quantization, sparsity is another 
model compression solution, which is implemented by 
setting partial elements to zero and has a direct impact 
on operations. It can be classified into neuron or weight 
sparsity, according to the sparsity target. The former 
needs to dynamically identify top-K elements during 
inference and then dynamically generate sparsity masks, 
which are often used in CPU-based AI inference. The latter 
is mostly implemented by adding a sparsity processing 
after conventional network training, and its connections 
valued zeros are static in inference.

Based on the sparcification structure, sparsity can be 
further classified into kernel-wise, block-wise, vector-
wise, and element-wise, and arranged by the sparsity 
granularity in descending order or by impact on network 
accuracy at the same sparsity in descending order. 
Element-wise sparsity, vector-wise sparsity, and block-
wise sparsity require special data formats to record sparse 
locations.

As element-wise and vector-wise sparsity are too fine 
in terms of the granularity, techniques that save power 
consumption but not compute capability are used. One 
such technique is the cycle-wise gating of unused ALUs.

Block-wise sparsity and kernel-wise sparsity represent 
large granularities, meaning both power consumption and 
compute capability can be saved by skipping several large 
tiles' computation.

It is worth noting that sparsity is common for edge (mobile) 
inference.

1.4 From AI Applications to 
Calculation

As discussed in previous sections, DNNs have been 
widely applied to various applications, including image 
processing (autonomous driving [24][39], robots [25][27], 
smart phones [31][42], intelligent IoT devices [28][41]), 
NLP [26][37], and recommendation systems. However, the 
success of these DNN models is downplayed by the cost 
of high computation intensity and memory capacity and 
bandwidth, which cannot be covered by the traditional 
computing architecture.

For tunately, as matrix mult ipl ication is the central 
operation in AI algorithms, we can build an AI processor 
centered on matr ix mult ipl ication. As training and 
inference of cloud and edge also reflect different features 
and preferences, different adaptations can be made.

The rest of this paper is organized as follows: Section 
2 introduces existing acceleration solutions, evaluation 
metrics, and the necessity and challenges of building 
a unified scalable architecture. Section 3 introduces 
Ascend Core —the acceleration core of the Ascend SoC 
— in a series of variations, including its computing units, 
on-chip memory, and control units. Following this, we 
discuss the design principles behind the architecture 
of these components. Section 4 then proposes various 
SoC designs equipped with different Ascend Cores for 
different applications by detailing the use of Ascend-Max 
for DNN training. In Section 5, we discuss several design 
issues regarding scaling to the board and the cluster level. 
Section 6 covers the software stack support of the Ascend 
architecture, which is critical to enabling the unified 
architecture for various applications. The evaluation results 
are presented in Section 7, followed by the discussion and 
conclusion.

2. AI Acceleration and Challenges

Many companies have proposed customized accelerators 
for DNN training tasks, for instance, Google's TPU [33] and 
NVIDIA's V100 [1]. Along similar lines, Snapdragon 865 [17] 
and MediaTek Dimensity 1000 [10] have demonstrated 
excellent per formance and energy ef f iciency when 
processing DNNs on mobile devices. In the autonomous 
driving SoC field, NVIDIA's Xavier [14] and Mobileye's EyeQ 
[12] have been proposed to accelerate DNN computing, as 
have many other specialized architectures for typical DNNs 
in academia. Han et al. [29] proposed an accelerator for 
LSTM-NNs in NLP, while Yamada et al. [40] integrated DNN 
accelerators for autonomous driving. To accelerate DNN in 
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robots, Amaravati et al. [21] implemented a neuromorphic 
accelerator. Taking a different approach, Niu et al. [35] 
accelerated DNN processing on smart phones, whereas 
Whatmough et al. [38] optimized DNN accelerators on IoTs.

On the one hand, the preceding accelerators have similar 
design principles. First, according to common operations 
in the DNNs, multiple or massive dedicated processing 
elements (PEs) are introduced to improve computing 
efficiency. Second, to match computing throughput, the 
memory hierarchy is optimized with the aim of exploring 
how data can be reused. On the other hand, these 
accelerators were designed with different goals under 
different application constraints. These goals can be 
evaluated through different metrics, such as computing 
throughput (GFLOPS), energy ef f ic iency (GFLOPS/
Watt), area efficiency (GFLOPS/mm2), and cost efficiency 
(GFLOPS/$).

Although an optimized accelerator can be proposed for 
each application/field, practically speaking, they cannot all 
be implemented due to costs. First, as the IC technology 
scales down, the chip fabrication expense increases 
exponentially. Moreover, most DNN algorithms are 
developed with several well-known frameworks — such 
as PyTorch [16] and TensorFlow [20], and the deployment 
of these DNN models on hardware highly relies on 
intermediate software tool-chains — such as compilers 
and computing libraries [6, 19]. That said, compared to 
hardware implementation, the development of these tools 
may consume more time and money.

Consequently, it is important to trade off between 
efficiency and generality before implementing a DNN 
accelerator. Huawei focuses on the vision of enabling 

ubiquitous AI in a fully connected, intelligent world. Within 
this context, as listed in Table 1, the DNN accelerator 
should drive applications ranging from smart watches to 
smart phones, smart cars, and the smart cloud, covering 
the various deployment scenarios described in the 
preceding sections. Without doubt, a unified scalable 
architecture that can be easily "tailored" for different 
scenarios is preferred. In this paper, we explicitly define 
"unified" as one normalized architecture with a basic 
instruction set, and we refer to "scalable" as efficient 
extensions from the core to SoC, server, and then cluster.

In this paper, we propose a unified architecture — Ascend 
— with the aim of accelerating matrix multiplication to 
support the previously mentioned applications, which 
range from image processing to the recommendation 
system, and from cloud to edge. We delve into the details 
of why the success of Ascend relies on contributions from 
different levels. First, heterogeneous computing units 
are employed to support various DNN models, and the 
datapath is adapted according to the computing and data 
access requirements. Second, when scaling the Ascend 
architecture from a single core to a cluster containing 
thousands of cores, the design involves memory hierarchy 
and system-level integration. Third, a multi-tier compiler 
that provides flexible choices for developers is crucial to 
supporting efficient software development with a unified 
programming model.

3. Ascend Core Design

The overall architecture of an Ascend Core is illustrated in 
Figure 9. It is composed of three types of computing units, 
multiple levels of on-chip memory and corresponding 

Ascend Core Inference/Training Applications Typical Algorithm/Network

Ascend-Tiny Inference IoT, smart sensors
Swing face detection, gesture 

detection

Ascend-Lite Inference IP cameras, smartphones
MobileNet, novel ISP neural 

networks

Ascend-Mini Inference
Drones, robots, industrial-level 

embedded AI
ResNet, VGG

Ascend Inference & Training
Autonomous driving, smart city and 

intelligent surveillance, cloud AI 
inference, model training

Mask R-CNN series, Siamese 
tracking, PointNet series

Ascend-Max Training & Inference
High-performance AI applications, 

cloud AI training
BERT, ResNet, Wide and Deep

Table 1 Ascend Cores, typical applications, and networks
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load/store units, the instruction management unit, and so 
on.

3.1 Computing Units

To support more diversified DNN models and operation 
t ypes , acce lerators a lways ut i l ize heterogeneous 
architectures that combine several types of computing 
units. Ascend Core is such a heterogeneous architecture 
that combines the Scalar, Vector, and Cube computing 
units shown in Figure 10.

The Scalar Unit is similar to the classical RISC core.

The 1D Vector Unit is similar to the single instruction, 
multiple data (SIMD) unit in a traditional CPU or GPU, 
which has been widely deployed in the fields of high-
performance computing (HPC) and CV. It can perform 
most computing operations in inference and training 
tasks. Despite that, it cannot be used to fully exploit data 
reuse in the DNN models. As such, Vector Units result 
in a bandwidth-bound datapath between high-density 
arithmetic logical units (ALUs) and local memory, which is 
limited by physical place & route (P&R). This means that 
the 1D Vector Unit is insufficient for DNN applications with 
increasing computing power requirements.

To overcome this limitation, the 2D computing unit is 
utilized for general matrix-matrix multiplication (GEMM). 
Mathematically, in a 2D unit, there are two methods of 
accelerating GEMM. The first is the dot product–based 
method, which performs GEMM as multiple general 
matrix-vector multiplication (GEMV) operations. The 
other method is based on the outer product and involves 

transferring GEMM to an accumulation of multiple vector 
outer products.

The 3D Cube Unit that provides most of the computing 
power has been introduced to provide the highest 
intensity. To achieve higher data reuse, the Cube Unit is 
dedicated to the GEMM of DNN applications and functions 
as the Ascend Core's executor. It can help alleviate the 
mismatch between computing throughput and limited 
memory bandwidth for DNN accelerators.

Table 2 lists the typical operations provided by these 
computing units, and a more detailed analysis based 
on practical implementation is provided in subsequent 
sections of this paper.

The typical dimension of matrices in the 3D computing is 
16 x 16 x 16. Therefore, the whole Cube Unit is equipped 
with 4096 multipliers and 4096 accumulators. Additionally, 
each operand in matrix computing is reused 16 times. 
Following this logic, compared to the Vector Unit, 15/16 
less energy is consumed to load/feed operands into the 
Cube Unit. Table 3 compares three types of computing 
units in terms of performance per unit area and energy per 
unit area. The results are measured from real chips under 
the 7 nm technology, and make it evident that the Cube 
Unit can improve both metrics by one order compared 
with a Vector Unit. In the actual design, we arrange the 3D 
Cube on a silicon die by flattening it to a 2D layout.

In Table 4, we demonstrate how the matrix dimension 
impacts the performance of the Cube Unit. We compare 
a 16 x 16 x 16 Cube Unit with the 8-core GPU stream 
multiprocessor design (sized 4 x 4 x 4 per core) [1] under 
the 12 nm technology. Note that 16 x 16 x 16 is the typical 

Figure 9
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Cube size in Ascend Core, as the source and destination 
formats are fp16 and fp32, respectively, and feasible in 
CNN and NLP tasks [34]; it can extend to 16 x 32 x 16 with 
int8 precision.

The computing throughput and area of the two designs 
show that af ter increas ing each dimension to 16, 
computing throughput increases by 4.7 times, whereas 
the area only increases by 2.5 times. This is why a higher 
dimension is preferred for the Cube Unit in Ascend Core. 
Nevertheless, if the Cube Unit was larger (for example, 
32 x 32 x 32), it would be inefficient due to the lower MAC 
utilization in several neural networks.

3.2 Datapath and Control Units

As shown in Figure 9, there are multiple buffer levels. 
The three L0 Buffers — Buffer A L0, Buffer B L0, and 

Unit Name Typical Operations

Scalar Control, scalar computation

Vector
Normalize, activation, format transfer, 

CV operators (for example, RPN)

Cube Convolution, FC, MatMul

Table 2 Operations for each unit

Figure 10

Unit Name Scalar Vector Cube

Performance (FLOPS) 2 G 256 G 8 T

Power (W) / 0.46 3.13

Area (mm2, 7 nm) 0.04 0.70 2.57

Performance/Power 
(TFLOPS/W)

/ 0.56 2.56

Performance/Area 
(TFLOPS/mm2)

0.05 0.36 3.11

Table 3 Comparison of computing units

Cube Dimension 4 x 4 x 4 16 x 16 x 16

Cube Quantity 8 1

Core Area (mm2, 12 nm) 5.2* 13.2

fp16 Performance 
(FLOPS)

1.7 T 8 T

Performance/Area 
(GFLOPS/mm2)

330 600

Table 4

* As the details of the designs have not been released, we attempted to provide 
reasonable estimations.
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Buffer C L0 — are dedicated to the Cube Unit and used 
to hold input feature maps, weights, and output features, 
respectively.

Data in Buffer A L0 and Buffer B L0 is loaded from the L1 
Buffer. The communication between the L0 Buffers and 
the L1 Buffer is managed by the Memory Transfer Engine 
(MTE), which has several function modules. Specifically, 
the decomp module decompresses the data for the 
sparse network, with the help of algorithms like Zero-
Value Compression [22]. The img2col module is applied to 
transfer convolution to matrix multiplication, and the trans 
module transposes the matrix.

The output results in Buffer C L0 can be processed by 
the Vector Unit (e.g., normalization or activation) and 
then allocated in the Unified Buffer, which is shared with 
the Scalar Unit. Apart from the operations listed in Table 
2, the Vector Unit is also responsible for data precision 
conversion, such as the quantization and dequantization 
operations among int32, fp16, and int8, and can facilitate 
fp32 operations.

The Bus Interface Unit (BIU) transfers data/instructions 
between Ascend Core and external components. Data is 
stored in the L1 Buffer, whereas the fetched instructions 
are stored in an instruction cache and first sequenced 
by the Program Sequence Queue (PSQ). Then, they are 
dispatched separately into the cube queue, vector queue, 
and MTE queue. After this, the instructions are individually 
processed by the corresponding units.

Since the three computing units and MTE work in parallel, 
explicit synchronization is needed to enforce data 

dependency across different execution units. An example 
is shown in Figure 11. The scalar PSQ keeps dispatching 
instructions, which can be processed in parallel, to 
different units until an explicit synchronization signal 
(barrier) is encountered. This barrier is generated by the 
compiler or operator programmers.

3.3 Micro-architecture Exploration

Due to the rapid advancement of deep learning algorithms, 
modern DNN models are becoming increasingly diverse. 
This has made it impossible to design a f ixed DNN 
accelerator that works well for all the scenarios listed 
in Table 1. Put differently, the behavior and resource 
demands differ substantially from model to model and 
even layer to layer.

Within this context, we propose a series of Ascend Core 
versions based on the same architecture but targeting 
dif ferent scenar ios . To do this , we need to selec t 
proper configurations for different versions. The key 
is to optimally balance the resources among different 
components of the core architecture. The configuration 
principles are listed as follows:

• Cube Unit: The size of the Cube Unit is first selected 
to meet specif ic requirements for comput ing 
throughput.

• Vector Unit: We need to ensure that the Vector Unit 
is not the computing bottleneck. Therefore, we need 
to profile the typical DNN models and compare the 
computation workloads between the Cube Unit and 
Vector Unit. Then, we need to select the size of the 

Figure 11 Synchronization example
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from 8192 floating-point operations per cycle to 2048 
floating-point operations per cycle, we shrink the vector 
width from 256 bytes to 128 bytes.

Figure 15 shows that for the first few layers of ResNet-50 
(typical workload of Ascend Core and Ascend-Mini 
Core), the execution time ratio is close to 1, indicating 
the vector and cube instructions take a similar amount of 
time. This means that Ascend (-Mini) can be configured 
to the preceding settings. It is therefore safe to say that 

Vector Unit to match the throughput of the Cube 
Unit.

• L0 Buffer: The data bus between the L0 Buffer 
and the Cube Unit should provide adequate data 
bandwidth. The L0 Buffer size should also be carefully 
designed to ensure data is reused properly.

• L1 Buffer: Similarly, the bus width should ensure that 
the L0 to L1 bandwidth ratio is not greater than the 
data reuse factor across all workloads.

• Unified Buffer: The Unified Buffer serves as the Cube-
Vector pipeline buffer, vector buffer, and output 
buffer. For this reason, we need to focus more on its 
bandwidth and size, especially in training scenarios.

• L1 Buffer/Unified Buffer to SoC: The bandwidth is 
always bounded by LLC bandwidth per Ascend Core.

3.4 Resource Matching of the Vector 
Unit

As previously discussed, we need to balance the width 
of the Vector Unit and number of MAC elements within 
the Cube Unit, and this depends on how we profile the 
resource requirements on different DNN models. In the 
Ascend Cores, we aim to maximize the utilization of the 
Cube Unit — the most costly computing unit — by sizing 
the Vector Unit for the most demanding workloads. This 
means that compared with vector instructions, it takes 
much longer to execute cube instructions.

Figure 12 shows the execution time ratio (cube/vector) 
across layers for the inference phase of the BERT model 
on Cube 8192 floating-point operations per cycle and 
Vector 256-byte width configuration. For most layers, the 
ratio is much greater than 1, indicating that the Vector's 
execution time can be hidden by that of the Cube. Note 
that the Ascend-Max is used for both inference and 
training. In Figure 13, for a training workload on the same 
configuration, the Vector Unit has higher computing than 
the inference. Nevertheless, the ratio is still greater than 1 
at most layers.

Figure 14 and Figure 15 chart the ratio line charts for 
MobileNet and ResNet-50 on Cube 8192 f loat ing-
point operations per cycle and Vector 256-byte width 
configuration. As shown in Figure 14, since most of the 
MobileNet (Ascend-Lite Core's typical workload) layers 
have a ratio between 0 to 1, the Ascend-Lite Core needs 
a relatively wider Vector Unit. Given this, in the Ascend-
Lite Core configuration, as the Cube Unit has been tailored 

Figure 12 Cube/Vector execution time (BERT inference)

BERT   Cube cycle/Vector cycle

Figure 13 Cube/Vector execution time (BERT training)

Figure 14 Cube/Vector execution time (MobileNet inference)

MobileNet
Cube cycle/Vector cycle

Figure 15 Cube/Vector execution time (ResNet-50 inference)

ResNet50
Cube cycle/Vector cycle
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compared with MobileNet, the BERT model is much more 
biased toward Cube execution.

Figure 16 charts the ratio line for the Gesture Inference 
Neural Network on Cube 1024 operations per cycle (int8) 
and Vector 32-byte width configuration. For all layers, the 

ratio is greater than 1, indicating that Ascend-Tiny Core 
can be configured to the preceding settings.

3.5 Resource Matching for Bandwidth

Buffer memory bandwidth (which corresponds to the load/
store bandwidth) is another critical resource that requires 
meticulous balancing. We profiled the requirement (as 
detailed in Figure 17) on unlimited L1 memory bandwidth 
with the Cube 8192 floating-point operations per cycle 
and Vector 256 bytes width configuration, ensuring the 
pipeline was not blocked.

As shown in Figure 17, the maximum L1 memory reading 
bandwidth for all layers is 4096 bits/cycle, and the 
corresponding writing bandwidth is less than 2048 bits/
cycle. We compared the dif ferent networks further, 
with MobileNet (typical small network) posing higher 
requirements for L1 memory bandwidth.

By exploring the f ine-grained design space, Ascend 
carefully balances the memory hierarchy to prevent a 
bandwidth bottleneck at critical locations. Some examples 
are listed as follows:

• Reducing the DDR bandwidth requirement by reusing 
data within L1, L0A, and L0B.

• Providing asymmetric bandwidth based on the 
computation nature. For example, data transmission 
from L1 to L0A has much higher bandwidth than from 
L1 to L0B. This is because in typical neural network 
models, much more data is transmitted from L1 to 
L0A.

3.6 Design Parameters

Table 5 shows the key architecture parameters, including 
the performance of the Cube Unit, width of the Vector 
Unit, load/store bandwidth of the L0 and L1 Buffers, 
and LLC access bandwidth per concurrent Ascend Core. 
We chose these parameters by profiling results across a 
wide range of DNN models. In the following sections, we 
present the results of processing typical DNN models on 
different Ascend Cores to show that the design principals 
are in line with the configurations in Table 5.Figure 17

MobileNet and ResNet-50 (inference)

L1 read/write bandwidth requirement for BERT, training forward (bits/cycle)

L1 read/write bandwidth requirement for BERT, training backward (bits/cycle)

L1 read/write bandwidth requirement for MobileNet, inference (bits/cycle)

L1 read/write bandwidth requirement for ResNet-50, inference (bits/cycle)

Figure 16 Cube/Vector execution time (gesture inference)

Gesture Inference
Cube cycle/Vector cycle
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4. Ascend Cores in Various SoCs

Ascend Cores have been integrated into many SoCs used 
in different domains. They include DNN inference and 
training devices in servers, autonomous driving systems, 
mobile processors, wireless base-station processors, and 
IoT devices. In this part, we use three typical designs to 
explain how to tailor the unified Ascend architecture for 
different domains.

4.1 DNN Training SoC

4.1.1 SoC System Design

The DNN training card is usually a PCIe interface device 
or Open Compute Project (OCP) socket used in a data 
center or servers. Since large batches are typically used 
for training, a 16 x 16 x 16 Cube Unit works efficiently in 
most cases. That said, during backward SGD computing, 
the more flexible Vector Unit is used more frequently, 
thereby necessitating a duplex datapath between the 
Unified Buffer and Vector Unit. Due to the intensive data 
movements, the LLC and external memory are accessed 
more frequently, and this is ensured by the high load/
store bandwidth. The design of Ascend 910, the Huawei AI 
training SoC, is illustrated in Figure 18.

The DNN Training SoC consists of six dies (or chiplets): a 
compute chiplet, an I/O chiplet, and four high bandwidth 
memory (HBM) dies with 1.2 TB/s bandwidth in total. 
The compute chiplet contains 32 Ascend-Max Cores 

with AI LLC, 16 CPU cores (Armv8 ISA's CPU, customized 
for Ascend SoC) with CPU LLC, and Digital Vision Pre-
Processor (including units such as the decoder), and a 
network-on-chip (NoC) connects these components.

4.1.2 NoC Design

A mesh NoC architecture — which is based on a 4 x 6 2D 
mesh topology — is used in the SoC design to provide 
a unif ied, scalable communication network. The link 
between two adjacent nodes works at 2 GHz with a 
1024-bit connection width, meaning it can achieve a 
high bandwidth of 256 GB/s. Additionally, the bufferless 
architecture is used to reduce the NoC area overhead, 
the components and I/O interfaces are symmetrically 
connected on the NoC, and a global scheduling policy is 
used to ensure communication Quality of Service (QoS).

4.1.3 SoC Physical Design

Ascend 910 delivers 256 TFLOPS in fp16 and 512 TOPS in 
int8. It also features a 128-channel full HD video decoder, 
which means video data can be decoded and processed 
on-chip, and is powered by the 7+ nm EUV process, with 
a rated thermal design power (TDP) of 300 W. Figure 
19 shows the package layout of Ascend 910, with the 
compute chiplet (Vitruvian), I/O chiplet (Nimbus), and four 
HBM stacks integrated.

As shown in Figure 20, 32 Ascend Cores are connected 
through an NoC. It features a mesh topology, with six rows 

Ascend Core 
Version

Cube 
Performance

Vector Width L1 Bandwidth
LLC Bandwidth/

Ascend Core

Ascend-Max (1 GHz)

Ascend (1 GHz)

Ascend-Mini (1 GHz)

8192 floating-point 
operations per 

cycle
256 bytes

A: 4 TB/s

B: 2 TB/s

UB: 2 TB/s

Ascend 910: 94 GB/s

Ascend 610: 111 GB/s

Ascend 310: 96 GB/s

Ascend-Lite (0.75 
GHz)

2048 floating-point 
operations per 

cycle
128 bytes

A: 768 GB/s

B: 768 GB/s

UB: 768 GB/s

38.4 GB/s

Ascend-Tiny (0.75 
GHz)

1024 int8 
operations per 

cycle
32 bytes

A: 384 GB/s

B: 384 GB/s

UB: 192 GB/s

N/A

Table 5
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and four columns. The total throughput to the LLC and the 
off-die HBM subsystem is 4 TB/s and 1.2 TB/s, respectively.

4.2 Autonomous Driving SoC

The target of this SoC is an autonomous driving system 
that supports Level-3 and Level-4 automation with safety 
standard ASIL-D [9][2]. Ascend Core is used in this domain 
with the following dedicated optimizations.

First, the current trend involves making a comprehensive 
decision based on outputs from multiple DNN models [18], 
meaning the precision of inference computing for each 
DNN model can be reduced as a trade-off between model 
accuracy and the calculation time/energy consumption. 
This indicates that low precision inference is favored. To 
this end, Ascend Core supports int4 precision.

Second, autonomous driving systems are designed to 
function in real time, placing a high demand on response 
time. This ensures that the autonomous driving service 
can complete al l  tasks in t ime, inc luding sensing, 
cognition, decision-making, and execution. The inference 
performance not only relies on highly paralleled computing 
and data movements inside the Ascend Core, but also 
depends on the efficiency of load/store operations to 
external memory hierarchy. Put dif ferently, the SoC 
should guarantee an acceptable accessing latency for the 
external memory. As such, both Ascend Core and the SoC 
adopt a series of priority mechanisms — including Memory 
System Resource Partitioning and Monitoring (MPAM) and 
QoS. QoS is mainly used for basic permission management 
and avoiding starvation, whereas MPAM manages cache 
capacity, NoC bandwidth, and memory bandwidth in a 

Figure 19 Package layout of Ascend 910

Figure 20 Floor plan for the Ascend 910 compute chiplet

Figure 18 DNN training SoC
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Figure 21 Autonomous driving SoC

more fine-grained manner. These strategies can meet the 
latency requirement of the whole service.

Third, besides computing-intensive DNN workloads, 
the system also needs to support typical simultaneous 
localization and mapping (SLAM) tasks. Consequently, 
the Vector Core (Ascend Core without the Cube Unit) 
with micro-architecture modification and instruction set 
extensions, such as sorting, stereo vision, general matrix 
calculation (quaternion), structured data processing, 
and specif ied instructions for clustering and linear 
programming, are applied to enable efficient and flexible 
processing of these tasks on the Vector Unit.

Last, Ascend Core supports safety standard ASIL-B to 
further confirm the credible perceptual result.

Figure 21 illustrates an SoC architecture for autonomous 
driving systems. Along with the Ascend Core, a Digital 
Vision Pre-Processor — a dedicated ASIC accelerator — 
is also integrated to support image pre-processing tasks, 
such as resize and 360° surrounding stitch. With these 
components, end-to-end acceleration for the whole 
service is achieved. Meanwhile, to further confirm the 
CPU's real-time capabilities, we created a separate ring 
NoC with safety standard ASIL-D.

4.3 Mobile SoC

Recently, various DNN applications have been enabled 
on mobi le  phones ,  inc lud ing scenar io de tec t ion 
for photography, photo retouching, and biometr ic 

identification. These applications are typically based on 
NN models (such as MobileNet [31] and ResNet-50 [30]) 
and the Ascend-Lite Core is integrated in the SoC to 
support the applications.

For battery-powered mobile devices, power consumption 
is a critical concern. The energy efficiency of an Ascend-
Lite Core can achieve 4.6 TOPS/W at int8 when running in 
the standard mode. On top of that, the dynamic voltage 
and frequency scaling (DVFS) mechanism is enabled 
to further improve energy efficiency, and the working 
voltage can change dynamically according to the real-time 
workload intensity.

Another concern regarding the design is task granularity 
on the Ascend Core. As stated in Section 1, batch size is set 
to 1 in most mobile applications. In light of this, we prefer 
using a smaller Cube Unit in the Ascend-Lite Core. Along 
those lines, we reduced the dimension of the Cube Unit to 
4 x 16 x 16 to perform m x k x n GEMM. Taking the Img2Col 
action into consideration, m = batch size x height of output 
x width of output. As a result, when the batch size turns to 
1, the smaller m dimension improves the Cube Unit's MAC 
utilization.

In addition, the wake-up function and real-time online 
human-computer interactions of mobile devices rely on 
AI algorithms, such like face recognition and gesture 
inference. In this scenario, Ascend-Tiny Core has been 
introduced to optimize the power consumption. To better 
fit lighter networks, its Cube size is tailored to 4 x 32 x 4 
for int8 sources (fp16 is forbidden due to power limitation; 
therefore, its typical power consumption is as low as 300 
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mW). Ascend-Lite Core and Ascend-Tiny Core form the 
AI's Big-Little relationship in our mobile SoC.

Figure 22 is an example of a mobile SoC design (Kirin 990 
5G), where two Ascend-Lite Cores and one Ascend-Tiny 
Core are connected to other components using an NoC.

The instruction compression technique is used in the 
Ascend-Lite Core to reduce the bandwidth pressure on 
the NoC, and the Core is optimized for structured sparsity 
in DNN models. This means that the computing power 
consumption can be further reduced under (general) 
sparsity.

5. Design Considerations for 
Scaling

One major challenge encountered in developing the 
Ascend chipset is the memory wall. As shown in Table 6, 
the Cube Unit of Ascend 910's core requires a memory 
bandwidth of 2048 TB/s . However, even the most 
advanced HBM technology only provides a bandwidth 

Figure 23

Figure 22 Mobile processor SoC
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of slightly over 1 TB/s. The required bandwidth is over 
2000 times that supported by the memory subsystem. To 
overcome this issue, we adopted a multi-layer memory 
hierarchy, in which L0 is used to provide the required 
bandwidth of the Cube Unit. We attempted to reduce the 
memory bandwidth by 10 times in each lower layer of the 
memory hierarchy, relying heavily on the prerequisite that 
data is reused.

We hope that the 3D integrated circuit (3DIC) technology 
can address challenges related to the memory wall. This 
can substantially increase the total amount of memory 
bandwidth and reduce energy costs for memory accesses, 
by stacking multi-level memories on logic devices and 
leveraging high-bandwidth inter-die and inter-chip 
connections. The next generation of the Ascend training 
device may utilize the 3DSRAM technique [23][36] to 
increase the total size of on-chip LLC. Recently, we 
conducted a coarse-grained comparison: As the capacity 
of LLC increases from 96 MB to 720 MB, the ResNet-50 
and BERT performances increase by 1.71 and 1.51 times, 
respectively.

Figure 23 (a) demonstrates the logic connection between 
Ascend 910 servers and the cluster. The lower half of 
Figure 23 (a) shows the Ascend 910 server design. Each 
Ascend 910 server contains eight Ascend 910 chips, 
which are organized as two groups on a board. The 
intra-group connection is based on the high-speed 
Huawei Cache Coherence System (HCCS) [31], and the 
two groups communicate with each other using a PCIe 
bus. The bandwidths of the intra-group and inter-group 

connections are 30 GB/s and 32 GB/s, respectively. Figure 
23 (b) shows the product form of the Ascend 910 server.

To further scale out, we can organize multiple Ascend 910 
servers as a cluster. The top of Figure 23 (a) demonstrates 
a 2048-node cluster, with a total computing power of 512 
Peta FLOPS in fp16. It contains 256 servers connected 
with a Fat-Tree topology network, and the link bandwidth 
between two servers is 100 Gbps. Figure 23 (c) shows the 
product form of the Ascend 910 cluster cabinet.

6.1 Software Development Stack

The development stack of the Ascend Core leverages a 
native differentiable programming paradigm and the native 
execution modes, which provide a trade-off between 
development efficiency and processing efficiency. From 
one perspective, users can easily deploy DNN models to 
various devices, which may equip different Ascend Cores. 
They can achieve one-time development and on-demand 
deployment with the help of the high-level programming 
model. From another perspective, users, who have more 
knowledge on the architecture, can leverage the low-level 
programming models and libraries to further improve the 
processing efficiency of applications. Figure 24 shows the 
Ascend development stack, with the counterparts in the 
GPU development stack included for comparison.

The DNN model development frameworks — such as 
PyTorch, TensorFlow, and MindSpore — are positioned 
on the top of the whole stack. MindSpore is a dedicated 
framework for Ascend Core. It can achieve better resource 
efficiency and fully utilize the computing power of Ascend 
Cores. As previously mentioned, the deployment of 
most applications with DNN models also relies on these 
frameworks. The output from these frameworks is called 
"Graph", which presents the coarse-grained relationship in 
algorithms. Then, with the help of Graph Engine, "Graph" is 
transferred to "Streams", which consist of several in-order 
"Tasks". The "Streams"/"Tasks" can be directly called from 
Operator Lib, or described by programmers with different-
level languages, facilitated by Operator Engine.

Tensor Boost Engine (TBE) Domain Specific Language 
(DSL) is developed with the level-3 programming model, 
enabling users with no hardware knowledge to write 
code at this level. It is also called the mathematical 
programming level. With the help of the compiler, the 
"Task" instances can be generated automatically from the 
TBE DSL description.

Bandwidth 
Expected

Bandwidth 
Ratio

Cube Unit (256 
TFLOPS)

2048 TB/s 1

L0 Buffer 2048 TB/s 1/1

L1 Buffer 200 TB/s 1/10

LLC memory 20 TB/s 1/100

HBM memory 1 TB/s 1/2000

Intra AI server (8 
chips)

50 GB/s 1/40000

Inter AI server 10 GB/s 1/200000

Table 6
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Figure 24 Software development stack

Figure 25 Schedule hierarchy
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Programmers can also develop "Task" instances in the 
parallel/kernel level (level 2) programming model. This 
level is similar to the CUDA or OpenCL for a GPU, and it 
introduces the Tensor Iterator Kernel (TIK) interfaces for 
parallel programming with Python. The dedicated compiler 
technique — "Auto Tiling" — is used to adapt to the Ascend 
architecture by transferring big tasks into small fractals. 
With the help of reinforcement learning algorithms, this 
technology offers optimal tiling and scheduling for all 
programs by intelligently searching legitimate mapping 
space.

As shown in Figure 24, the lowest level (level 1) of the 
programming model is the C programming interface, also 
known as Cube-based Compute Engine Compiler (CCE-C). 
In this level, all design details for each architecture are 
exposed to programmers, who can embed the assembly-
like code in the C program to leverage hardware details 
and trivial branch/loop descriptions. This is why it is also 
referred to as architecture-defined programming. The 
corresponding high-performance libraries are written by 
experts with knowledge on computing architectures.

6.2 Multi-level Scheduling Hierarchy

As described in the previous subsection, an application 
i s  t ran s fo r m e d to  an d o rgan ize d w i t h  d i f fe re nt 
representations (i.e., streams, tasks, and blocks) in different 
levels of programming models. All these representations 
can be executed in parallel with corresponding schedulers 
in different levels, as shown in Figure 25. The details are as 
follows:

• App level: Multiple apps can be executed in parallel 
on one Ascend SoC.

• Stream & Task level: The graph compiler compiles 
each app into several streams, each with several tasks 
that will be executed in order with the help of Ascend 
SoC's Task Scheduler.

• Block level: Each task will be separated into several 
blocks (explicitly described by programmers), which 
can be executed in parallel on different Ascend Cores.

As we previously outlined, each Ascend Core has multiple 
parallel execution pipelines, which are asynchronously 
coupled with explicit barrier instructions, as shown 
in Figure 11. The hardware multi-threads have been 
introduced for programmers/compi ler to express 
programming parallelism. For this reason, it is also called 
thread-level parallel.

7. Evaluation Results

In this section, we present comparisons between different 
Ascend Cores and state-of-the-art commercial designs 
in three typical AI computing scenarios. We evaluated 
the designs in performance, power, and area (PPA), with 
the results validating the eff iciency, scalability, and 
flexibility of Ascend's unified architecture. All the Ascend's 
performance results are based on measurement.

7.1 NN Training SoC

We compared Ascend 910 with other state-of-the-art 
chips in NN training, and the results are illustrated in 
Table 7. Evidently, Ascend 910 outperforms NVIDIA V100 
and Google TPU, as well as Intel CPU by several orders of 
magnitude. NVIDIA V100 combines Tensor Core and the 
inherited general-propose computing on GPU (GPGPU) 
single instruction, multiple threads (SIMT) architecture 
to support Cube-based processing on neural networks. 
However, the opportunities of data reuse are limited by 
inherent schemes and the small Tensor Cores. In this 
regard, Google TPU V3 plans to employ the systolic 
array to process NN training. However, the systolic 
array architecture may suffer from the under-utilization 
of computing resources during the filling and draining 
of pipelines. Furthermore, in the NN training scenario, 
the systolic array's pipeline is easily interrupted by the 
Normalization layer. It is worth noting that compared 
with these specialized architecture designs for specific 
scenarios, Ascend's unified architecture can achieve higher 
performance.

7.2 Autonomous Driving SoC

Table 8 shows the per formance results of several 
autonomous driving SoCs, including Ascend 610. The 
applications of autonomous driving SoCs are not standard, 
meaning there is no specif ic AI benchmark for this 
scenario. Given this, we only show the peak performance.

We assume Tesla Full Self-Driving (FSD) employs systolic 
arrays to process neural networks, but it suffers from 
the massive pipeline bubbles during the processing of 
small-scale neural networks. Due to its low performance, 
Mobileye EyeQ5 has to exploit the multi-chip architecture 
to address Level-4 autonomous driving scenarios, which 
may result in more deployment constraints. Compared 
with these chips, Ascend 610 shows better flexibility and 
higher energy efficiency.
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7.3 Mobile AI Core

Table 9 compares the performance of Kirin 990 5G and 
state-of-the-art AI cores in mobile SoCs. Though Kirin 990 
5G was released before the other chips, its performance 
is still impressive. Case in point is Kirin 990 5G's excellent 
performance (AI-Score) in practical applications, as per 
AI-benchmark [15]. The mobile SoCs proposed in other 
work usually employ digital signal processors (DSPs) for 
co-processing vector-based computation involved in AI 
computing and such DSPs are not counted as part of the 
AI accelerator area overhead. Unlike these chips, Kirin 
990 5G employs Ascend Cores to process each type of 
computing task involved in AI computing, instead of using 
a DSP. As suggested by Table 9, the AI Core requires much 
lower area overhead to achieve the same AI-Score.

8. Related and Future Work 
Discussion

8.1 Related Work Discussion

Several types of industrial AI acceleration solutions exist, 
including GPGPU, systolic array-based approaches, 
and dataflow-based approaches, which have different 
characteristics.

GPGPUs usually leverage the SIMT mechanism, which 
has an advantage on branch divergence. As a load/store 
architecture, SIMT can conceal the memory loading time 
and improve concurrency throughput by thread warp (in 
terms of NVIDIA's terminology [1]) dynamic switching. 

NVIDIA Xavier 
[14]

Tesla FSD [7]
Mobileye EyeQ5 

[12]
Ascend 610

Peak performance 
(TOPS)

34 73 24 160

Power (W) 30 72 10 65

Area (mm2) 350 260 – 401

Process (nm) 12 14 7 7

Table 8 Automotive SoC's PPA

NVIDIA V100 [1] Google TPU V3 [5]
Intel CPU 8180 

(28C, 2.5 GHz) [8]
Ascend 910

Peak performance 
(TFLOPS) 

125 106 1.5 256

Power (W) 300 250* 205 300

Area (mm2) 815 – 700* 456 (Compute die) + 
168 (IO die)

Process (nm) 12 16* 14
7 (Compute die) + 16 

(IO die)

DRAM/HBM 
bandwidth (GB/s)

900 1200* 128 1200

ResNet-50 V1.5 
 (images/s) [13]

1058 976 [3] – 1809

BERT-Large 8p 
(sequences/s) [13]

822 – – 3169

Table 7 Training SoC's PPA

* As the details of the designs have not been released, we attempted to provide reasonable estimations.
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Nevertheless, DNN computation does not usually benefit 
from SIMT. Moreover, SIMT creates additional area 
overhead, such as the heavy use of register arrays, which 
adversely impacts the performance density (TFLOPS/
mm2). On top of that, there is difficulty involved with 
employing a large Cube (Tensor Core in NVIDIA) to gain 
compatibility with the existing SIMT mechanism (such 
as warp and the correspondence between register and 
thread).

The systolic array is widely adopted by commercial chips 
like TPU [33] and Tesla FSD (unconfirmed) [7] due to its 
highly efficient matrix multiplication. That said, its deep 
pipeline incurs large prologue and epilogue latency 
overhead when running small networks, causing low 
computing utilization in mobile and IoT scenarios.

Dataflow architectures serve as another typical paradigm 
for the acce lerator des ign, and can achieve high 
throughput for specific tasks. Nevertheless, they cannot 
perform mainstream synchronous training. Moreover, in 
automobile, mobile, and IoT scenarios, they can incur low 
computing utilization and large output delay.

Apart from the previous commercial solutions for DNN 
computing, many other architectures have also been 
proposed for typical deep learning models in academia, 
though most of them are application specific. To what 
extent would they be scalable and unified remains an open 
question.

8.2 Future Work Discussion

Currently, AI computing is dominated by local spatial 
domain calculation (represented by CNN), global spatial 
domain calculation (represented by FC), and temporal/
sequential domain calculation (represented by attention 
and 3D convolution). Fortunately, these three calculation 
types can all be converted into matrix multiplication 
operat ions . We therefore propose a unif ied Cube 
Unit to accelerate the calculations. That said, as the 
interpretability of neural networks (and the large amount 
of information redundancy represented by sparsity 
research) grows, the focus of future AI solutions may 
expand beyond matrix multiplication in certain fields 
(although it is possible to support future algorithms with 
over-representative matrix multiplication and nonlinear 
NNs, it is a less cost-efficient approach). This may become 
the "black swan" of the next generation of AI processors, 
and as such, we will keep following the frontier algorithm 
trends and lead the algorithm-hardware co-design 
approach.

From a methodological perspective, the gradient descent 
learning method that AI computing relies on is no different 
from the traditional gradient descent algorithm based 
on the end-to-end differential for solving optimization 
problems, despite ex tensive research (such as the 
input disturbance–based differential calculation and 
adjoint method). If we use AI networks to fit the physical 
simulation process, we can quickly solve optimization 
problems in a manner similar to AI training (inputs are 
updated, but not weights). Further, by restricting the 
solution space through GAN, we can even find the domain-

Snapdragon 
865 [17]

MTK Dimensity 
1000 [10]

Exynos 9820 
[32]

Apple A13 [4] Kirin 990 5G

Peak performance 
(TOPS)

8 4.5
2.1 (dense)–6.9 

(sparse)
6* 6.88

Power efficiency 
(TOPS/W)

–
3.42* (dense)–6.83* 

(sparse)
3.6* (dense)–11.5* 

(sparse)
– 4.6

Area (mm2) 2.4* 2.68* 5.5 2.61* 4

Process (nm) 7 7 8 7 7

AI-Score 29724 56158 23487 – 70185

MobileNet V2  
(ms/image, fp16)

15 7 15 – 5.2

Table 9 Mobile AI Core's PPA [32][15]
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specific (coarse) solution with a single inference.

Based on the capability of AI to solve optimization 
problems, we believe that AI will extend to more traditional 
fields. For example, HPC algorithms will incorporate more 
deep learning methods; therefore, it goes without saying 
that the next-generation of Ascend will take on more HPC 
roles. In this regard, we aim to apply fp32 in the Cube Unit 
to extend its application scope.

Considering the SoC-level architecture, the memory wall 
is one of the most challenging issues. As such, we will 
continue focusing on using chiplets technology, and the 
advanced on-chip memory technology will be helpful. We 
are also considering the spatial computing technology 
and introducing new methods of interconnect ion, 
including data flow optimization and more advanced QoS 
management.

Thanks to the progress in process technologies, we believe 
that scalability can also be improved by using optical 
connections directly on the SoC, and novel materials may 
significantly increase the memory space of a single SoC.

9. Conclusion

In this paper, we have covered popular AI applications 
based on different deployment scenarios and concluded 
that matr ix mult ip l icat ion is the major task of AI 

acceleration. We therefore propose an acceleration 
architecture called Ascend. Acceleration cores based on 
this unified architecture have been applied to a wide range 
of applications to efficiently process various DNNs. Within 
this context, the success of Ascend shows that scaling a 
unified architecture to different levels of scenarios relies 
on several critical designs and innovations. Along with 
heterogeneous computing units and design exploration 
inside the Ascend Core, a holistic solution is required to 
overcome the core-to-core, die-to-die, and chip-to-chip 
memory wall problems. In addition, a flexible multi-level 
software stack is critical to provide a unified development 
interface at different layers. In summary, the Ascend 
architecture demonstrates very competitive performance, 
power efficiency, and area in these scenarios, and a 
series of SoCs based on Ascend Core has already been 
successfully commercialized. The current business results 
are listed in Table 10, showing that the shipped units 
number in the hundreds of millions.

We proudly announced the Ascend 910 cluster with 
our full-stack optimized software, which delivered the 
fastest deep learning cluster performance available in 
cloud — trained ResNet-50 on ImageNet2012 in less than 
83 seconds — using only 256 Ascend 910 chips. In the 
more hardware-sensitive "closed division times" MLPerf 
evaluation, the Ascend cluster also ranks first on ImageNet 
Training [11].

Ascend 910
Mobile SoC with 

Ascend Cores
Ascend 610 Ascend 310

Release year 2019 2019 2020 2018

Quantity (million) > 100 /

Table 10 Ascend Cores' business
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Abstract

Kunpeng 920 is the second-generation server processor designed by Huawei based on the Arm architecture. To achieve 
the cost efficiency required by various workloads, Kunpeng 920 is built using multiple types of chiplets and hybrid process 
technologies. The different re-compositions of these flexible chiplets would enable the creation of new designs according 
to workload requirements.

The leading performance of the Kunpeng 920 core can be attributed to its super-scalar architecture design with support 
for vector extension. The coherent cache subsystem has been created to integrate multiple cores into a chiplet (e.g., in the 

design. A dedicated parallel small-IO block with proprietary protocols has also been developed to achieve high-bandwidth 
(e.g., 400 GB/s) inter-die connections within one 2.5D package. Additionally, the IO die has been re-designed in the 16 
nm process so that the latest standard interface (e.g., PCIe 4.0) can be leveraged to scale up the SoCs and connect them 
with other IO devices. Furthermore, two or four Kunpeng 920 processors can work together as a single symmetric multi-
processor (SMP) system with the cache-coherent Non-uniform Memory Access (ccNUMA) fabric.

* Corresponding author.
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1. Introduction

The 21st century has witnessed a big data explosion 
accompanied by considerable challenges to how data is 
processed and stored. As such, there is a more pressing 
demand for high-performance processors that can handle 
data. Based on the requirements of operating systems 
(OSs), control-intensive applications, single-thread 
programs, and so on, supers-scalar CPUs will continue to 
serve as the mainstay.

When Kunpeng 920 was launched in January 2019, complex 
instruction set computing (CISC)-based server CPUs still 
dominated the market — including Intel's flagship CPU Xeon 
Platinum 8180 [10] and AMD Zen 1 series [1] — although it 
was already well known and proven that reduced instruction 
set computing (RISC) has a higher theoretical efficiency (for 
example, IBM z14 [8]), while Arm CPUs have occupied and 
dominated the mobile market [4][11][12][14].

Due to the development of multi-core systems, the 
advantage of Arm CPUs in energy efficiency has been 
highlighted, with various market leaders across the 
industry both recognizing and opting to use ARM64-
based server/PC CPUs. In November 2018, Amazon 
released cloud computing Infrastructure-as-a-Service 
(IaaS) and Platform-as-a-Service (PaaS) platforms mainly 
for web servers based on Arm CPUs. Graviton [7] contains 
16 Cortex-A72 cores and has a network bandwidth of 
10 GB/s. That same year, Marvell (Cavium) — a company 
with several years of experience in the Arm server market 
— launched ThunderX2 [15], which is a 32-core SMT4 
Armv8.1 CPU based on the TSMC 16 nm process node. 
The preceding CPUs feature either high energy efficiency 
or high performance. For example, Amazon's multi-core 
CPU features low-power for concurrent web services 
while Marvell focuses on high performance for general 
applications.

Figure 1

As shown in Figure 1, more advanced process nodes have 
higher tapeout costs. Fortunately, due to the benefits 
provided by the chiplet technology, a conventional SoC 
can be divided into smaller functions and implemented 
into different dies. This method has two advantages: 
It significantly improves the yield of a single die, and 
integrates dies of dif ferent processes for dif ferent 
functions (e.g., general computing, IO, and AI) into one SoC 
[5], balancing cost and performance better. 

With these ideas in mind, Huawei launched this Arm SoC, 
Kunpeng 920, to support the company's "Cloud-Pipe-
Device" services. Kunpeng 920 meets the following three 
design goals: 

1. Great scalability for multiple market segments (e.g., 
servers and PCs);

2. High energy efficiency and good performance;

3. Reusable dies. By adopting the chiplet integration, 
the dies (i.e., chiplets) are designed for different 
functions that can easily be reused in var ious 
applications. For example, the compute die can also 
be used in wireless base stations (e.g., TianGang 
series) while the IO die can be used to support the 
communication in AI accelerators (e.g., Ascend 910).

Workloads such as big-data, distributed storage, and 
Arm-native applications are anticipated to be the target 
of Kunpeng 920. The preceding hotspot workloads require 
high concurrency, scalability, and fast IO on the chip. 
Therefore, the Kunpeng 920 design takes the following 
features into consideration:

• Huawei GIV2025 [6] forecasts that new data volumes 
will reach 180 ZB by 2025, which is an 18-fold increase 
compared with 2018. It goes without saying that more 
computational power is needed to process the big 
data.

• Through profiling, it was found that the single-
thread instructions per cycle (IPC) of such a workload 
(e.g., HBase and Redis) is usually less than 1. For 
example, the latency of DDR access often reduces the 
maximum compute efficiency.

• For large amounts of data, distributed storage service 
is equally important. This kind of service has multi-
thread interactive IO demands, thereby requiring low 
latency.
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• A large number of edge-side Arm-native workloads 
can be gradually migrated to the cloud, or collaborate 
with the cloud in the future, which will result in the 
cloud carrying numerous edge-side-like Arm-native 
workloads. This requires the scale-out capability, 
virtual machine capability, and quality of service 
(QoS). As a result, consistent Arm instruction set 
architecture (ISA) should be able to support better 
software development and performance tuning.

• More computationally intensive workloads are 
handled by domain-specif ic accelerators . For 
example, it is becoming increasingly important for 
servers to be capable of handling memory-intensive 
workloads — such as high performance conjugate 
gradients (HPCG) — that require low memory access 
latency.

With these features in mind, five design principals were 
applied to Kunpeng 920: 

1. The high-performance CPU core should effectively 
process single-threaded tasks to eliminate the long 
tail effects. The CPU core should also be able to 
process data in parallel.

2. Most of the Arm-based CPUs/SoCs designed for 
mobile devices are small, but Kunpeng 920 (designed 
for cloud servers) is much larger in scale. As such, an 
elaborated cache coherence mechanism needs to be 
implemented to deal with multi-level cache coherence 
challenges.

3. A dead-lock-free, lack-of-buffer multi-ring NoC has 
been designed. The NoC is adapted to cloud service 
characteristics (i.e., low latency, high bandwidth, 
and QoS compatibility) and occupies the minimum 
amount of area.

4. To realize inter-die communication, a proprietary 
coherent parallel interconnection mechanism has 
been developed. With the chip-on-wafer-on-
substrate (CoWoS) integration technology, the 
coherent inter-die communication achieves low-
latency (e.g., < 15 ns) and high-throughput (e.g., 400 
GB/s).

5. An IO interconnection is implemented with the 16 nm 
IO die to achieve low costs and high performance. 
The IO die also supports the latest IO communication 
protocol (PCIe 4.0).

The following content is organized as follows: Section 

2 presents the high-level overview of our SoC. Section 
3 and 4 detail the CPU-Compute die and CPU-IO die, 
respectively. Section 5 covers multi-level interconnection 
methods. Section 6 details the SoC's eco-friendly software 
stack. Section 7 explains the experiments that prove the 
high-performance, high-energy, and high-area efficiency 
features of the SoC in different scenarios. Finally, section 
8 concludes the paper with a discussion on related and 
future work.

Kunpeng 920 SoCs are designed using a LEGO-style 
architecture, which can assemble multiple dies (i.e., 
chiplets) that can be integrated inside a single package 
using suitable process technologies. To achieve high 
integration efficiency and reduce design/manufacturing 
costs, several types of primitive chiplets have been 
created. These primitive (LEGO-style) chiplets can be 
selected and combined to meet various requirements. 
Furthermore, specialized die combination technologies 
and high-bandwidth coherent interconnections have been 
proposed to facilitate integration of LEGO-style chiplets.

2.1 LEGO-style Chiplet

There are five types of primitive chiplets: CPU-Compute 
die, AI-Compute die, Compute-IO die, NIC-IO die, and 
Wireless-ACC die, as shown in Figure 2. These primitive 
chiplets share common connections and follow the same 
physical designs illustrated in Figure 2, which are listed as 
follows:

• Different primitive chiplets can adopt various widths 
but must have similar heights;

Figure 2 LEGO-based production
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• Two chiplets can only be horizontally combined;

• Due to the constraints of physical pins, AI-Compute 
dies, Compute-IO dies, NIC-IO dies, and Wireless-
ACC dies can only be placed on the left or right end of 
the chip design. In other words, only a CPU-Compute 
die can be placed between two other chiplets.

The LEGO-style architecture permits various combinations 
of dies to be integrated seamlessly with dif ferent 
packaging technologies — such as 2.5D interposer or 
multi-chip module (MCM) — to meet different workload 
requirements.

In Figure 2, five SoC chips are introduced (i.e., Kunpeng 
920-Server, Kunpeng 920-Lite, TianGang series, Ascend 
910, and Hi1822 SmartNIC). The LEGO-style chiplets can 
also work as standalone SoCs. For example, the Compute-
IO die shown in Figure 2 can also function as a PCIe Switch.

For Kunpeng 920, a silicon interposer based on TSMC's 
CoWoS using 65 nm back-end-of-line (BEOL) processing 
is adopted to implement inter-die connections, as shown 
in Figure 3. Due to the high density of BEOL, inter-die 
bandwidth can achieve up to 400 GB/s with coherency, 
which is much higher than the interconnection density 
obtained by competing products (e.g., AMD Zen 2) based 
on MCM.1 CoWoS is used for two reasons: First, when 
multiple memory-bound applications are allocated on the 
same computing die, the inter-die connection to IO most 
likely becomes a bottleneck to the MCM solution. Second, 
as Kunpeng 920 supports both UMA and NUMA modes, 
the former's performance can be similar to that of the 
latter due to a high-speed inter-die connection.

Figure 3 Kunpeng 920 package

1 Kunpeng 920 is also downward compatible with MCM, 

2.2 Kunpeng 920 SoC Series

The Kunpeng 920 SoC is mainly designed for servers, 
enabling them to implement features such as multi-
core parallelism, security, connectivity, RAS (short for 
reliability, availability, and serviceability), and so on. 
Kunpeng 920-Server integrates two CPU-Compute dies 
and one Compute-IO die, as shown in Table 1. Kunpeng 
920-Lite is designed for the PC market, which requires 
both high reliability and good performance. It integrates 
a CPU-Compute die and a Compute-IO die that is capable 
of providing high concurrency and high-throughput 
interconnections.

3. CPU-Compute Die Design

The CPU-Compute die contains three main components: 
TaiShan V110 cores, last level cache (LLC), and bufferless 
NoC.

3.1 TaiShan V110 Core Design

Figure 4 illustrates the overall architecture of the TaiShan 
V110 core. It is composed of multiple types of units, 
supporting high-performance scalar/vector processing 
and effective load/store operations.

Note that Kunpeng 920 is designed for processing cloud 
computing workloads (e.g., data analysis and database 
workloads). Therefore, it takes the features of the target 
workloads into consideration to determine an appropriate 
micro-architecture for the TaiShan V110 core. The details 
of TaiShan V110 are as follows:

1) Super-Scalar Pipeline: The super-scalar pipeline is 
mainly composed of Instruction Fetch, Instruction Decode, 
Instruction Dispatch, and Integer Execute. The Instruction 
Fetch Unit fetches up to four instructions from the L1 
I-cache per cycle. The Branch Prediction Unit supports 
both static and dynamic branch prediction policies. The 
latter is specifically implemented with a two-level dynamic 

Market Scale Typical Parameters Cost

Kunpeng 920-
Lite

PC 1 x CPU-Compute die + 1 x Compute-IO die TDP: 56 W N

Kunpeng 
920-Server

Server 2 x CPU-Compute die + 1 x Compute-IO die
TDP: 200 W; SPECint 2017:  

> 159
3·N

Table 1

* https://spec.org/cpu2017/results/res2020q2/cpu2017-20200529-22566.html
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branch predictor that uses the branch target buffer (BTB) 
for high-speed target address generation.

The Instruction Decode Unit is responsible for decoding 
ARM64 instructions. It also performs register renaming 
and handles hazards (write-after-write and write-after-
read) to support out-of-order (OOO) execution. Up to four 
instructions can be concurrently inserted into different 
queues, including an ALU queue, LS queue, and FSU queue 
according to the types. Then, they are dispatched to 
Integer Execution, Load/Store Unit (LSU), or FP Execution 
Unit — including advanced single instruction, multiple data 
(SIMD) — to complete integer/floating-point calculation, 
and load/store operations, as shown in Figure 4. For 
the target workloads, a 4-width super-scalar pipeline is 
sufficient to balance performance, power, and area (PPA).

2) SIMD Extension: TaiShan V110's SIMD architecture 
is compatible with NEON-basic instructions and also 
supports some of the Armv8.2 extension instructions. The 
NEON instructions have been considerably improved in 
Armv8-A, which includes user-friendly intrinsic C support 
and a complete set of auto-vectorization tools. NEON is 
widely used on the mobile domain due to the popularity of 
the Arm ecosystem.

With the preceding acceleration framework, TaiShan V110 
can enable vectorized acceleration for both server and 
mobile applications. Therefore, users only need to develop 
applications once before flexibly deploying or executing 
them on appropriate platforms.

In the design, the SIMD unit is fused into the FP-SIMD 
Unit (FSU), sharing a set of FP/SIMD physical registers and 
two FSU pipelines. To better support common parallel 
operations at a low cost, an SIMD unit is designed with 
reasonable parallelism that supports two configurations: 
128-bit x 2 for single precision and 64-bit x 2 for double 
precision. Though the SIMD unit is relatively small, 
Kunpeng 920-Server still offers a single-precision peak 
performance of 1.5 TFLOPS, which is a sufficient amount 
for most big data workloads. With this design, Kunpeng 
920 can achieve optimal PPA with respect to cloud 
computing workloads.

3) Load/Store and Cache:  Cons ider ing the target 
applications, it is important to guarantee highly efficient, 
continuous vector accesses in addition to low-latency 
scalar loads/stores. Consequently, the hardware prefetch 
is implemented in the LSU to ensure low-latency memory 
access.

Figure 4 Overall architecture of TaiShan V110
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A three-level cache organization is adapted, and each 
Kunpeng 920 core has a 64 KB L1 instruction cache (L1I), a 
64 KB L1 data cache (L1D), and exclusive 512 KB L2 cache. 
The processor also has a shareable LLC, where the average 
cache size per core is 1 MB. Section 3.2 details the LLC.

The L1D TLB and L1D cache are tightly coupled with the 
Load/Store Unit (LSU). The L1D TLB is organized in a fully 
associative manner, with flexible page sizes: 4 KB, 16 KB, 
64 KB, 2 MB, 32 MB, 512 MB, and 1 GB. The L1D cache is 
organized as a 4-way associative with a 64-byte cache 
line, and can also provide error correction code (ECC).

4) Core Parameters: TaiShan V110 is mainly designed for 
cloud computing workloads (e.g., big data and databases), 
which tend to demand high concurrency and involve 
extensive integer operations. Therefore, the single core 
score of the SPECint 2017 benchmark has been selected as 
a metric for evaluating CPU performance. The mainstream 
CPU cores (with respect to performance and performance/
area) are listed in Table 2. Evidently, TaiShan V110 has 
much better PPA (e.g., three times better performance per 
area) compared with other baseline CPUs.

3.2 LLC Design

1) LLC Design Exploration: In recent years, the value of 
using a shared L3 cache as the LLC has been gradually 
recognized on Arm-based SoCs. With stringent physical 
constraints, much is still to be explored with regard to the 
LLC design.

When the number of cores increases, assuming that the 
average LLC capacity of each core is 1–2 MB, the LLC 
capacity on a single chip increases to the extent where the 
average access overhead per core also becomes very high. As 
such, this design is not conducive to physical implementation 
and interaction between the cache and bus.

In the Kunpeng 920 design, the global LLC of the SoC is 
sliced into each CPU cluster, enabling the LLC and CPU 
clusters to form a NUMA relationship. Given this, careful 
consideration needs to be given to selecting the proper 
size for each cluster, thereby maximizing the benefits.

• Each LLC slice is shared by multiple cores in a cluster 
to share and reuse data.

• The size selected for each cluster needs to take the 
overhead design of the coherency protocol into 
account. One reason for this is the fact that the 
number of cache agents increases when there are too 
many LLC slices, which in turn leads to higher costs 
for cache coherency implementation.

Intel Broadwell 
E5-2650 v4 *

Intel Skylake 8180 ** AMD Zen 1 7601 *** Kunpeng 920

Process Intel 14 nm Intel 14 nm GF 14 nm TSMC 7 nm

Area (mm², with L2) 6.9# 8.5# 7# 1.5

Performance 6.73 9.22 7.16 5.28

Max frequency 
(GHz)

3.2 3.8 3.2 3.0

Performance/GHz 2.3 2.4 2.2 1.77#

Performance/Area 0.333 0.282 0.314 1.13

Test condition ICC 18.0 ICC 18.0 AOCC 1.0 GCC 9.1.0

Table 2

# Estimate
*https://spec.org/cpu2017/results/res2018q1/cpu2017-20180216-03627.html
** https://spec.org/cpu2017/results/res2018q1/cpu2017-20180122-02853.html
***https://spec.org/cpu2017/results/res2018q4/cpu2017-20181126-09823.html

Figure 5 Kunpeng 920 cluster design options
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The size of a cluster is directly related to the physical 
design of the cache. It is worth noting that physical 
designs are feasible with a smaller cluster (e.g., a maximum 
of four cores). Figure 5 compares the physical design costs 
of the 4-core cluster and 8-core cluster (which forms the 
closed shape of a square ring, making it difficult to route 
the centered cache to the NoC).

Taking the preceding factors into account and following 
the 2N hardware design principle2, four CPU cores per 
cluster are selected to obtain the best PPA score for the 
current process node.

2) Memory Strategy with Coherency: For the counterparts, 

2 This is not a forced principle. Using 2N cores in a cluster is 

LLC adopts either Private mode or Shared mode: The 
former is usually used when each CPU core hosts relatively 
independent data for tasks; whereas the latter is usually 
used when tasks within the SoC share a large amount of 
data. In Private mode, each CPU cluster and corresponding 
LLC slice form a private group, which spares the cluster the 
trouble of accessing high-latency cache slices. In Shared 
mode, all LLC slices are combined to act as one block, 
thereby facilitating data reuse within the SoC.

Numerous real-life applications have different cores 
carrying different task slices (e.g., different tasks or 
different phases of the same task), resulting in inefficient 
handling by the homogeneous CPU SoC.

Therefore, assuming that a mechanism can dynamically 
a l locate LLC based on run-t ime appl icat ions , the 
Partition mechanism is introduced, which constitutes 
NUMA between the remote cache slice and the cluster's 
corresponding private cache. This partition mechanism 
allows the cluster to dynamically fetch the remote free 
cache slice and treats it as the nearby LLC slice at the 
same level but with higher latency, instead of only using 
the nearby slice as its own cache. A simple illustration of 
the three cache modes is given in Figure 6. 

If a cluster uses only a small amount of data in the 
remote LLC, a fraction of this data will not be carried to 
its nearby cache slice immediately. This data must be 
accessed multiple times before being carried to the nearby 
cache slice to reduce the access overhead. At the micro-
architecture level, the LLC TAG is placed into the CPU 
cluster and allowed to access the global address space.

As the measurements in Figure 7 indicate, the current 
Partition mode design has a significant impact on the 
performance improvement of Kunpeng 920. Put differently, 
when the access pattern exceeds the nearby LLC slice, we 
can observe that the access latency rises gradually rather 
than sharply. Compared with other modes, the partition 
strategy significantly reduces the average latency (e.g., 
over 5%).

It is important to note that full cache coherence is enabled 
at the intra-die, inter-die, and SoC levels, which relies 
on the cache mechanism in conjunction with the Huawei 
Cache-Coherent System (HCCS) Home Agent (HHA).

Figure 6 Cache mode of Kunpeng 920

Figure 7

LibQ HPCG Big-Data-Bench GeekBench

Direct transmit ratio > 99% > 99% > 99% > 99%

Table 3
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A r ing NoC is a suitable choice for Kunpeng 920. 
In addit ion, a dual-r ing is adapted to mitigate the 
shortcomings of data propagation in both directions.

In advanced process technologies, the transistor density 
and NoC throughput cannot be improved equally. The 

improvement in transistor density is expected to be much 
higher than the reduction of NoC latency. Most current 
NoC designs are bufferable; however, the area they occupy 
and energy consumption are considerably high [31], and 
they require complex logic designs, resulting in a poor 
scalability due to the limited frequency. These limitations 
exacerbate the "memory wall" issue, necessitating further 
innovations in on-chip networks.

Figure 8 Kunpeng 920 CPU-Compute die solution

June 2022



130 | Communications of HUAWEI RESEARCH | October 2021

Research

By profiling real-life workloads, we discovered that the 
NoC has a high proportion of uniformly distributed random 
traffic, which implies that the bufferless NoC is a suitable 
choice for our SoC design. Given this, the bufferless dual 
ring has been designed and tested on several benchmarks, 
with the results of the Electronic System Level (ESL) 
tests in Table 3 showing that over 99% of packets are 
transmitted directly instead of traveling around the ring.3 
We can therefore observe that the bufferless NoC saves 
significant buffer resources and greatly simplifies the NoC 
design at the cost of negligible latency jitter.

Kunpeng 920 NoC achieves higher bandwidth and lower 
latency with a smaller area and less power consumption. 
With the same bandwidth, we can reduce the area of 

3

with the traditional design.

the bufferless NoC by 50–70% [23] compared with the 
bufferable NoC, under the Kunpeng 920 setting. The NoC 
occupies less than 7% of the whole SoC's area, with a 
frequency of up to 3 GHz, which is much better compared 
with bufferable NoCs.

Due to the bufferless NoC adaptation, the NoC and 
TaiShan V110 frequencies are consistent, which means that 
asynchronous designs and extra latency overheads can be 
avoided. In addition, to address the fairness and efficiency 
issues of our NoC with multiple cores, it incorporates new 
features such as Memory System Resource Partitioning 
and Monitoring (MPAM) and QoS.

Based on the preceding findings, the Kunpeng 920 CPU-
Compute die is designed as illustrated in Figure 8.

The Kunpeng 920 CPU-Compute die consists of 32 TaiShan 
V110 cores, each with dedicated L1 and L2 caches; four 
cores share a common LLC TAG and the corresponding 
LLC DATA is mounted on the NoC's nearest neighbor 
to increase flexibility; DDR controllers are organized in 

Figure 9 Kunpeng 920 Compute-IO die solution
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pairs, and an HHA pair is implemented for each CPU-
Compute die's coherence management; Generic Interrupt 
Controllers (GICs) are used to manage interrupts; the 
Super Cluster Link Layer Connector (SLLC) is designed to 
support inter-die communication with cache coherence, as 
discussed in Section 5.2.1; the Peri ICL is used for system 
functions and adapted to solutions other than Kunpeng 
920, fully demonstrating the advantages of the LEGO-
style architecture.

4. Compute-IO Die Design

Kunpeng 920 enables cost effective yet high-performance 
IO interconnections through the 16 nm IO die, while also 
supporting the newest IO protocol (i.e., PCIe 4.0).

4.1 Application & Characteristics of 
Compute-IO Die

As i l lus t rated in F igure 9,  the Compute-IO die i s 
responsible for Kunpeng 920's IO functions. It is also 
compatible with other SoCs (e.g., Ascend 910 Al Processor). 
Additionally, the Compute-IO die can be independently 
used as a PCIe Switch chip, and is designed to meet the 

requirements of high throughput and relatively long-
distance communication, (nonvolatile) storage accessing, 
and interactive task acceleration. The long-distance 
communication can be classified into three categories: 
long-distance coherent communication, PCIe bus (on PCB 
weak-coherence/non-coherence interconnections), and 
Ethernet (cable interconnection).

The Ethernet IO Cluster in Figure 9 provides several 
configurations with different bandwidths, including 2 x 
100GE, 2 x 40GE, 8 x 25GE, and 8 x 10GE. Furthermore, the 
USB & RSA ACC Cluster supports low-speed peripheral 
inter faces such as USB and RSA Digital S ignature 
Accelerate Engine. The PCIe IO Cluster enables up to 
40-channel PCIe 4.0 high-bandwidth interconnections, and 
also provides weak coherence between host and devices 
through HCCS. The HiSilicon Acceleration Controller 
IO Cluster is composed of several types of accelerators 
(including security and compression/decompression 
accelerators), integrates a storage controller Intelligent 
Management Unit that manages the IO die and SLLCs (to 
enable inter-die communication).

It is worth noting that HCCS supports multi-chip/SoC 
interconnection with scalable high-bandwidth and a 
low-latency physical interface. It also provides a unified 

248
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4.2 Compute-IO Die Solution & 
Evaluation

The Kunpeng 920 Compute-IO die is not only the first in 
the world to implement PCIe 4.0, but it also supports up to 
40 channels, with a total bandwidth of 640 Gbps. Another 
standout feature is that the PCIe interface supports 
thousands of channels in vir tual machine scenarios, 
further enhancing the scale-out feature of Kunpeng 920 in 
cloud computing workloads. By supporting Shared Virtual 
Memory (SVM), where the virtual address space is shared 
between the accelerator and user mode, Kunpeng 920 
offers better IO usability.

Table 4 shows the performance of the Compute-IO die 
compared with existing solutions. The Kunpeng 920 16 nm 
Compute-IO die solution offers good performance and 
versatility at a low cost. The following sections discuss how 
the efficient inter-chip coherence HCCS protocol hosted 
by HCCS on the Compute-IO die adequately supports the 
scale-up feature for cloud computing workloads.

address space between chips for coherent operations. 
Specifically, the HCCS module features two components: 

1.  Protocol Adapter :  handles the adaptat ion and 
transformation between the Arm's coherent hub interface 
(CHI) protocol and Hydra protocol used for HCCS. It also 
manages memory address and coherency and implements 
flow control and flow statistic functions. 

2. Hydra Link Layer Controller: processes data at the link 
layer, including data scheduling, distribution and cyclic 
redundancy check (CRC).

Finally, data is transmitted through the port physical layer 
(PHY) to realize high-speed inter-chip communication.

As evident from the preceding introduction, the majority 
of modules in the Compute-IO die are designed to support 
long-distance inter-chip communication, demanding a 
relatively strong driving capability. The PHY occupies a 
large chip area (approximately 30%), which can be reduced 
slightly with a more advanced process node. As such, 
it is both appropriate and effective to adopt the 16 nm 
process node for the Compute-IO die. The relatively longer 
transistor channel length at the 16 nm process node also 
helps reduce leakage.

Bandwidth Expected 
(GB/s)

Latency Expected 
(ns)

Characteristic (Coherency/
Non-coherency)

Core (with L1) 6000 < 2 Coherency

L2 memory 6000 < 4 Coherency

L3 memory 3000 < 15 Coherency

Inter-die — access L3 cache 400 < 30 Coherency

Main memory 200 < 90 (inter-die < 110) Coherency

Inter-SoC (4 SoCs/pod) 50 < 230 Coherency/Weak coherency

Table 5

Memory Bandwidth
PCIe Bandwidth per 

Channel
Network Bandwidth

Kunpeng 920 : Best performance 
(compared with solutions released before 

2019-01-07)
148% 200% 400%

Table 4
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5. Multi-level Interconnection

Kunpeng 920 implements a multi-level memory hierarchy, 
mainly aiming to implement more effective load/store 
management by placing a subset of frequently used data 
closer to the CPU core.

Table 5 lists the expected bandwidth and latency parameters 
and illustrates how smoothly they change between each 
memory level. The two-level interconnections, including 
inter-chip and inter-die connections, are designed carefully 
to minimize unnecessary data movements in all levels of the 
memory hierarchy.

5.2 Interconnections

Interconnections consist of inter-die and inter-chip 
connections. A series of solutions is applied to tackle the 
problems regarding two-level connections.

1. Inter-die Connections: SLLC is designed to deal with 
inter-die connections with coherency.

The details of LEGO-style inter-die connections are as 
follows:

• Physical layer: targets CoWoS and is compatible 
with MCM. Small IO (i.e., communication PHY) is 
customized to adapt to inter-die connections;

Figure 10 Kunpeng 920 multi-chip system architecture
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• Link layer: uses virtual channels to guarantee the 
effectiveness and versatility of the inter-die NoC;

• Flow control: adopts credit-based flow control [20] 
to enable effective interaction between the sender 
and receiver. Finally, as listed in Table 5, inter-die 
connections are implemented with low latency and 
high bandwidth.

2. Inter-chip Connections: Inter-chip communication is 
based on transfers through the PCB, which is related to 
two layers:

• Physical layer: a customized larger PHY is designed to 
provide sufficient driving capability;

• Protocol layer: the request iterations of the coherence 
protocol are minimized to reduce the latency of a 
single coherence-based load/store, as the latency 
of a single transmission increases due to the longer 
transfer distance.

As a result, the latency of inter-chip connections is 
limited to twice that of inter-die connections, as shown in 
Table 5. In Figure 10, an example of a multi-chip system 
architecture is shown, consisting of four interconnected 
(through HCCS interconnections) Kunpeng 920 SoCs.

6. Eco-friendly Software Stack

6.1 Software Stack

Since the core of the Kunpeng 920-Ser ver SoC is 
implemented with the Armv8 architecture, its software 
stack can leverage the Arm-based open-source software 
ecosystem. In this section, the software stack of Kunpeng 
920 is described from a bottom-up perspective: firmware 
to OS. The overall software stack is illustrated in Figure 11, 
with a darker color indicating that the more customized 
solution is applied to the software layer. On the top of 
the Arm-based Kunpeng 920 SoC, a specialized firmware 
is designed using Arm Trusted Firmware. The Unified 
Extensible Firmware Inter face (UEFI) [17] def ines a 
software interface between an OS and platform firmware. 
The UEFI is designed with and extended from open source 
TianoCore [16]. The GRand Unified Bootloader (GRUB) 
is a native bootloader from the GNU project. The Kernel 
is a custom edition of the Linux kernel driver adapted to 
Kunpeng 920's core, IO, interrupt, and SMMU features. For 
the uppermost layer, many of the mainstream commercial 
OSs (e.g., CentOS and Ubuntu) can be deployed. In this 

Figure 12

Figure 11 Kunpeng 920 software stack
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regard, close collaboration with OS vendors ensures 
Kunpeng 920 can be efficiently integrated, while close 
integration with the tool chain (i.e., GCC-GNU Compiler 
Collection) allows Kunpeng 920 to be easily deployed and 
used. Alternatively, QEMU can be employed to perform 
SoC's virtualization. It is worth noting that the software 
ecosystem was established to be Arm and Linux eco-
friendly.

6.2 Software-Hardware Co-design

As previously mentioned, many open source tools are 
utilized to build an eff icient Kunpeng 920 software 
e c o s y s te m .  O p e n s o urc e –ba s e d s of t wa re  s t a c k 
development and specific hardware adaptions ensure that 
Kunpeng 920 provides the best performance possible 
within reasonable efforts. For example, a series of NUMA-
adaptable scheduling patches are deployed with the latest 
one being "[RFC PATCH v3 2/2] scheduler: add scheduler 
level for clusters"[13]. Its function is to schedule related 
tasks in one CPU cluster and share the context in the local 
LLC. The results in [13] show that the scheduler benchmark 
"HackBench"can benefit over 10% from this hardware-
software co-design.

7. Evaluation

7.1 Experiment Setup

Kunpeng 920-Server exhibits the logic composition of the 
SoC shown in Figure 12, and consists of 16 CPU clusters, 
64 MB L3 cache, hardware ACC, HCCS, and a series of IOs. 
Each CPU cluster includes four TaiShan V110 cores, each 
with a 64 KB instruction cache, 64 KB data cache, and 512 
KB L2 cache. The IOs consist of SAS/SATA 3.0 interfaces 
(up to 16 channels), PCIe 4.0 interfaces (up to 40 channels), 
low-speed IO and eight DDR4 controllers (up to 2933 
MHz).

7.2 Comparison

When Kunpeng 920-Ser ver was f irs t re leased, we 
compared it with the highest-performance CPUs, including 
Intel Xeon 8180 and AMD EPYC 7610, which are under the 
Intel Skylake and AMD Zen 1 architectures, respectively. 
The performance of Kunpeng 920-Server was compared 
with the products in Table 6, including AMD EPYC 7742 
(AMD Zen 2) — released six months after Kunpeng 920.

As shown in Table 6, Kunpeng 920-Server has better 
performance than previously released products with a 

Intel Xeon 8180 AMD EPYC 7601 AMD EPYC 7742 Kunpeng 920

Process Intel 14 nm GF 14 nm
TSMC 7 nm + GF 14 

nm
TSMC 7 nm + 16 nm

Core quantity 28 32 64 64

Thread quantity 56 64 128 64

Area (mm²) 698# 756# 1152# 452

Performance 
(SPECint 2017)

134* 135** 323*** 159****

Thermal design 
power (W, TDP)

205 180 225 200

Performance/Area 0.192 0.179 0.280 0.352

Test condition ICC 18.0 AOCC 1.0 AOCC 2.0 GCC 9.1.0

Table 6

# Estimate
*https://spec.org/cpu2017/results/res2018q1/cpu2017-20180122-02798.html
**https://spec.org/cpu2017/results/res2018q2/cpu2017-20180319-04037.html
***https://spec.org/cpu2017/results/res2020q1/cpu2017-20191218-20419.html
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smaller chip size, which demonstrates the efficiency of 
Kunpeng 920. Kunpeng 920 also has better performance/
area than AMD EPYC 7742 (AMD Zen 2). In addition, 
HiSilicon's agile RTL-Fabrication co-design mechanism 
ensures that Kunpeng 920 is ahead of 7 nm production, 
meaning Kunpeng 920 is the first 7 nm server CPU to enter 
the market. This also contributes to chip performance.

Figure 13 shows that Kunpeng 920 features better 
performance (over 20%) when we compare its middle-end 
5250 with Intel 6148/6248 under typical cloud workloads 
Hive-SQL.

Furthermore, the architecture of the server CPU is also 
driven by the cost-effectiveness of mass production (also 
known as performance-per-dollar). Thanks to the benefits 
of the LEGO-style architecture on both yield and cost, 
Kunpeng 920 can achieve high performance-per-dollar 
when the yield of the 7 nm process is not excessively high, 
creating additional benefits to customers and increasing 
industrial progress.

8. Analysis and Future Work

8.1 Analysis (Related Work)

Amazon low-power server CPU. The low-power, high-
concurrency AWS Graviton processor powering Amazon 
EC2 A1 instances target scale-out applications such as 
cloud computing workloads. However, from a general-
purpose server CPU's perspective, Graviton's weak single-
core performance and lack of the large scale-up capability 
can be major bottlenecks.

Intel Xeon Plantinum 8180 & IBM z15: The Intel 8180 
exhibited good performance when it was launched, 
with the 28-core simultaneous multithreading with two 
threads (SMT2) offering high concurrency that meets 
today's standards. However, due to its single-die chip 
design, the cost of the chip is still considerably high. 
Additionally, since the two threads share the L1 cache, the 

chip's performance is relatively limited. As for IBM z15 [9], 
despite being launched after Kunpeng 920 in 2019, it has 
a single-core frequency of up to 5.2 GHz. On top of that, 
it has 4 MB of L2 cache and up to 960 MB of L4 cache, 
which reemphasize the importance of memory hierarchy. 
However, constrained by the single-die chip design, it only 
implements the 12-core SMT2, which is insufficient for 
cloud computing workloads that require high concurrency.

AMD Zen 2 MCM: After Kunpeng 920 was launched, 
several designs with similar concepts were released. 
Among them, AMD Zen 2 (released on 2019 Q3) [2] — 
which is based on the chiplet integration technology — 
has attracted great attention with its large die area and 
corresponding performance parameters. It uses TSMC's 
7 nm small die technology for compute dies to improve 
logic density and power efficiency, and Global Foundry's 
14 nm process for cost-effective IO die. Zen 2 can provide 
customized products with different combinations of 
compute dies and IO dies according to requirements. 
However, due to the MCM assembly adopted by Zen 2, 
its inter-die interconnections cannot achieve very high 
density and bandwidth. Furthermore, Zen 2 has poor inter-
die communication latency in practice, which in turn limits 
the achievable performance of its solutions to the task(s) 
within a die. It is therefore safe to say that the performance 
of Zen 2 solutions is very sensitive to the specifics of the 
workloads.

8.2 Future Work

The improvements in process technology have been 
paramount to the continuous CPU performance increase. 
The server CPU process is expected to progress to the 
next level and utilize 5 nm in 2021. AMD [3] announced that 
it would realize mass production using the 3 nm (FinFET/
GAA) process by 2025 [19][33]. These advancements in 
the process technology will significantly impact the CPU 
design methodology. For example, when the increase in 

Figure 14 Kunpeng 920

Figure 13
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the transistor density exceeds the decrease in a single 
transistor's power consumption, the dark silicon problem 
will affect future CPU design choices [22][25][34]. In this 
case, a larger cache is more suitable for managing dark 
silicon issues.

The rate of progress in process technology may not be as 
predicted by Moore's Law [29], which means that chip SoC 
will enter the era of 3D packages to further increase the 
integration density [26][30]. The packaging technology will 
shrink more on the pitch and more power will run inside 
the substrate without affecting the layout of the silicon's 
metal layer. With the increase in transistors' density per 
unit area, the heat dissipation of the lower die will be 
affected after stacking [24], which will exacerbate the heat 
dissipation problem. For one thing, more memory will be 
used in stacking to avoid dark silicon [28]. For another, 
microfluidic heat dissipation technology may be applied to 
enhance the heat dissipation and improve the granularity 
with which it can be controlled.

For cloud-computing workloads, demands for the ever-
increasing single core IPC will always be the main objective 

[18]. The high-density process technology (e.g., 3 nm) 
will facilitate the more-issue super-scalar design, and the 
larger cache will also help increase the IPC. In addition, the 
emerging techniques such as reinforcement learning can 
be leveraged to enhance the branch predictor, prefetcher, 
and other key components of the super-scalar pipeline. 
Correspondingly, big.LITTLE cores [27][32] hybridizing 
CPUs in the same rack may appear to deal with new types 
of future cloud-computing workloads.

As several applications require parallel computing, 
server CPUs will need more parallel computing units 
(wider SIMD), or even the matrix-computing acceleration 
units. As expected, the number of cores in a single SoC 
keeps increasing, meaning the organization of cores 
and interconnections need to be adapted accordingly. 
Compared with the ring bus, mesh NoC offers better 
interconnection in certain cases [21], with more balanced 
memory access in SoC. As such, we are bound to witness 
an increase in the importance of NUMA and its hardware/
software co-design.

Kunpeng 910 Kunpeng 916 Kunpeng 920

Release year 2016 2018 2019

Quantity (MPCS/year)   

Table 7 Kunpeng series' business
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1. Introduction

The computing systems we use today distinctly separate 
interconnections for memory, I/O peripherals, and 
networking (e.g., fiber channel, Ethernet, or InfiniBand) 
[1][3–5]. Traditionally, these three interconnection layers 
are designed based on completely different assumptions 
and performance/scalability tradeoffs, and therefore 
evolving into different standards. On the one end of 
spectrum, the memory interconnection is very fast with 
a very low access latency (e.g., 100 ns), but may only 
connect two components with a point-to-point link. 
On the other end of spectrum, networking is orders of 
magnitude slower than the memory bus, and incurs a long 
latency, but can connect nodes in the tens of thousands. 
In between is an I/O bus — like Peripheral Component 
Interconnect Express (PCIe), which has higher bandwidth 
and lower latency than networking. However, PCIe is 
still much slower than memory and can only connect a 
handful of peripheral devices. The existing software and 
hardware architectures are constructed according to this 
interconnection hierarchy. While memory subsystems are 
completely handled in hardware, I/O interconnections and 
the networking stack may require a considerable amount 
of software processing.

The recent trend shows the demise of Dennard scaling 
and the slowing down of Moore's Law, which ended the 
rapid improvement in microprocessor performance. 
However, the computational workloads — driven by 
the tremendous amount of data and sophisticated new 
algorithms (e.g., machine learning and AI) — continue 
to grow exponentially. In response, Internet companies 
that run huge super-applicat ions (l ike search and 
social communication) have to scale out their workload 
processing over large warehouse-sized clusters of 
machines, and also develop various domain-specif ic 
architectures (DSAs) (e.g., GPU, TPU [14], or DaVinci chip 
[13]) that provide heterogeneous accelerations for certain 
types of computing. This new paradigm of distributed 
and heterogeneous computing requires efficient and low-
latency data movement among numerous computing 

components and the interconnections are increasingly 
becoming a new bottleneck of current systems [8]. 
This brings new challenges to the conventional design 
tradeoffs of interconnection hierarchy.

In this paper, we revisit the conventional design of this 
interconnection hierarchy for computing systems, and 
propose a unified interconnection architecture (namely UB). 
The fundamental premise behind UB is the possibility to 
build a single interconnection fabric that is able to both 
scale out (e.g., connect computing components in the tens 
of thousands) and scale up with high bandwidth close 
to memory buses, but also deliver the lowest possible 
latency (limited by the speed of light) (Figure 1). To achieve 
this goal, UB takes a holistic approach to re-architect 
the interconnection fabric protocols as well as software/
hardware interfaces.

At the top level, unlike existing architectures that contain 
diverse models and interfaces for different types of 
interconnections (e.g., MMIO, RDMA, and FC), UB provides 
a much simpler but generic memory-semantic interface to 
interconnect all types of computing components, including 
CPUs, memory, storages, and various accelerators. In 
other words, UB enables any component in the fabric 
to access another one's resource as if it was accessing 
its local memory. To make this possible, UB is tightly 
integrated into each computing component and provides 
a memory interface with the lowest possible latency. We 
named this unified interface unified remote memory access 
(URMA, pronounced /wu:ma/), and it supports versatile 
operations on memory, including synchronous load/store, 
asynchronous read/write (a.k.a., memory copy), atomic 
operations, and messaging (sending/receiving messages 
to/from a message port, or a jetty in UB terminology). With 
URMA, UB can unite distributed memory regions into a 
unified virtual memory space and provide a shared virtual 
memory (SVM) abstraction for applications to enhance 
the programmability by reducing the complexity of data 
partitioning and dynamic load distribution — the two 
toughest problems in parallel programming.

The UB protocol suite is designed to efficiently support 
URMA operations across a scalable fabric of computing 
components. UB employs several innovative technologies 
to build a highly scalable and performant fabric for massive 
distributed memory transactions. First, the UB fabric 
supports out-of-order URMA operations to maximize the 
parallelism. Consequently, a slow URMA operation (e.g., 
one that hits a page fault) will not block subsequent fast 
operations. Second, UB adopts a multi-path transport 
that can simultaneously spread traffic among redundant 
paths in the fabric and thereby improve both performance 
and reliability. Third, UB employs an end-to-end active 

Figure 1
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congestion control scheme, named confined active queue 
management (C-AQM). Unlike many existing approaches — 
for example, InfiniBand and Remote Direct Memory Access 
over Converged Ethernet (RoCE) — that passively rely on 
hop-by-hop link-level pushback to manage congestions, 
C-AQM actively avoids congestions before they occur. 
Consequently, C-AQM achieves very high link utilization 
with zero packet loss and near-zero queuing inside the 
fabric, even in heavily loaded situations at scale. Finally, 
UB supports programmable memory transactions (PMTs). 
Specifically, it employs a memory processor (orchestrator) 
that can receive an orchestration of URMA operations 
and execute it independently (and even remotely) 
without further CPU involvement (both local and remote). 
PMTs significantly reduce the number of interruptions 
to CPUs and enable much better overlapping between 
communications and computing, thereby improving the 
overall system performance.

The UB fabric is software-defined. UB relies on a fabric 
controller for sophisticated topology management, but 
maintains a simple switch design and achieves as low 
switching latency as possible. At the bottom layer, UB 
takes the latest serial link design that can deliver data 
rates of up to 14 GByte/s per lane. By operating over 
multiple lanes (up to 16 parallel lanes), a UB link may 
provide an ultra-wide bandwidth of 224 GByte/s.

Table 1 summarizes the communication expected from 
each interconnection technology. The rest of the paper 
will elaborate on UB's design in more detail. Specifically, in 
Section 2, we present the principles that guide the design 
of the UB architecture. Section 3 presents the design 
in detail. After discussing related work in Section 4, we 
conclude in Section 5.

2. Design Principles

UB provides a unified way to connect heterogeneous 
computing components. As illustrated in Figure 2, each 
system-on-chip (SoC) may expose multiple UB ports to 
connect to different types of components, such as other 
processors, memory, accelerators, or storage media, either 
directly or through a switch fabric.

The UB design is guided by several principles, as follows:

• Scalability. The first design principle of UB is to be 
scalable. As a unified method for interconnection, 
UB is required to scale in several dimensions. First, 
the number of computing components that UB 
can interconnect should be scalable. It could be a 
handful of components in one box or chassis, or tens 
of thousands of components in a high-performance 
computing center. Owing to this, UB should also be 
able to construct various scalable topologies (e.g., 
CLOS or Dragonfly). Second, UB needs a scalable 
naming scheme to name and address any resource 
in any component in a large cluster. Clearly, naively 
mapping all distributed memory to a global f lat 
address space will not work at a large scale. Third, UB 
should retain "performance scalability". This means 
the high performance (i.e., high link utilization and low 
latency) of the UB fabric should remain constant, even 
in a large cluster with heavy loads.

• S of t ware - de f ine d .  A s  a  un i f ie d me thod for 
interconnection, UB should be able to adapt to and 
perform well in various scenarios. This adaptability 
mainly comes from the software-defined nature of 
the UB design. Not only does UB adopt a software-
def ined network ing approach that re l ies on a 
controller to manage and control traffic in the fabric, 
but the UB protocol stack is also highly reconfigurable 

Type Bandwidth Latency
Number of Components 

Interconnected
Standards

Memory bus 50 GByte/s 100 ns 2 (point-to-point) DDR5

I/O 4–64 GByte/s 0.3 µs 10+ (tree) PCIe5

Networking 12.5–25 GByte/s 2–100 µs 10,000+ (any) RoCE

Unified 
interconnection

14–224 GByte/s 0.5–10 µs 10,000+ (any) UB

Table 1
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via software to meet different usage scenarios. For 
example, when UB services connect a CPU and a 
memory module, the network and congestion control 
layer may be omitted because the transaction layer 
may already prevent any congestion through flow 
control. With this adaptability, UB achieves minimal 
overhead and is comparable to, or have better 
per formance than, competing interconnection 
technologies even in their designed purpose.

• Fault-tolerant. Faults are inevitable in large-scale 
systems. Fault tolerance, therefore, is fundamental 
to UB design. Conventional systems often consider 
memory faults rare and unrecoverable (i.e., causing 
the whole system to halt). In contrast, UB assumes 
remote memory faults are common and expose these 
faults instead of shielding them from applications, 
allowing applications to handle them as they see fit.

• Programmable. UB is an intell igent fabric that 
provides programmabil ity. In the conventional 
architecture, the CPU takes total control — it issues 
all I/O commands and handles all responses. This 
approach worked fine in the past when the CPU was 
far faster than the I/O, but challenges are arising as 
the gap between I/O and memory closes. Considerable 
amounts of CPU cycles have been wasted just to 
handle I/O or communication. For example, Google 

reports that nearly 27% of CPU cycles go towards 
communication in cloud applications [8]. Besides 
computation overhead, this "communication tax" may 
add significant latency overhead when I/O has to wait 
for CPU scheduling to proceed. UB includes a memory 
processor (MP) and a programming framework 
for applications to orchestrate related operations 
into a group transaction. This group transaction 
can be processed in its entirety by the MP without 
interrupting the CPU. Consequently, computing and 
communication can be better parallelized and both 
the CPU and I/O are more efficient.

In this section, we present the main features and design 
choices of UB. A computing node in the UB architecture 
is basically a SoC that consists of several processing 
components and UB endpoints (UBEPs). A processing 
component in the SoC (e.g., a CPU core, neuro-processor, 
or micro-controller) interacts with UBEPs through an 
internal high-speed bus, and UBEPs may further connect 
to a scalable UB switch fabric to form a large cluster. 
Note that a SoC may also connect to external memory or 
storage media through UB or any existing method.

Figure 2 UB architecture composed of a set of computing nodes (SoCs)
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3.1 UB Naming and Addressing

In the UB architecture, every resource is identified as 
a virtual memory address. UB provides a unified global 
naming scheme for the virtual memory in a cluster. In 
UB terminology, we usually call the node that provides 
memory the home node, and the nodes that remotely 
access the home node's memory user nodes. Each memory 
location in a UB cluster can be uniquely identified by a 
fully qualified UB virtual address (FQ-UBVA, or just UBVA 
for short), which contains a triplet: an entity ID (EID) that 
identifies the UBEP on the home node, an UB address 
space ID (UASID), and an offset in the address space.

A home application can expose a range of its memory 
to UB, providing access for applications on user nodes. 
A UBEP always uses a UBVA to communicate with other 
UBEPs over the fabric. The fabric routes the memory 
request from the user UBEP to the corresponding home 
UBEP based on the EID field. Upon receiving the request, 
the UB memory management unit (UBMMU) on the home 
UBEP translates the UASID and offset into a physical 
memory location where the request will be executed.

On a user node, a user application can map a segment 
of UBVAs to its own virtual address space. The mapped 
virtual address (MVA) can then be used by an application 
just like a normal virtual address. As such, UB provides 
a unified way for the application to access either local 
or remote memory. Figure 3 illustrates the relationships 
between MVAs, UBVAs, and physical memory.

The UB naming scheme makes programming easy, scalable 
and highly flexible. The hierarchical organization of UBVAs 
also allows the construction of scalable UB computing 
clusters that contain many computing nodes. (Given a 

width of 24 bits for the EID, the number of nodes in a 
UB cluster can be as large as 224.) User applications will 
always view local and remote memory as a single address 
space through MVAs. By carefully allocating identical 
home and mapped virtual addresses, UB is able to provide 
a globally shared single address space for distributed 
applications, and therefore enables simpler construction 
and manipulation of distributed data structures.

The translation of UBVAs is all done locally on each 
computing node, and therefore provides much flexibility. 
For example, the UBMMU on a computing node can map 
a UBVA to a physical memory cell or a byte-addressable 
block in a storage medium or a register in a controller. 
The computing node may even change this mapping 
dynamically without affecting the world outside the node.

3.2 URMA Operations

UB provides a rich set of operations on remote memory. 
By mapping a remote memory range to an application's 
addres s  space ,  a l l  common CPU memor y acces s 
instructions (e.g., load/store and atomic instructions) 
can be used to access remote memory as if it were 
local memory. Although synchronous memory access 
through CPU instructions is an easy way to access remote 
memory, it may not always be efficient, as the latency in 
remote memory access may be much higher than with 
local memory. To hide this potential latency, UB provides 
asynchronous memory access operations to copy (i.e., 
read and write) data between remote and local memory. 
Asynchronous URMA operations are sent to UBEPs 
through colored instructions. (The implementation of 
colored instructions is architecture-dependent. For 
example, we have overloaded the ST4 instruction for 
this purpose in ARM.) The colored instruction places 

Figure 3
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an asynchronous URMA command on a UBEP, which 
immediately executes the command while the CPU 
continues execution of other tasks. An application can also 
issue URMA commands through conventional software-
managed descriptor queues. This is similar to existing I/O 
architecture in that the application prepares descriptors 
in a memory queue (commonly a cyclic buffer or linked 
list) and "presses a doorbell" to notify hardware to fetch 
commands from the descriptor queue. Compared to a 
colored instruction, whose cost is similar to one instance 
of memory access, the software-managed descriptor 
queue requires multiple memory accesses to start a URMA 
operation, and therefore is only suitable where a batch of 
URMA operations are carried out.

UB supports two ways of notifying applications when 
an asynchronous operation has completed: completion 
queue (CQ) and completion flag (CF). The former is a 
shared data structure for receiving completion events. 
Upon completing a URMA operation, UBEPs will generate 
a completion event and append the event to the specified 
CQ. Applications need to poll the CQ to obtain the event. 
Operating CQ usually needs to access memory several 
times, and sometimes applications may want a more 
lightweight mechanism for notification. This is where 
CFs comes in. With CFs, UBEPs simply set a flag at a 
memory location specified by the application. From here, 
applications are notified by checking the flag state (with 
only one instance of memory access).

UB also provides messaging between computing nodes 
through jetties (what UB calls message ports). A jetty 
identifier takes a format similar to a UBVA identifier, except 

that the offset field is replaced by a jetty number. An 
application can send messages to a remote jetty using SEND 
operations and receive messages from a local jetty using 
RECEIVE operations. That is, when a jetty receives a message, 
the destination UBEP matches a RECEIVE operation queued 
at the jetty. Data in the message is then delivered to the 
buffer specified in the matched RECEIVE operation.

Figure 4 illustrates the workflow when the CPU on a user 
node executes a synchronous ldr instruction on remote 
memory (MVA0) of the home node. During the execution, 
the memory management unit (MMU) translates MVA0 
into a tagged physical address (TPA1), which is within 
a reserved range in the physical address (PA) space for 
remote memory. The load request to TPA1 is routed to a 
user UBEP over the internal bus. The user UBEP consults 
the remote memory range table (RMRT) to convert TPA1 
into UBVA1. With this, the user UBEP synthesizes a URMA 
load request and sends it to the home UBEP over the UB 
fabric. Upon receiving the URMA load request, the home 
UBEP will f irst look up the memory range protection 
table (MRPT) to check whether access is allowed (action 
1). If the check passed, the home UBEP looks up the UB 
address lookaside table (UALT) (action 2). If the UALT 
has an entry that matches the UBVA, the home UBEP 
can directly obtain a PA and execute the request by 
reading data from the memory location. Otherwise, a 
UALT miss occurs, and the home UBEP needs to find the 
corresponding page table based on the UASID in UBVA1, 
and performs a page walk to translate the offset into a 
PA (action 3). The page walk may fail if the corresponding 
page is not in memory. Thus, a page fault occurs (action 
4). From here, the operating system must get involved 

Figure 4 ldr
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to swap the page into memory. During page swapping, 
the load request is pending and will be resumed only 
after the page fault has been correctly handled by the 
operating system.

After the UBMMU obtains a PA, the home UBEP reads data 
from the memory and returns a response to the user UBEP. 
The user UBEP then forwards the value to the CPU, and 
thus the ldr instruction is executed.

From the above explanation, we can see that the RMRT 
and MRPT should be correctly configured before any 
URMA operations are performed. To allow a remote 
application to access its memory, the home application 
needs to first allocate a memory block and export the 
block's virtual address range by calling the ub_export_mr 
API. ub_export_mr manipulates the MRPT by inserting an 
entry for the exported memory range and setting proper 
access permissions and security keys.

To access a remote memory range, a user application also 
needs to import it by calling the ub_import_mr and ub_
map_mr APIs. ub_import_mr allocates a range from the 
tagged PA space and a range of virtual addresses from 
the user application address space. If global shared virtual 
memory is enabled, ub_import_mr tries to allocate the 
same virtual address range as the home virtual address 
range. If all are successful, the user application will call ub_
map_mr to update the page table and RMRT accordingly, 
thereby mapping the allocated virtual address range to 
the tagged PA range.

3.3 Ordering

UB follows a relaxed memory model. This means, in normal 
situations, any two URMA operations, either synchronous 
or asynchronous, could be executed out-of-order, 
irrespective to their programming order. Consequently, 
memory barriers should be added explicitly if strong 
sequential ordering is needed.

For synchronous URMA operations (e.g., load/store) a 
programmer could leverage the barrier/fence instructions 
in most modern mult i-core processors to enforce 
strong ordering. However, for asynchronous URMA 
operations (e.g., read and write) UBEPs should take care 
of transactional memory ordering. UB allows applications 
to expl ic i t ly control URMA operat ion order ing by 
grouping URMA operations (e.g., operations between a 
pair of sending and receiving jetties). Within each group, 
applications can further control ordering by setting a two-
bit ordering flag in each UB command. The meaning of 
each bit is explained in Table 2.

Bit Meaning

Ordering bit
Once set, the current operation should 
be completed after all preceding 
operations.

Barrier bit
Once set, the current operation should 
be completed before all succeeding 
operations.

Table 2
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3.4 UB Protocols

UB defines a complete protocol suite to build a scalable 
fabric. At the bottom level, UB defines a physical layer 
(PHY) and link layer (LL). UB PHY leverages innovative 
serial communication techniques to provide a unified 
way to support both short-range electric cables and 
long-range optical fibers. It also supports a configurable 
forward error correction (FEC) code that achieves a 
balance between high throughput and low codec latency. 
UB LL supports flexible bandwidth negotiation and power 
management. It also supports a lightweight selective 
retransmission scheme. Together with PHY FEC, UB may 
drive link data rate as high as 112 Gbit/s per channel, or 
1.8 Tbit/s per link (up to 16 lanes).

The UB network layer is software-defined, so that UB 
switches are required to simply forward data on the data 

plane, while a network controller is deployed to compute 
routes for distributed nodes and configure the forwarding 
table on each UB switch. Each UB switch maintains a host 
forwarding table (HFT) and prefix forwarding table (PFT). 
When a packet arrives, the switch obtains the destination 
EID from the packet header and looks it up in the HFT and 
PFT simultaneously. If a match is found in the HFT, the 
packet is forwarded according to the port specified in the 
HFT entry. Otherwise, if a match is found in the PFT, the 
packet is forwarded according to the PFT entry. Note that 
unlike IP, UB supports a limited number of prefix settings 
and therefore trades some flexibility for higher forwarding 
performance.

UB can leverage multiple network paths to improve 
throughput and reliability. The network controller may 
configure multiple forwarding ports for one EID (or prefix) 
and associate each next hop with a cost. Normally, a 
packet is forwarded to the next hop with the minimal cost. 
But UB could change this default behavior by specifying a 
value in the load balance (LB) field in the network header. 
Then a hash index is computed based on the LB value, and 
the packet is forwarded to the next hop corresponding to 
this index. UB also supports adaptive rerouting for better 
reliability. If a link is detected as down, instead of dropping 
all packets queued on the port, the UB switch reroute 
these packets to their destinations through alternative 
paths.

One key feature that dif ferentiates UB from other 
interconnection technologies is the transport-layer 
de s ign .  UB t rans por t  adopt s  C-AQM to manage 
congestion in the fabric. Taking an end-to-end approach, 
C-AQM successfully avoids the congestion spreading 
issue in most existing control schemes (e.g., InfiniBand, 
RoCE, and PCIe) that rely on hop-by-hop link-level 
pushback. Congestion spreading is where congestion on a 
single link slows down a large portion of the network, and 
is identified as one of the major causes of performance 
degradation in existing hop-by-hop control schemes. 
In contrast, as an end-to-end scheme, C-AQM will only 
slow down the source UBEP that causes the congestion 
while the rest network continues to work efficiently. 
Moreover, C-AQM is an active congestion control scheme, 
while earlier end-to-end congestion control schemes 
(e.g., TCP) work passively — the source UBEP blindly 
increases its sending rate and builds up queues until 
a congestion occurs; and after receiving congestion 
feedback, it reactively reduces its sending rate. Due 
to inevitable feedback latency, the network oscillates 
between congested and non-congested states. There is 
always such a queue in the bottleneck link that adds up 
to a considerable queuing latency, usually comparable 
to, if not much higher than, the end-to-end transmission 
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latency. C-AQM, instead, takes an active control approach 
to avoid overshooting and uses a propose-and-admit 
scheme to probe the available bandwidth. To be specific, 
before a source UBEP can increase its sending rate, it 
should first attach a proposal to the packet header. When 
the packet traverses the network path, intermediate 
switches admit it if the switches have enough resources, 
or deny it if the switches find the increased rate would 
cause congestion. This decision is returned to the source 
UBEP and the rate increase is only allowed when all 
intermediate switches have admitted the proposal. With 
this tight cooperation among endpoints and switches, 
C-AQM can retain an almost empty queue inside the 
network while keeping bandwidth utilization high.

Figure 5 illustrates the basic workflow of C-AQM. The 
source UBEP embeds a congestion control proposal inside 
the transport header in each packet. On each switch, 
C-AQM uses two independent controllers: an efficiency 
controller and a fairness controller. The former controls 
the overall input rate within the link capacity to maximize 
the utilization of link bandwidth and eliminate the need 
for queue building. The latter, however, is responsible 
for distributing link bandwidth fairly among competing 
flows. To do this, it proactively generates a small number 
of congestion signals for the flows with rates higher than 
their fair shares to take back some of the bandwidth from 
these flows. This bandwidth is then re-allocated to the 
flows with rates lower than their fair shares by admitting 
more increase proposals. Switches attach the decisions 
of the two controllers to each packet, specifying whether 
the rate should increase, remain the same, or decrease. 
The destination UBEP converts these decisions into 
feedback and implements piggybacking before sending an 
acknowledgment to the source UBEP, causing the source 
UBEP to react accordingly.

3.5 UB Orchestration

UB inc lude s  a  p rogrammab le  e n g in e ,  c a l l e d  UB 
orchestrator, which can read a list of orchestration 
commands from a command queue and execute them 
independently without involving the CPU. This allows the 
CPU to offload complex URMA transactions onto UB to 
reduce CPU overheads. These orchestration commands 
include parameterized URMA operations and a set of 
control commands, such as branching, looping, waiting, 
and asynchronous invocations of other orchestrations.

Figure 6 High-level architecture of the UB orchestrator

Figure 5 A simple illustration of C-AQM. The source UBEP sets an increase proposal in each packet header. The intermediate switches admit or deny the 
proposals based on their own resource utilization. The decision is signaled to the destination UBEP and then sent back to the source UBEP.
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failure, they will interrupt the CPU, and the UB framework 
marks the pages of the corresponding remote segment. 
Thus, subsequent access to this faulty segment would be 
blocked and the application will be signaled to handle the 
fault.

Although UB provides many hardware features that allow 
the building of highly efficient distributed applications, it 
is important to wrap them into proper APIs for application 
programmers. To facilitate programming, we provide a 
software library called unified memory development kit 
(UMDK) that exposes various levels of APIs.

Figure 7 High-level architecture of UMDK

Figure 7 shows the general architecture of UMDK. At the 
lowest level, UMDK provides a simple wrapper for all URMA 
operations. Above that is a UB orchestrator programming 
API and some high-level APIs that help application 
programmers better access shared distributed memory. 
In addition, UMDK provides a distributed transaction 
memory (DTM) abstraction to facilitate programming 
distributed transactions and handling replications. On top 
of DTM, UMDK exposes a distributed memory object (DMO) 
API for managing remote memory, allowing applications 
to dynamically allocate and release data objects in shared 
remote memory regions. Additionally, UMDK includes a 
set of tools for orchestrator programming, debugging, and 
performance tuning. Although its high-level APIs leverage 
UB's advanced features as much as possible to maximize 
performance, UMDK is compatible with existing hardware, 
such as RoCE. We believe such compatibility will act as 
a ramp to help application programmers evolve from 
existing technologies to UB.

Figure 6 shows the high-level architecture of the UB 
orchestrator. The orchestrator is basically a specialized 
processor with many hardware threads, which are highly 
optimized for URMA transactions. An application may 
compose a program of orchestration commands which, 
for example, may carry out a sophisticated collective 
communication transaction or a replication transaction 
that updates multiple replicas on different hosts. The 
application can submit the program to the orchestrator 
and proceed to other work. The orchestrator will execute 
the program independently, generating corresponding 
URMA operations and processing the results. When the 
program ends, either successfully or unsuccessfully, a 
result event is placed into the completion queue, and a 
notification is sent to the CPU.

3.6 Security and Fault Handling

UB memory regions are guarded by security keys. For 
each region, there are two keys with different access 
rights, i.e., a read key and a write key. A party that holds 
only the read key can only read data in the memory 
region, and a party that holds the write key can both 
read and update data in the region. The security keys are 
also configured during the memory export and import 
process. When exporting a memory range, the home 
node generates a pair of master read and write keys. 
When importing a memory range, a user node first needs 
to authenticate itself to obtain a derived key, based on 
its own EID, from the home node's master keys. For each 
URMA request from the user node, an access token is 
attached. The access token leverages a derived key to 
sign the EID and transaction sequence number. The home 
UBEP verifies the access token with the master keys and 
accepts only legitimate requests.

URMA operations can fail in UB, and applications need to 
handle these failures properly. For asynchronous URMA 
operations, the failures are passed to applications through 
either a CQ event or a completion flag. However, things 
may get a bit tricky for synchronous URMA operations, i.e., 
accessing remote memory with normal CPU instructions. 
For load operations, the CPU holds the execution context 
of the ldr instruction until UBEPs have completed the 
load request. If an error is detected, UBEPs will report the 
error state to the CPU and the CPU will signal a bus error 
to the operating system. Then, the UB framework driver 
marks the corresponding remote segment and generates 
a signal to the application to handle it. Store operations, 
however, are much more challenging to handle, as they are 
posted. Since the CPU does not expect any result returned 
from a posted command, UBEPs have to report the error 
in an asynchronous way. When UBEPs detect a store 
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Besides these user-level libraries, UMDK offers a UB 
framework driver to manage UBEP hardware, and a kernel 
library to manage TPAs and shared virtual addresses, as 
shown in Figure 7.

4. Related Work

It is clear that the design of UB was inspired by many 
previous arts, integrating many earlier ideas. Shared 
memory and message passing in supercomputers was 
studied extensively in the 1990s. For example, DASH 
[12] provides a cache-coherent multiprocessor that uses 
a full-map directory-based cache coherence protocol. 
KSR1 [9] and DDM [10] provide a shared address space 
through cache-only memory. Alewife [7] and CM-5 [11] 
export hardware message passing interfaces directly 
to users. However, in these supercomputer designs, 
interconnections are proprietary and tightly coupled with 
particular computing architectures. The scale of these 
supercomputers is also limited to tens to hundreds of 
nodes. In contrary, UB aims to be an open interconnection 
te c hno log y t hat  conne c t s  te n s  of  t hous and s of 
heterogeneous computing nodes.

UB is also inspired by recent efforts in memory-centric 
computing, for example, HP Enterprise's "The Machine" 
[6] and Gen-Z [2]. Gen-Z shares similar design goals of 
UB, aiming to be a general-purpose interconnection 
method, but current Gen-Z implementations still use 
PCIe to communicate with CPUs. In contrast, UB is tightly 
integrated into CPU dies and able to communicate with 
CPU cores through an internal high-speed bus. As a 
result, UB provides a native memory-semantic interface 
(a.k.a. URMA) for unified and high-performance memory 
operations. Moreover, UB's protocol design dif fers 
significantly to Gen-Z, including end-to-end congestion 
control and out-of-order t ransac t ion process ing. 
Ultimately, UB is programmable and allows applications to 
orchestrate and offload complex memory transactions to 
UBEPs for higher system parallelism.

UB is related to conventional I/O buses, e.g., PCIe and 
its latest evolution of computer express link (CXL) [15], 
as well as system networks like InfiniBand and RoCE 
[5]. But UB takes the first step to unify these separated 
interconnection technologies, achieving both scalability 
and high performance.

5. Conclusion

Holding the promise to enable a new class of scalable 
and heterogeneous computing systems, UB provides an 
open and unified interconnection method to connect tens 
of thousands of heterogeneous computing nodes. It is 
tightly integrated into CPU dies and able to communicate 
with CPU cores through high-speed memory semantics. 
UB provides a unif ied way to access both local and 
remote memory, which results in an easy-to-use shared 
memory programming model, helping programmers build 
distributed applications.

Recently, UB has been actively developed in Huawei's 
next-generation computing platform. While a majority of 
the components have been designed, there are still several 
challenges that require investigation. For example, we 
might need a more flexible and scalable UBMMU to handle 
large shared memory with variable page sizes. Also, an 
automatic remote memory caching mechanism should 
be added to better explore cache locality. At present, 
UB supports only non-cache-coherent shared memory, 
and therefore requires many software efforts to work 
correctly. Although many such efforts have been hidden 
from applications by the UMDK library, scalable hardware 
support for better per formance is stil l a promising 
research direction.
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Abstract

Concurrent software is pervasive in modern high-performance systems and applications. Unfortunately, designing and 
implementing concurrent software correctly is challenging due to the intricate thread interleavings and memory-access 
reorderings of multicore systems. Between the incomplete nature of testing and the extensive formal knowledge required 
with theorem proving, model checking is a pragmatic formal verification technique for validating the correctness of 
concurrent programs. Nevertheless, two challenges hinder its practical use: First, how can we minimize the need for users 
to input complex specifications and code annotations? Second, how can the model checker formally guarantee safety and 
termination despite memory-access reorderings?

In this paper, we report our efforts in automating formal verification with model checkers. We overcome both challenges 
by focusing on implementations of a small but important set of concurrent algorithms, namely, synchronization primitives. 
We describe how we verify termination using stateless model checkers and how we integrate such a model checker into 
VSYNC, a framework for verifying and optimizing synchronization primitives on relaxed memory models (RMMs). Finally, we 
conclude by discussing the challenges left ahead and the potential strategies to tackle them.
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multicore concurrency, automated formal verification, synchronization primitives, relaxed memory models
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1. Introduction

In order to achieve high throughput and low response time, 
operating systems, databases, and server applications 
adopt multicore concurrency. Designing and implementing 
concurrent software correctly is challenging due to 
the asynchronous nature of multicore systems and the 
intricate ways hardware may reorder shared-data access. 
Furthermore, traditional testing techniques are unlikely 
to trigger the specific conditions needed to identify 
or reproduce subtle concurrency bugs. In production 
environments, however, where the same software runs 
without interruption on thousands — sometimes millions —  
of devices for months or even years, the likelihood of 
triggering an unlikely event becomes non-negligible. As a 
result, end users may experience hangs, crashes, and data 
corruption that are extremely difficult to reproduce.

An alternative to testing is interactive theorem proving, 
a formal verification technique. In theory, interactive 
theorem proving can show where a concurrent program 
behaves as intended for all possible thread interleavings, 
regardless of the number of threads involved or the 
context in which the code is used. In practice, writing 
proofs and employing a proof-assistant tool (e.g., Coq 
[16] and Isabelle [65]) require a high level of expertise 
in formal thinking and a deep understanding of the 
verification target. A prominent example of this type of 
formal verification is the seL4 microkernel project, in 
which a highly specialized team proved the functional 
correctness of 9000 lines of code with over 200,000 lines 
of proof scripts [39]. Despite the considerable effort made 
in producing the proof, the verification covers only the 
sequential correctness of the kernel and relies on the 
correctness of a big kernel lock on multicore systems. 
Similar projects targeting multicore systems exist (e.g., 
CertiKOS [26]), but are relatively academic, restricted in 
functionality, and support only sequential consistency (SC), 
which poorly abstracts the memory behavior of real-world 
processors.

In this paper, we report our efforts in achieving automated 
formal verification of concurrent programs by using model 
checkers. Our efforts aimed to address two challenges: 
First, how can we minimize the need for users to write 
specifications, annotate the code with pre/post conditions 
and loop invariants, or encode safety checks (e.g., global 
invariants specifying protocols among concurrent entities)?  
Second, how can the model checker formally guarantee 
safety and termination despite the aggressive memory-
access reorderings of the RMMs adopted by modern 
CPUs?

To overcome these two challenges, we restric t our 
verification scope to implementations of a small, but 
important set of concurrent algorithms: synchronization 
primitives. Within this scope, we developed a framework 
called VSYNC, which formally verif ies and optimizes 
synchronization primitives on RMMs in an automated 
fashion. We used VSYNC to verify state-of-the-ar t 
synchronization primitives from systems such as seL4 
[39][70], Cer tiKOS [3][27], musl l ibc [4], DPDK [24], 
Concurrency Kit [11], and Linux, and from literature. In 
doing so, we found four correctness bugs and several 
performance bugs. Compared to optimization by experts 
on industrial libraries, optimization with VSYNC produces 
similar performance with only a fraction of the effort.

This paper reviews, gives context to, and complements 
our previous work [66][67]. In Section 2, we discuss the 
existing approaches and challenges involved in automated 
formal verification. In Section 3, we motivate our focus 
on synchronization primitives. We then present the 
VSYNC framework, highlight the insights and results of 
our previous work, and explain the importance of client 
code to our approach in Section 4. Finally, in Section 5, 
we discuss the challenges left ahead and a few potential 
strategies to overcome them. 

2. In Search of an Automated 
Solution

By automated verification, we mean that tools used to 
support the developer's work should require minimal 
input from the developer — as little as testing requires. 
The development and debugging (e.g., fixing bugs based 
on the tool's output), however, cannot be automated, 
requir ing exper tise on the application domain and 
concurrency. That said, an automated formal verification 
technique would ideally be as practical as testing and as 
complete as interactive theorem proving.

Auto-active theorem proving. Unlike interactive theorem  
proving, which requires users to wr ite the proofs 
themselves, auto-ac t ive theorem proving [15][28]
[37][50][63][76] automatical ly generates proofs to 
demonstrate that the verification target satisfies the 
given specifications. Nevertheless, auto-active theorem 
proving involves complicated techniques that few software 
developers are familiar with, for example:

• Dynamic data structures: Because dynamic data 
structures vary between executions and even within 
one execution in terms of size and configuration, 
rea s o n in g a b o u t  t h e m c a n b e  c um b e r s o m e . 
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Furthermore, some tools do not support them and 
require code retrofitting using static arrays [76], 
while other tools require user-provided recursive 
specifications of the dynamic data structures.    

• Loops: Typical ly, reasoning about loops is not 
straightforward. Most tools either require user-
provided loop invariants [15][28] or forbid loops 
entirely [76]. Approaches to automatically infer loop 
invariants still have several limitations such as no 
pointer support [75].

• Concurrency: The execution (and outcome) of 
concurrent programs is non-determinist ic and 
depends on the thread interleavings and on the 
threads' memory access orders observed by other 
threads. To enable support for verification tools, 
users typically need to provide some form of global 
invariants (e.g., the global invariant on shared data 
in concurrent separation logic [69]). As the degree 
of non-determinism increases, the definition of such 
global invariants becomes more complex. For example, 
due to their subtle memory-access reorderings, RMMs 
(described below) increase the complexity of these 
definitions. 

• Correctness definition: The correctness of the 
algorithm under verification must be asserted in 
some form. In this regard, pre- and post-conditions 
for specifying functional correctness and assertion 
annotations are often used.

Without a deep understanding of these techniques, it is 
impossible to use auto-active theorem proving effectively, 
limiting its applicability in large-scale industrial settings.

Model checking and state-space explosion. Model 
checkers are another family of tools and aim to fill the gap 
between incomplete testing and impractical proving. Unlike 
auto-active theorem proving, model checkers execute 
the code in the same way as testing does, require little 
specialized knowledge, and can be utilized at the design 
level (e.g., with TLA+/TLC [47]) or even the implementation 
level (e.g., with SPIN [33], CBMC [45]). And unlike testing, 
model checkers explore all possible thread interleavings 
of a given concurrent program for a given number of 
threads, providing formal guarantees about the program 
correctness. Model checkers have been successfully 
used in industry. For example, NASA has employed SPIN 
in the development of the Curiosity Rover [32], Arm has 
employed TLC to verify the design of key algorithms in 
the Linux kernel [57], and Amazon has employed CBMC, 
TLC, and a gamut of other model checkers in the design of 
several cloud-based services [64]. In this paper, we focus 
on implementation-level model checking, in which we 
use the real program source code as input rather than an 
abstraction in another language.

Model checking, however, has one weakness: its scalability 
is limited as the possible interleavings increase. In most 
stateful model checkers (e.g., TLC, SPIN) and SAT-based 
model checkers (e.g., CBMC), the standard shared-memory 
consistency model is sequential consistency (SC), which 
implies that memory operations appear to take place in 

Figure 1
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certain total order, and that order is consistent with the 
order of operations on each individual thread.

Unfortunately, SC is the exception rather than the rule. To 
improve performance, real-world processors implement 
RMMs1, allowing threads' memory access orders observed 
by other threads to be different from those specified 
by the program. With reorderings caused by RMMs, the 
additional interleavings cause a devastating state-space 
explosion. In turn, this either extends exploration time to 
intolerable lengths or quickly brings the model checkers 
out-of-memory. Consider the examples in Figure 1.  
With two threads (N ) each executing two independent 
memory accesses (M ), a model checker has to explore 

(MN)!/(M !N ) = 6 executions on SC, but (MN)! = 24 
on the relaxed consistency model of Arm (in the worst-
case scenario). The number of executions quickly becomes 
prohibitive. For example, M = 8 results in 13k executions 
on SC, but more than 2× 1013 on Arm.

Remaining challenges with stateless model checkers. A 
new family of stateless model checkers has recently been 
developed to counteract the state-space explosion caused 
by RMMs (e.g., GenMC [42], Nidhugg [7]). By employing 
partial-order reduction techniques [9][23][41][81] to 
represent large sets of execution traces as single execution 
graphs, these state-of-the-art model checkers achieve 
a much better scalability on RMMs. Furthermore, they 
can handle dynamic data structures, thread interleaving, 
and operation ordering, overcoming the issues facing 
auto-active theorem proving. Nevertheless, two crucial 
limitations hinder their practical use. First, stateless model 
checkers cannot verify termination — specifically, they 
cannot detect conditions in which loops may hang. Second, 
the user is required to specify the code correctness. 
Similar to testing, model checkers require client code to 
drive execution (i.e., a main function that creates threads) 
and thread functions that execute the code being checked. 
In addition, the user must manually encode safety checks 
in this client code.

1 In literature, RMMs are also called weak memory 

models.

A general and automated solution for verifying termination 
is undecidable, and a single general client code with safety 
checks for verifying the safety property of any kind of 
algorithm is impossible. However, by restricting the scope 
of our verification target — specifically to synchronization 
primitives — we are able to f ind solutions for both 
problems. We enable stateless model checkers to check 
the termination of await loops on RMMs — this is sufficient 
to show the termination of synchronization primitives. For 
a comparison between our approach and state-of-the-
art model checkers, see Table 1. Furthermore, we minimize 
the burden of client-code and safety-check creation by 
exploiting the fact that all synchronization primitives 
have a similar interface and by implementing a generic 
client code that checks mutual exclusion. The next section 
explains our motivation to focus on synchronization 
primitives. Then in Section 5, we discuss the challenges 
involved in expanding our scope to other concurrent 
programs and correctness properties.

3. Synchronization Primitives on 
RMMs

Inter-thread communication inside concurrent code 
is often exclusively implemented via synchronization 
primitives (e.g., spinlock, mutexes, read-write locks).
Such concurrent code should work on RMMs out of the 
box [10] if the synchronization primitives are correct — 
unfortunately, they are not always so. They rely on the 
order in which memory operations are performed and 
can break in subtle and non-reproducible ways if these 
operations are executed out of order.

To enforce some ordering among memory operations, 
RMMs provide barriers, which are either stand-alone 
explicit fences (e.g., DMB) or implicit barriers attached to 
memory operations (e.g., LDAR and STLR). Such barriers 
need to be placed carefully inside the code so that the 
orderings required by the algorithm can be reestablished, 
requiring a high degree of expertise to correctly implement 
concurrent code. However, as concurrent code often lies 

Model Checking Technique
SC RMM

Safety AT Safety AT

Stateful [13][33][48][49][59][71][80] Not scalable

Stateless [7-9][20][35][40][42-44][62]

AMC (Section 4.3)

Table 1
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on the critical path, unnecessary or overly constrained 
barriers degrade the performance of the whole system. 
For example, a single unnecessary barrier in the spinlock of 
Linux reduced the performance of the kernel by 4% [1]. For 
this reason, experts spend a great deal of time and effort 
in identifying the key memory operations that need to be 
executed in order, and optimizing the usage of barriers 
accordingly [19][54-56][79]. Unfortunately, identifying the 

necessary order of memory operations is an error-prone 
task, even for experts. For example, the optimization of the 
barriers in the Linux qspinlock introduced a bug [54] that 
remained unfixed for three years [19].

Opening Pandora's box. Developers typically consider 
synchronization primitives to be "black boxes" — they just 
work. When looking inside their implementations, however, 

Figure 2 Evolution of Linux spinlock to accommodate new hardware requirements. The table shows the major changesets over the years. Due 

kernel releases.

(a) Scenario of missing-barrier bug in qspinlock of Linux 4.5; only the involved racy 
accesses are depicted. T1 T2 is 
about to release it, passing the ownership to T1. Both write operations of T1 may be 

reordered on Arm, allowing T2 to write to locked before T1 does so. Consequently, T1 
overwrites T2 's write to locked and hangs forever in the while loop.

(b) In correct executions, T2 locked after T1 does so. This is always the case 
on TSO.

(c) On Arm, some executions may reorder the visibility of T1's stores, resulting in T2 
modifying locked before T1 does so. In such cases, T1 hangs because its while loop 

can read from only its own store.

(d) The reordering can be disabled by placing a fence between the stores of T1 or by 
enabling the store to next to take an implicit release barrier.

Figure 3 program order. Red arrows indicate the 
order (mo) of locked. Green arrows indicate the write operation that a read operation .
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one realizes that they are more complex than expected, 
with many racy accesses and intricate branching. Take 
as an example the spinlock in Linux, which is extensively 
used throughout the kernel. The initial spinlock (from the 
nineties) was simple and similar to the classic test-and-
test-and-set (TTAS) lock. As commodity processors began 
to emerge with increasing numbers of cores, fairness 
among lock contenders became important. To meet these 
requirements, this simple TTAS spinlock was replaced with 
a ticket lock (see Figure 2). In 2015, the qspinlock [17] — 
an algorithm based on the MCS lock [60] — became the 
default lock for many architectures and remains so to this 
day. Unlike the ticket lock, in which each core spins on the 
same memory location, each core in qspinlock spins on its 
local cache, reducing the pressure on memory subsystem 
and improving performance. These benefits come at a cost 
though, as the number of atomic operations2 increases 
from 4 to 26. More racy accesses typically result in a 
greater number of possible behaviors of the concurrent 
program, making reasoning about correctness even 
harder.

The table shown in Figure 2 lists the major changesets of 
qspinlock. Starting with Linux 4.4, qspinlock had several 
strong barriers, but these have been relaxed over the 
years. Due to lack of tooling, the qspinlock correctness 
depends on the reasoning of experts. Unfortunately, 
experts are not infallible, and purely relying on their 
reasoning can be dangerous. For example, a bug related 
to a missing barrier on Arm was introduced with Linux 4.5 
and remained unfixed until Linux 4.16.

As with other high-performance software components, 
spinlocks must keep pace with the continuous evolution of 
the processor architecture. In January 2019, a new effort 
began to replace qspinlock with a more advanced spinlock, 
this time based on the CNA algorithm [21]. CNA can exploit 
NUMA locality to further improve the performance on 
systems with a large number of cores, but almost doubles 
the number of atomics. This new spinlock has yet to be 
merged, but once it is, its correctness will again depend 
entirely on expert reasoning.

A bug causing hangs. To explain how RMMs complicate 
the development of concurrent algorithms, we can use 
the bug introduced in qspinlock with Linux 4.5 [19] as an 
example, which may cause Linux to hang on Arm cores. In 

2

Libraries such as stdatomic.h in C11 or our VSYNC-atomics 

this example, two threads run on two distinct cores: thread 
T1 is trying to acquire the lock, while thread T2 is about to 
release the lock. Figure 3a depicts a simplified version of 
the code the threads execute.

Thread T1 is aware that another thread currently owns the 
lock. As such, T1 initializes the locked field in its node, and 
then announces its intention to enter the critical section 
by writing the address of its node to next, which is initially 
NULL . Subsequently, T1 waits until the locked f ield 
becomes 0 before entering the critical section. Thread 
T2 is aware that another thread is going to take the lock 
ownership. As such, T2  continuously reads the next 
memory location until the address of next owner's node (T1 
in this example) is visible. T2 sets the locked field in that 
node to 1, thereby allowing T1 to enter the critical section.

The execution of the qspinlock in this example follows 
that on TSO (see Figure 3b). T2 can modify locked only 
after it has read from the T1's write to next. Due to the 
strength of the TSO memory model, T1's write to next is 
visible only after T1's write to locked. On Arm, however, 
some executions may reorder the visibility of these two 
writes (Figure 3c). Consequently, the effect of T2 's write to 
locked may take place before T1's. If it does, T1 will wait 
for locked to become 0 forever. To disable the reordering 
on Arm, it is necessary to insert a release fence between 
both writes of  T1, as shown in Figure 3d. An alternative 
option is to attach an implicit release barrier to the write to 
next.  

In this simplified example where only five racy accesses 
exist, it is relatively easy to f ind the correct barrier 
placement. However, the real qspinlock has about 400 
lines of code and two dozen racy accesses. In such a 
large synchronization primitive, reasoning about the right 
barrier in the right place is extremely challenging.

Synchronization primitives and RMMs. Due to the 
growing popular ity of RMM architec tures and the 
difficulty involved in correctly implementing barriers on 
RMM, it might be natural to assume that the academic 
communit y would be espec ia l ly suppor t ive when 
proposing new synchronization primitives. This, however, 
is not the case. Table 2 lists a representative selection of 
recent publications that introduce new synchronization 
primitives, most of them trying to improve performance on 
NUMA-based systems. For the algorithms of Shfllock [38], 
CNA lock [21], and TWA lock [22], there is no indication of 
where barriers should be placed — RMM is not discussed 
or readers are simply advised to use fences "where 
necessary". As we discussed earlier, however, correctly 
placing barriers is no trivial matter. One exception to this 
is the HMCS lock [14], which is presented with barriers for 
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RMM. Unfortunately, in the HMCS lock algorithm, VSYNC 
identified an RMM bug (a missing barrier) that causes 
programs to hang [68]. Therefore, we conclude there is 
a fundamental need for automating the placement of 
barriers.

4. VSYNC Framework

The VSYNC framework allows users to verify and optimize 
synchronization primitives on RMM. VSYNC not only verifies 
whether a given synchronization primitive is correct, but 
also optimizes the primitive by using model checkers. 
To explain the main components of VSYNC, we use an 
example in which a user implements the TTAS lock [29], 
as depicted in Figure 6. In this example, the user wants 
to verify and optimize the barriers. As such, the user calls 
the vsyncer optimize command (see Figure 4). The TTAS 
lock is implemented with VSYNC-atomics (see examples 
in Figure 5). A generic client code is automatically linked 
together with the TTAS lock for subsequent processing 
(Figure 7). VSYNC outputs an optimization report (Figure 
8), in which it suggests barrier relaxations. To produce 
the optimization report, our optimizer gradually relaxes 
the barriers, while employing a model checker to verify 
the correctness of the current barrier combination. The 
suggested barriers are guaranteed to be not only correct 
but also maximally relaxed (i.e., relaxing any of the barriers 
further would cause the implementation to fail on RMM).

In the following sections, we provide an overview of 
atomics (Section 4.1), client code (Section 4.2), and model 
checker components (Section 4.3), and then summarize 
our results (Section 4.4). For details about the barrier 
optimizer, model checking technique, and other findings, 
refer to our paper [66] and technical report [67].

4.1 Atomic Operations and Fences

To disable reorderings that may affect the program 
correctness, programmers need to employ barriers in 
compliance with the often complex RMM specification 
of the target platform. Before the C11 standard [36] 
was introduced, barriers could be accessed with (inline) 

Primitive Venue Year Discuss RMM?

Shfllock [38] SOSP 2019 No. Authors do not mention memory models.

CNA lock [21] EuroSys 2019 No. "actual implementation uses fences where necessary"

TWA lock [22] EuroPar 2019 No. Authors only talk about SPARC/x86 TSO.

HMCS lock [14] PPoPP 2015 Yes. Authors provide barriers, but they are insufficient.

Table 2
barrier placement.

Figure 4  VSYNC components involved in the optimization of synchronization primitives. VSYNC detects missing and overly constrained barriers by 
iteratively strengthening or weakening barriers in the synchronization primitive and ensuring the correctness of the mutated code with the model 

checker.

Figure 5  Mapping from VSYNC to RISC-V and Armv8. For Armv8.1 and later, read-
modify-write operations can also map to specialized instructions, (e.g.,  atomic_xchg 

to SWPAL).
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assembly or, in GCC, via a series of built-ins prefixed 
with __sync, which are then compiled to the different 
architectures. The former approach is cumbersome and 
error-prone, while the latter has relatively vague semantics. 
C11 and later versions of the C standard specify an atomic 
library (via stdatomic.h). This makes memory orderings 
available at the C level with precise semantics and allows 
multiple architectures to be supported. Unfortunately, 
many open-source projects written in C have only partially 
migrated to C11 atomics (e.g., DPDK [24]), or have no plans 
to do so (e.g., Linux kernel [18], Concurrency Kit [11]). A 
similar situation is evident industry-wide. Possible reasons 

for the unwillingness to migrate to C11 are that compilers 
do not always produce the most efficient code out of the 
atomic operations, and that older (sometimes safety-
certified) compilers lack support for C11. We designed 
VSYNC-atomics — an atomic library — to map to highly 
optimized assembly for Armv7, Armv8, and Armv8.1, and 
to fall back to equivalent C11 atomics when compiling for 
other architectures such as x86 and RISC-V.

The VSYNC-atomics library offers two types of barriers: 
implicit barriers (i.e., barriers attached to atomic memory 
operations) and fences (i.e., stand-alone barriers, also 
called explicit barriers). We employ four barrier modes: rlx  
(relaxed), acq (acquire), rel (release), and sc (sequentially 
consistent). Modes appear in the suffix of each barrier, 
sc being the default mode (with no suffix). The relaxed 
mode rlx allows all optimizations, whereas the sequentially 
consistent mode sc allows no (visible) optimizations. 
Between these two modes lie rel and acq, which are used 
to correctly implement efficient message-passing and 
producer/consumer patterns. Figure 5 lists a few mappings 
from VSYNC-atomics to RISC-V and Armv8.

4.2 Generic Client Code for 
Synchronization Primitives

In general, model checking requires client code (i.e., a 
main function that creates threads) and thread functions 
that exercise the code being checked. Manually creating 
client code for each concurrent program is inconvenient 
— fortunately, synchronization primitives share a similar 
inter face and correctness def inition. The following 
discusses these similarities and explains how they shape 
our generic client code.

1 #include

2  atomic_t

3 

 do

5   while atomic_read

6 while

7 

8 

9  atomic_write

Figure 6  TTAS lock

1 

2 int

3 int

5 

6 

7 

8 

9 

 for int

11 

12  for int

13 

15 

Figure 7  Generic client code

1 

2 

3 

5 while

6       
^~~~~~~~~~

 

7 

8   atomic_write

9   
^~~~~~~~~~

 atomic_write_rel

11   atomic_read

12   
^~~~~~~~~~

 

Figure 8
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Interface. All mutexes and spinlocks have lock_acquire() 
and lock_release() functions, which are called before 
entering and upon leaving the critical section, respectively.
Figure 7 depicts a generic client code for mutexes and 
spinlocks, where the main thread creates N  threads, which 
acquire a lock, increment a variable, and release the lock.
Readers-writer locks have additional functions to hint 
read-only accesses — for example, rdlock_acquire() and 
rdlock_release(). Since their client code only has minor 
differences, we do not discuss it in detail here.

Correctness. The key safety property of synchronization 
primitives is mutual exclusion — specif ically, no two 
threads can access the protected data at the same time.
To verify mutual exclusion, our client code increments 
a variable v in the critical section. At the end of the 
execution, v must equal N  (i.e., the number of threads that 
concurrently contended for the lock). Mutual exclusion is 
proved if the model checker shows that v equals N  at the 
end of all possible executions of the client code. Moreover, 
in a correct synchronization primitive, threads eventually 
leave the lock_acquire() and lock_release() functions. To 
show that the implementation is live, it is sufficient to show 
that all possible executions of the client code terminate.
In order to do so, the model checker must verify whether 
await loops terminate. This is exactly what our stateless 
model checker extension, shown below, does.

Caveat. Model checking can only verify the correctness 
with respect to the given client code. Our generic client 

code for synchronization primitives (Figure 7) is parametric 
in the number N  of threads. However, it is up to the user to 
find a sufficiently large parameter N  for which the client 
code can fully exercise the code and, in turn, produce a 
dependable verification and optimization result. 

4.3 Detecting Hangs with Stateless 
Model Checkers

Verif y ing synchronizat ion pr imit ives with exis t ing 
model checkers for RMMs often yields incorrect barrier 
combinations. There is a fundamental reason for this: 
The state-of-the-art model checker for RMMs is stateless 
model checking (SMC) [7][8][41-44], which examines 
individual execution traces of bounded length without 
recording the set of visited states. Consequently, it 
generally cannot reason about the termination/non-
termination of programs, such as the one shown in  
Figure 3a.

Non-termination and stateless model checkers. Figure 9 
illustrates this limitation with a simple concurrent program, 
where thread T1 writes 1 to L and waits until thread T2

writes 0. Starting from the left-most incomplete graph 
on the left, the model checker expands it to generate all 
possible execution graphs of this program. Two important 
requirements exist: First, writes to the same memory 
position have a total order, called modification order (mo).
Second, every read operation has to read from (rf) a write 

Figure 9
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operation (e.g., in G1, the read operation reads from T2 's 
write). 

In this example, when T1 writes first, the model checker 
tries to generate an infinite set of terminating graphs (i.e., 
G1, G2, . . . , G∞) because T1 may read multiple times from 
its own write before reading from T2 's write. Conversely, 
when T2 writes first, the model checker tries to generate a 
single graph Gk, which often must be infinitely expanded 
because the modification order does not allow T1 to read 
from T2 's write. Note that Gk is a non-terminating graph.
Without handling both cases, the model checker itself 
cannot terminate. The standard solution to this is to bound 
the number of times the loops are unrolled by using a 
constant. The model checker naively considers any loop 
iteration beyond that bound to be correct. Unfortunately, 
bounded model checking can typically verify only safety, 
not liveness properties such as termination.

AMC. In all synchronization primitives we have examined, 
hangs are caused exclusively by await loops. Such loops 
do not have any side-effects except perhaps for their 
final iterations. Examples of await loops are while(!flag)
{}, where the thread waits until another thread writes a 
value other than 0 to flag, and while(cmpxchg(ptr, exp, 
val) != exp){}, where a thread keeps trying to perform a 
cmpxchg until it succeeds. Noting that reasoning about 
the termination of await loops is substantially easier than 
general cases, we have developed AMC, which extends 
SMC to prove termination of await loops.

Simply put, we extend SMC to (1) keep track of all write 
operations to memory locations during the execution 
exploration and (2), more importantly, allow threads to 
read from the same write only once in await loops. When 
no thread can take further actions in the model checker, 
the threads have either terminated normally or stagnated 
in an await loop unable to read any different value. A 
stagnant thread implies that a termination violation has 
occurred. In our example shown in Figure 9, when T1 writes 
first, the model checker generates only two terminating 
graphs, G1 and G2. Conversely, when T2 writes first, Gk 
is not expanded. This is because T1 cannot read twice 
from its own write, nor can it read from T2 's write due to 
modification order. Gk is stagnant and therefore detected 
as a non-termination violation. The performance overhead 
of these checks is negligible. 

Limitations. As mentioned earlier, model checkers verify 
a program based on client code. This client code has to 
be "finite" in the sense that, in the absence of bugs that 
break termination, it produces only finite executions. We 
verify the termination of this "finite client" using AMC. Real 
clients of synchronization primitives are usually not finite 

— rather, they are designed to run forever, terminating 
only when they crash or when the user shuts them down.
In this context, the termination of the (sufficiently large) 
finite client tells us that the synchronization primitive 
itself does not hang (i.e., that some thread will always 
eventually access the resource). Conversely, a termination 
bug detected by AMC implies that, in such a client, the 
synchronization primitive can hang, completely blocking 
access to the protected resource.

However, termination of the finite client does not imply 
that all threads attempting to access the protected 
resource will eventually be able to do so. For example, 
consider the TTAS spinlock shown in Figure 6 when 
repeatedly accessed by multiple threads. The verification 
by AMC implies that the lock is repeatedly released and 
acquired — specifically, the status of lock is infinitely 
flipped between 0 and 1. Nevertheless, one of the threads 
might never break out of the loop in Line 5. This is because 
it reads the value 1 (from a potentially different store each 
time) each time it reads the value of lock.

So, although AMC verifies the termination of await loops 
under a finite client, it does not prove termination of the 
loops under an infinite client. The latter property is a 
special case of fairness or starvation-freedom. Note that 
AMC's underlying technique can be applied to infinite 
clients as well — this has been done in [46] to prove the 
fairness of a ticket lock. In the context of SMC, however, 
clients need to be finite. As such, an approach to verify 
fairness using SMC is not obvious.

We  h a v e  v e r i f i e d  a n d  o p t i m i z e d  m o r e  t h a n  15 
synchronization primitives from both literature and 
industry, most of which were formally verified on RMMs 
for the first time. With VSYNC, we discovered the following 
previously unknown bugs [66-68]:

• An await violation bug in the MCS lock of DPDK [24], 
reported and fixed in [2]. This bug illustrates the difficulty 
in reasoning about RMM. Despite being a single-line bug 
fix, the discussion with the Arm engineers extended over 
3 months until the patch was accepted.

• A mutual exclusion violation bug in the CLH lock of 
seL4 [39], reported and fixed in [5]. The seL4 is a 
flagship of formal verification. The bug was in one 
of the few components that their verification did 
not cover, but one that is extremely critical: the big 
kernel lock. This shows that VSYNC can complement 
functional formal verification as applied in seL4.
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• A missing barrier in the MCS lock ported from x86 to 
Arm in an internal Huawei product, causing mutual 
exclusion violation on Arm. This bug demonstrates the 
eminent danger of porting industrial code from TSO 
to RMM without proper tooling support.

• A missing barrier in the well-known HMCS lock [14], 
causing applications to hang on Arm hardware. This 
bug shows the importance of tools such as VSYNC in 
supporting academic experts [68].  

Our experiments [66] show that VSYNC provides barrier 
optimizations that are comparable to those achieved 
by experts but in a fraction of time. For example, while 
experts have spent years optimizing Linux qspinlock [17], 
VSYNC found similar barriers within 11 minutes.

5. Beyond Synchronization 
Primitives on RMMs

So far, we have explored synchronization primitives 
mostly on RMMs. We conclude this paper by discussing 
the potential directions in which to extend the scope of 
VSYNC. For each direction, we identify key challenges and, 
whenever possible, hint at a potential solution.

5.1 Lockless Concurrent Data 
Structures

With correct synchronization primitives, many concurrent 
programs work on RMMs out of the box [10]. This is 
because their inter-thread communication is exclusively 
implemented via these primitives. However, this ideal 
scenario is not always the case. Instead, programs often 
directly employ low-level synchronization with atomic 
operations to improve performance and scalability [29].

Typically, these operations are confined in concurrent 
data structures such as lockless queues, lock-free hash 
tables, and lockless ring buffers. Such data structures are 
a promising target to extend the VSYNC scope.

Safety. It is possible to devise generic client codes for 
families of data structures that share the same interfaces 
(e.g., several queue implementations). Nevertheless, 
the main safety property of concurrent data structures 
is linearizability [31], which is not as simple as mutual 
exclusion. At present, there is no clear definition of 
linearizability on RMMs, and research in this area is 
ongoing [77][78].

Liveness. Concurrent data structures implement different 
liveness properties such as lock-, wait-, and obstruction-
freedom [30]. The theory for verifying these advanced 
liveness properties on SC is well established [51-53], but 
on RMMs, it remains an open research topic. Moreover, the 
loops in these algorithms often have side effects, which 
hinder the use of our AMC technique.

5.2 Large Codebases

The larger the code, the harder it is for the model checker 
to scale, even for state-of-the-ar t stateless model 
checkers. By focusing on synchronization primitives and 
concurrent data structures, VSYNC should cover most 
concurrency-related code in well modularized codebases.
Ideally, the user would apply VSYNC in the concurrency-
related code, and use simpler approaches (e.g., single-
threaded tests) elsewhere.

Automatic modularization. In some codebases, concurrency-
related code is intermingled with the application code (i.e., 
in the form of application-customized data structures or 
ad hoc synchronization with atomic operations). Static as 
well as dynamic analyses (as used in thread sanitizers [74]) 
can help identify parts of the code that are susceptible to 
concurrent access (i.e., racy accesses), but at present, we 
are unaware of a general approach to modularize large 
codebases.

Applying formal techniques to testing. If code cannot be 
modularized, or concurrent code is too complex for model 
checking, it is necessary to give up completeness and 
instead fall back to testing. Even so, techniques inspired 
by formal methods can improve testing. For example, 
while state-of-the-art tools such as rr can increase the 
probability of identifying certain classes of bugs with the 
so-called chaos mode [6], they cannot deterministically 
replay them. Extending the chaos mode with machine-
learning-based scheduling can deterministically drive 
the test to interesting interleavings that are hard to 
experience otherwise [61]. Complementary to scheduling, 
model-based trace-checking allows traces of concurrent 
programs (even when running in production environments) 
to be checked against higher-level specifications [34][82].

Legacy code. In the past, a great deal of concurrent 
software has been developed in C99 with x86 TSO in 
mind. Nowadays, CPU families with more relaxed memory 
models such as Arm and RISC-V are becoming increasingly 
pervasive [12][25]. To verify and optimize concurrent code 
on these RMMs, VSYNC requires the use of VSYNC-atomics 
or C11 atomics. Porting from C99/TSO to C11/RMM 
therefore becomes challenging because it is unclear which 
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operations can race with each other. A combination of 
static and dynamic analyses can help in pinpointing these 
operations and transforming them into atomic operations, 
so that RMM bugs due to non-atomic races can be fixed.

5.3 Beyond RMMs

Non-SC models are not exclusive to RMMs. In system 
software, the consistency and persistency of the filesystem 
and non-volatile memory modules are of paramount 
importance. The multiple layers of buffering and caching 
from the user buffer down to the physical device increase 
the potential of content-visibil ity reorderings that 
already exist in the relaxed consistency models. Recently, 
researchers have made significant efforts in formalizing 
the semantics as extensions of RMMs [72][73] and 
implementing model checkers [58] in this area.
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Abstract

The activation functions we chose have a huge bearing on deep neural networks. Popular hand-designed activation 

has two main drawbacks. First, the tree-based search space is highly discrete and restricted, making it difficult to search. 
Second, the sample-based searching method is inefficient, making it infeasible to find specialized activation functions for 

significantly improves the capacity of neural networks. The learning method handles a critical problem in gradient-based 

SOTA performance on large-scale datasets such as ImageNet and COCO. For example, on an ImageNet classification 

techniques for more practical deployments.
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1. Introduction

The rapid development of modern deep neural networks 
(DNNs) benefits from improvements in many aspects, 
including neural architecture design [10][11][13][16][27][28]
[33], data augmentation [31][36], and automated machine 
learning [12][29][32][34][35]. Activation functions are also 
fundamental components of DNNs, affecting both the 
expressiveness and optimization of models. As a crucial 
design choice, the combination of Rectified Linear Units 
(RELU) [6][14][23] with DNNs demonstrates convergence 
that is six-fold faster compared with tanh nonlinearities 
[16]. With non-saturating gradients, ReLU mitigates the 
vanishing gradient problem and shows robust performance 
across different tasks and neural architectures.

Beyond ReLU, many new activation functions have been 
proposed, such as Leaky ReLU [21], PReLU [9], ELU [3], and 
SELU [15]. These human-designed activation functions are 
either fixed or have a few learnable parameters. All these 
ReLU variants are similar in shape and their gains are not 
consistent across tasks, which limits their applications [24].

Besides human-designed activation functions, the 
searched activation function called Swish [24] shows better 
performance across tasks. Swish adopts a tree-structured 
search space based on unary and binary functions, which 
is searched through reinforcement learning. Although 
Swish features improvements compared with ReLU, it 
still has certain limitations. First, the tree-structured 
search space is highly discrete and restricted. A slight 
change in one composing unit may result in an entirely 
different activation function, making it difficult to search. 
Second, the sample-based searching method typically 
requires evaluating hundreds to thousands of candidate 
activation functions, which is computationally expensive. 
It is infeasible to use such an inefficient searching process 
to find specialized activation functions for each dataset 
or architecture. Instead, the searched Swish is used for 
most conditions. Methods like APL [1] and PAU [22] use 
universal approximators as activation functions. Contrary 
to Swish, they are mostly contiguous with respect to their 
parameters and can be directly optimized by gradients. 
However, these methods have complicated formulations 
that may lead to unstable learning or inefficient inference. 
On top of that, gradients alone are insufficient to fully 
optimize these formulations.

To overcome these drawbacks and realize the full potential 
of activation functions, we propose a new method called 
Piecewise Linear Unit (PWLU). Our method is composed of 
two parts: the piecewise linear-based formulation and the 
gradient-based learning method. The carefully designed 

formulation is flexible, easy for learning, and efficient for 
inference. First, it covers a wide range of scalar functions, 
increasing the potential of f inding good activation 
functions. Second, it is mostly differentiable with respect 
to its parameters and can be easily learned by gradients. 
Third, its computation is very simple at inference, and this 
is both efficient and practical for real-world applications. 
To effectively learn activations under this formulation, 
we identify the input-boundary misalignment problem 
and compensate normal gradient-based learning with 
statistic-based realignment. Our learning method is 
both effective and efficient, making it possible to learn 
specialized activation functions for each dataset or 
architecture. With the formulation and learning method, 
PWLU clearly outperforms Swish and other activation 
functions on large-scale datasets like ImageNet [26] and 
COCO [19], across a wide variety of architectures. An 
overall comparison on the ImageNet dataset for different 
activation functions is shown in Figure 1. Specifically, our 
method outperforms Swish for 0.9%/0.53%/1.0%/1.7%/1.0% 
top-1 accuracy for ResNet-18/ResNet-50/MobileNet-V2/
MobileNet-V3/EfficientNet-B0. The learned activation 
functions show different preferences across architectures 
and layers, confirming the benefits of learning specialized 
activation functions. To summarize, our contributions are 
as follows:

• We propose a new formulation of activations based on 
piecewise linear functions. This formulation is flexible, 
easy for learning, and efficient for inference.

• We identify the input-boundary misalignment problem 
in gradient-based learning and propose a new learning 
method that is both effective and efficient.

Figure 1 Comparing improvements over ReLU on ImageNet dataset. We ran 

demonstrated the improvements over the ReLU baseline. The proposed PWLU 
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• With the proposed formulation and learning method, 
we demonstrate the benefits of learning specialized 
activation functions on large-scale datasets and 
different architectures.

2. Related Work

2.1 Fixed-shape activation functions

As a powerful replacement for traditional activation 
functions such as Sigmoid and Tanh, ReLU has been widely 
accepted for its effectiveness and simplicity. Many variants 
have been proposed to address its drawbacks, such as the 
dead ReLU problem. Representative activation functions 
include Leaky ReLU, PReLU, Softplus [23], ELU, and 
SELU. While some of them show improvements in certain 
cases, these improvements tend to be inconsistent across 
different datasets and architectures. One possible reason 
is that all these hand-designed activation functions have 
a fixed shape or are parameterized by only one parameter. 
Due to their lack of flexibility, they are suitable for only 
limited scenarios.

2.2 Flexible activation functions

Ramachandran et al. [24] proposed using automated 
search techniques to find novel activation functions. They 
designed a tree-structured search space that constructs 
activation functions using unary and binary functions. An 
RNN controller is used to generate candidate activation 
functions in this space and updated through reinforcement 
learning. Since this sample-based search process is 
time-consuming, they restricted the evaluation of each 
activation function only on small datasets like CIFAR. 
However, it is still too expensive to use this search process 
for each dataset or architecture. For this reason, only 
Swish was used, but the search process was not applied 
to different datasets or architectures (as far as we know). 
Therefore, Swish is actually a fixed-shape activation 
function in most cases.

Apart from sample-based methods, gradient-based 
methods also exist, such as APL [1] and PAU [22]. These 
methods use formulations with many learnable parameters, 
covering a wide range of different activation functions. 
The parameters are optimized directly by gradients, which 
is more efficient than sampled-based searching. Our 
method shares the same principle, but the designs are 
substantially different. Specifically, APL uses a weighted 
sum of multiple ReLU-like functions, which also results 
in piecewise linear function. However, the formulation 

of our method is entirely different, which influences the 
corresponding gradients, learning process, and results. 
PAU uses Padé approximant, which can also cover a wide 
range of activation functions. However, the formulation is 
complicated and may cause unstable optimization. Neither 
APL nor PAU considers the alignment between input 
distribution and the parametrized functions; however, 
this is handled explicitly in our method. Considering 
the computation efficiency, both APL and PAU require 
much more computation than our method, limiting their 
applications.

2.3 Contextual-based activation 
functions

The preceding activation functions are all scalar functions 
(one-to-one)  [5][11][28][30][4]. Recently, some contextual-
based methods that use many-to-one functions have been 
proposed. For example, Dynamic-ReLU [2] generates the 
parameters of activation functions based on the global 
context. That is, each output element of Dynamic-ReLU 
depends on all input elements. Funnel-ReLU [20] is in 

the form of y = max(x,T(x)), where T(x) is a spatial 
condition. Funnel-ReLU also uses contextual information, 
but each output element only depends on a local window 
of x. Both Dynamic-ReLU and Funnel-ReLU are dynamic 
to some extent. Dynamic-ReLU has different functions for 
different input samples, while the functions of Funnel-
ReLU are dif ferent for every single element. These 
dynamic characteristics increase the capacity of models 
and significantly improve performance. While we focus 
on scalar function methods in this paper, adding dynamic 
mechanisms to PWLU is an interesting future direction.

3. Methods

We first define the proposed activation function — PWLU 
— with the following parameters, as shown in Figure 2:

• Number of intervals N

• Left boundary BL, right boundary BR

• y-axis value of N + 1 demarcation points YP

• Left most slope KL, right most slope KR

The number of intervals N  is a hyperparameter, which 
influences the fitting ability of PWLU. A larger number of 
intervals lead to higher degrees of freedom, increasing 
the capacity of the model. The left and right boundaries 
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BL, BR  define the effective region where PWLU mainly 
focuses on. [BL, BR] is uniformly divided into N  intervals, 
leaving N + 1 demarcation points. Each demarcation point 
has a corresponding y-axis value YP , which determines 
the shape of PWLU. Beyond [BL, BR], we use two slopes 
KL and KR  to control the region outside the boundaries.

Given these parameters, the forward pass of PWLU is 
shown in Equation 1:

PWLUN (x,BL, BR, YP ,KL,KR) =


(x−BL) ∗KL + Y 0
P x < BL

(x−BR) ∗KR + Y N
P x ≥ BR

(x−Bidx) ∗Kidx + Y idx
P BL ≤ x < BR

where idx indicates the index number of the interval 
to which x be longs ,  whi le Bidx  and Kidx  are the 
corresponding left boundary and slope of the interval. 

With d = BR−BL

N  denoting the interval length, these 
values are computed as follows:

idx = �x−BL

d
�

Bidx = BL + idx ∗ d

Kidx =
Y idx+1
P − Y idx

P

d

Note that Equat ion 1 can be appl ied to dif ferent 
granularities, e.g., to each layer or even each channel. 
When applied to each channel, BL, BR, YP ,KL,KR  are 
channel-wise parameters. We keep the hyperparameter N  
shared among all PWLUs for simplicity.

With this definition, PWLU has several good properties:

• As a universal approximator, PWLU can c losely 
approximate any contiguous, bounded scalar functions.

• PWLU changes contiguously with its parameters (except 
for hyperparameter N ), which is friendly to gradient-
based optimization.

• The flexibility mostly lies in a bounded region, which 
can maximize the utilization of learnable parameters.

• Thanks to the uniform division of intervals, PWLU is 
efficient in computation, especially for inference. We 
address this point in Section 4.3.

3.2 Gradients of PWLU

As stated in the previous section, PWLU's forward pass 
is mostly differentiable, which means it can be directly 
optimized through gradients. We derive the gradients in 
Table 1.

Note that in the derivation, we treat idx as a constant 
and omit the related gradients. For gradients with respect 
to YP , we separate it into four parts for clarity. When 
x ∈ [Bidx, Bidx+1] w h e r e  0 ≤ idx ≤ N ,  t h e  o u t p u t 
of PWLU has gradients with respect to both Y idx

P  and 
Y idx+1
P . When x ∈ [−∞, BL], the output of PWLU has 

gradients with respect to only Y 0
P . When x ∈ [BR,∞], the 

output of PWLU has gradients with respect to only Y N
P .  

As evident in the definition and gradients, PWLU has a 
straightforward computation. We implement the forward 
and backward computation in CUDA for efficiency.

Figure 2  Parameters of PWLU

∂PWLUN/ x < BL BL ≤ x < BR x ≥ BR

∂x KL Kidx KR

∂BL −KL Kidx ∗ x−BR

BR−BL
0

∂BR 0 Kidx ∗ BL−x
BR−BL

−KR

∂KL x−BL 0 0

∂KR 0 0 x−BR

∂Y idx
P 0

Bidx+1−x
d 0

∂Y idx+1
P 0 x−Bidx

d 0

∂Y 0
P 1 0 0

∂Y N
P 0 0 1

Table 1  Gradients of PWLU
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3.3 Learning the Piecewise Linear 
Unit

Given the definition and gradients of PWLU, we can 
directly learn its parameters  by gradient descent. Before 
learning, the parameters of PWLU should be properly 
initialized to stabilize training. One straightforward method 
involves initializing PWLU to existing activation functions 
such as ReLU. For example, if N  is an even number, we can 
initialize BL to any negative value and set BR = −BL, 

KL = 0, KR = 1, then set each Y idx
P = ReLU(Bidx). This 

initialization is a good start; however, another problem 
needs to be handled during training.

Input-boundary misalignment. BL, BR  are important 
PWLU parameters that define the main region where 
the shape can be learned. According to the definition of 
PWLU, the degree of freedom mainly lies in the region 
[BL, BR]. N + 1 parameters (YP ) control the shape of 
PWLU in this region, but only two parameters (KL, KR ) 
control [−∞, BL] and [BR,∞]. Intuitively, this main region 
should be aligned with the input distribution of PWLU; 
otherwise, the effective degrees of freedom might be 
reduced. Consider the situation illustrated in Figure 3. The 
main part of the input distribution shifts to the left, which 

only has a small intersection with [BL, BR]. Under this 
condition, the parameters outside the input distribution 
have little contribution to the network, wasting the 
flexibility of PWLU and affecting the final performance. 
One may expect gradients to drive BL, BR  to their optimal 
values; however, we discovered that they do not help. 
Gradients with respect to BL and BR  only follow the 
direction that lowers the task loss, which does not correlate 
directly with the alignment between [BL, BR] and the 
input distribution. During training, this input-boundary 
misalignment problem will continuously exist and hinder 
PWLU's learning.

Statistics-based realignment. To overcome this problem, 
we propose a statistics-based method that facilitates the 
learning of PWLU. The training process is split into two 
phases and the full pipeline is shown in Figure 4.

Phase I. Phase I lasts from iteration 0 to T
′ − 1. At the 

beginning, we initialize all PWLUs to ReLU (Figure 4-A) and 
then start the training. In addition to standard training, we 
make two modifications (Figure 4-B):

• During each forward procedure, we collect input 
distribution statistics for each PWLU.

• During each update procedure, we do not update the 
parameters of PWLUs, ensuring they remain as the 
initialized ReLU.

To collect statistics, we compute the running mean and 
running standard deviation of input x for each PWLU, 
as formulated in Equation 5. These statistics are used in 
Phase II.

µt+1 = µt ∗ 0.9 + mean(x) ∗ 0.1
σt+1 = σt ∗ 0.9 + std(x) ∗ 0.1

Phase II. Phase II lasts from iteration T
′ to T . At the 

beginning, we reset the parameters of each PWLU (Figure 
4-C):

BL = µT ′ − 3 ∗ σT ′ , BR = µT ′ + 3 ∗ σT ′

KL = 0, KR = 1

Y idx
P = ReLU(Bidx) idx ∈ {0, 1, 2, ..., N}

Here, we adopt the three-sigma rule, which works well in 
our experiments. After resetting, the PWLUs are still in 
ReLU form as in Phase I (a tiny gap may exist around the 
zero point, which is negligible), but their boundaries are 
aligned with the input distribution. Then, we start normal 
training and update the parameters of PWLUs through 
gradients.

Summary. The proposed learning method has many 
advantages. First, it is highly efficient. With gradient-
based learning, specialized activation functions can be 
learned for each dataset, architecture, layer, or even 
channel, at the cost of a single training task. Second, 
it is effective and robust. With the special handling of 
the input-boundary misalignment problem, our method 
fully realizes the potential of PWLU. Third, it is easy to 
implement. Our method only requires slight changes to 
normal training procedures, which are limited to PWLU 
itself and do not affect any other components. Our 
method is highly compatible with all kinds of techniques.

x

y input distribution

Figure 3 Illustration of the misalignment between [BL, BR] and the input distribution
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4. Experiments

We first show the overall results on ImageNet and COCO in 
Section 4.1 and 4.2, and then discuss the ablation studies 
on several aspects of PWLU in subsequent sections. 

4.1 Experiments on ImageNet 

We f i r s t  eva luate  our  m e t h o d on t h e  Ima ge Ne t 
classification dataset, which contains 1.28 million training 
images and 50,000 validation images.

General setups. All the architectures are trained on 
16 Nvidia V100 GPUs with a total batch size of 1024, 
s tochast ic gradient descent (SGD) opt imizer with 
momentum 0.9, and the one-cycle cosine learning rate 
scheduler. Weight decay is set to 0.0001 for ResNet-18 
and ResNet-50 [10], 0.00004 for MobileNet-V2 [27] and 
MobileNet-V3 [12], and 0.00001 for EfficientNet-B0 [29]. 
We use the standard random crop and flip augmentation 
for ResNets and MobileNets, and AutoAugment for 
EfficientNet, following their original implementations. 
We train ResNets for 100 epochs, MobileNet-V2 for 200 
epochs, MobileNet-V3 and EfficientNet-B0 for 350 epochs.

PWLU setups. When applying PWLU to an architecture, 
we replace all activation layers except those with tiny 
input feature maps, such as activations in SE-block [13]. 
Tiny input feature maps are not suitable for learning 
the parameters of PWLU, so we do not change these 

activations from their original implementation. T
′ is set to 

5 epochs as it works well across our experiments. We use 
the channel-wise setting for PWLU. N  is set to 16.

Other activation functions. We choose three types of 
activation functions for comparison.

• The first type includes ReLU, PReLU, and Swish, which 
have fixed (or nearly fixed) shapes. They are simple in 
formulation and widely used in different tasks.

• The second type includes Adaptive Piecewise Linear ( 
APL) activation and Padé Activation Units (PAU). We 
choose them because they share the same principle 
of using a flexible parametric formulation. For APL, we 
find that the default setting of hyperparameter S = 5 is 
unstable on ImageNet. Therefore, we set S = 3, which 
is the best value that can be successfully trained. For 
PAU, we follow the original setting where m = 5 and 
n = 4.

Figure 4  Learning PWLU with statistics-based realignment

June 2022



174 | Communications of HUAWEI RESEARCH | October 2021

Research

• The third type includes Funnel-ReLU, which is a many-
to-one function. Compared with one-to-one activation 
functions like PWLU, Funnel-ReLU accesses more 
contextual information and requires more computation. 
While we mainly focus on one-to-one activation 
functions, we choose Funnel-ReLU as a representative 
for another line of work.

Architectures. To compare the general performance of 
different activation functions, we conducted experiments 
on five widely used architectures: ResNet-18, ResNet-50, 
MobileNet-V2, MobileNet-V3, and EfficientNet-B0. They 
cover a wide range of computational complexity and 
parameters that can be applied to different cases.

Results. The top-1 accuracies are shown in Table 2. Our 
method outperforms ReLU and Swish in all experiments. 
To show the differences more clearly, we also plotted the 
improvements in top-1 accuracy over ReLU in Figure 5. 
Although these activation functions perform better than 
ReLU in most cases, we noted an interesting pattern: The 
improvements are highly inconsistent across architectures, 
except for PWLU. For example, Swish is believed to 
perform well especially for mobile-sized models; however, 
this only holds true for MobileNet-V2 in our experiments, 
while the improvements for ResNet-18 and MobileNet-V3 
are marginal. PReLU and APL have a similar trend with 
Swish but are more unstable. In addition, PAU and Funnel-
ReLU generally perform better than Swish does, but still 
demonstrate large differences between architectures. 
On the other hand, PWLU achieves the best results and 
performs consistently across architectures.

4.2 Experiments on COCO

To further demonstrate the generalization ability of our 
method, we applied PWLU to the COCO object detection 
dataset. We used the train2017 split (118,000 images) 
and val2017 split (5,000 images) for training and testing, 
respectively. We used two popular detection frameworks: 
Mask R-CNN [8] and RetinaNet[18]. We mainly followed 
the settings in [7], which do not use pre-trained ImageNet 
models but train the model from scratch. The detailed 
settings are as follows:

Architecture. We use ResNet-50 and the Feature Pyramid 
Network (FPN) [17] as the backbone for both Mask R-CNN 
and RetinaNet. SyncBN is used to facilitate the training 
that starts from scratch. For Mask R-CNN, the Region 
Proposal Networks (RPN) [25] is jointly trained with Mask 
R-CNN.

ResNet-18 ResNet-50 MobileNet-V2 MobileNet-V3 EfficientNet-B0

FLOPs 1.8G 4.1G 300M 56M 384M

#Params 11.69M 25.5M 3.5M 2.6M 5.3M

ReLU 71.34 76.90 72.84 67.74 76.45

Swish 71.61 77.25 73.68 67.93 77.05

PReLU 71.30 77.09 73.69 67.81 77.10

APL 71.03 76.43 73.89 67.68 77.28

PAU 71.80 76.58 74.56 68.55 78.08

F-ReLU 71.82 77.49 74.85 68.48 77.28

PWLU 72.57 77.78 74.69 69.65 78.22

Table 2

Figure 5 Improvements in top-1 accuracy over ReLU
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Learning rate scheduling.  Both Mask R-CNN and 
RetinaNet are trained for 270,000 iterations (namely, '3 × 
schedule'). The learning rate is reduced by 10 × in the last 
60,000 and 20,000 iterations.

Hyperparameters. The initial learning rate is 0.02, weight 
decay is 0.0001, and momentum is 0.9. All models are 
trained on eight Nvidia V100 GPUs, each with two images. 
The image scale is 800 pixels for the shorter side. For 
PWLU, we use the same setting as that in ImageNet.

Results. We show results for Mask R-CNN and RetinaNet 
with different activations in Table 3. As Swish outperforms 
ReLU for 1%/0.8% AP, our PWLU fur ther improves 
0.4%/0.5% AP over Swish, which is on par with F-ReLU. 
Note that F-ReLU utilizes contextual information, which is 
probably beneficial for detection tasks, while PWLU does 
not access this extra information.

As noted in Sec t ion 3 .1,  we demons trate how to 
optimize inference efficiency for PWLU. We re-write the 

main computation as x ∗Kidx + (Y idx
P −Bidx ∗Kidx),  

where Kidx and Y idx
P −Bidx ∗Kidx can be calculated 

in advance. Then, the main computation becomes a 
single Multiply-Add: x ∗ Sidx +Oidx. The comparison 
in Equation 1 can be eliminated as well. The first two 
conditions can be merged into the third by extending 

idx .  The or iginal idx  be longs to {0, 1, · · · , N − 1} .  

N o w ,  w e  e x t e n d  i t  t o  {−1, 0, · · · , N}  b y 
idx

′
= clip(�x−BL

d �,−1, N). idx
′
= −1 corresponds to 

x < BL and idx
′
= N  corresponds to x ≥ BR . Then, 

we se t  S−1 = KL ,  SN = KR ,  O−1 = Y 0
P −BL ∗KL , 

ON = Y N
P −BR ∗KR. After this, the overall inference 

computat ion i s  s impl i f ied as :  ca lcu late idx
′
 then 

x ∗ Sidx′ +Oidx′ . We implement it in CUDA and test the 
inference time as shown in Table 4. As expected, PWLU 
is almost as efficient as ReLU and Swish at inference. 
As for training, PWLU is approximately 20% slower than 
ReLU due to more gradient terms.

4.4 A Plug-and-play Implementation 
for PWLU

As stated in Section 3.3, our learning method has two 
phases. For implementation, users need to add an 

additional function call after T
′ iterations, which changes the 

normal training loop. While most activation functions are 
plug-and-play modules, this additional modification makes 
PWLU more complex and may reduce the acceptance and 
applications of the method. To address this limitation, we 

Mask R-CNN RetinaNet

APbbox APmask APbbox

ReLU 39.06 35.3 37.06

Swish 40.05 36.1 37.82

F-ReLU 40.25 36.90 38.35

PWLU 40.48 37.13 38.31

Table 3

Model ReLU Swish PWLU FReLU APL PAU

ResNet-18 17.1 18.8 19.9 23.3 40.7 64.2

MobileNet-V3 15.4 15.7 16.2 18.1 31.7 38.6

Table 4  Inference time (ms) measured on an Nvidia V100 GPU with an input size of 643224224, averaged 500 times

1 class

2  def

3 

5   ...

6  def for

7   if self.train:

8 

9    if self.count < self.T:

11    elif

12 

13   return

Code 1  Plug-and-play implementation

June 2022



176 | Communications of HUAWEI RESEARCH | October 2021

Research

propose a plug-and-play implementation for PWLU in 
Code 1. The concept is straightforward: Hide the additional 
function call inside the forward pass of PWLU. Each PWLU 
tracks the number of iterations and automatically switches 
to Phase II when it reaches the specified iteration. This 
implementation makes PWLU a plug-and-play module like 
most activation functions.

misalignment

We further studied the influence of the input-boundary 
misalignment problem introduced in Section 3.3. According 

to our analysis, the [BL, BR] and input distribution of 
PWLU can be misaligned during normal training, wasting 
the flexibility of PWLU and negatively affecting the final 
performance. The statistic-based realignment is designed to 
address this problem; therefore, we compared it against the 
normal training:

• fix-init-x: Initialize [BL, BR] to a hand-picked [−x, x], 
then perform normal training.

• stat-realign: Perform training with statistics-based 
realignment according to Figure 4.

We ran experiments on ResNet-18 and MobileNet-V3 
for both layer-wise and channel-wise PWLU, choosing 
N = 16 for PWLU in all experiments.

As shown in Table 5 and Table 6, layer-wise PWLU with fix-
init shows slight improvements over baselines. When using 
stat-realign, the margin of improvement in performance 
becomes clearer. Note that channel-wise PWLU is more 
sensitive to the different initial values of fix-init, while stat-
realign consistently achieves better results.

To fur ther ver i f y our ana lys is ,  we quant i tat ive ly 

demonstrated the alignment between [BL, BR] and the 
input distribution of PWLU. At the end of training, we 

collected input x of each single channel of all PWLUs, 
and then computed intersection-over-union (IOU) for 
[BL, BR] and [xp0.05, xp0.95]:

IOU =
[BL, BR] ∩ [xp0.05, xp0.95]

[BL, BR] ∪ [xp0.05, xp0.95]

This IOU can be regarded as a quantitative measure of 
alignment at each channel. We chose two experiments in 
Table 6: PWLU-fix-init-10 and PWLU-stat-realign under 
the channel-wise setting, and computed IOUs for each 
experiment. We show their distributions in Figure 6. It is 
clear that stat-realign has much higher IOUs compared 
with fix-init, successfully addressing the input-boundary 
misalignment problem. Based on the preceding results, 
we can conclude that the input-boundary misalignment 
problem indeed af fec ts PWLU's learning, and our 
statistics-based realignment method can address this 
problem.

As described in Section 3.1, the number of intervals 
N  is a hyperparameter. A larger number brings higher 
degrees of freedom, increasing the capacity of models. 
Here, we show the influence of N  to facilitate the choice 
of this hyperparameter.

Method Layer-wise Channel-wise

ResNet-18 baseline 71.34

+ PWLU-fix-init-3 71.57 72.27

+ PWLU-fix-init-6 71.70 71.86

+ PWLU-fix-init-10 71.84 72.19

+ PWLU-stat-realign 72.22 72.57

Table 5  Top-1 accuracies on ImageNet for ResNet-18

Method Layer-wise Channel-wise

MobileNet-V3 baseline 67.74

+ PWLU-fix-init-3 68.54 68.98

+ PWLU-fix-init-6 68.98 68.88

+ PWLU-fix-init-10 68.42 68.20

+ PWLU-stat-realign 69.30 69.65

Table 6  Top-1 accuracies on ImageNet for MobileNet-V3

Figure 6 Distribution of IOUs computed for PWLU-x-init-10 and PWLU-stat-realign
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can be highly unbalanced depending on the value of bi. A 
larger value enables more gradients and vice versa. This 
unbalance makes it difficult to optimize APL, which we 
find to be unstable in our experiments. PAU uses a more 
sophisticated formulation based on Padé approximant. 
It works well sometimes but the improvements are not 
as consistent as PWLU. One possible explanation is that 
PAU defines a global function for R but the actual input 
distribution only lies in a bounded region. This gap may 
reduce the expressiveness of PAU, and it reduces the 
improvements. Compared with APL and PAU, PWLU 
has balanced gradients, focuses on bounded regions, 
and carefully handles the input-boundary misalignment 
problem. These designs enable PWLU to consistently 
outperform APL and PAU across different architectures.  

PWLU

To compare the convergence speed of different activation 
functions, we show the training and testing losses of 
MobileNet-V3 from Table 2. As shown in Figure 7, at the 
beginning of training, PWLU converges faster than other 
activations in terms of both training and testing loss.

We ran experiments for N ∈ {4, 8, 12, 16, 20} for three 
architectures with channel-wise PWLU. As shown in  
Tab le 7,  more inter va l s  t yp ica l l y  lead to greater 
improvements, especially for small models. For example, 
PWLU with N = 8 shows an improvement of 0.8% over 
N = 4 for MobileNet-V3. One interesting observation 
is that N = 20 shows slightly worse results for all three 
models. A possible explanation is that each Y idx

P  influences 
the computation of only the two adjacent intervals. 
When N  increases, each interval has a smaller number 
of input data points, which will reduce the number of 

corresponding gradients received by Y idx
P . This may result 

in higher variances of aggregated gradients and influence 
the training. Typically, N ∈ [8, 16] is the recommended 
range for N  as it gives good results.

4.7 Comparison with APL and PAU

Like PWLU, both APL and PAU use parameter ized 
formulations covering a wide range of scalar functions. 
However, they may have large differences in optimization. 
For example, APL is a weighted sum of many basis 

functions: APL(x) = max(0, x) +
∑S

i=1 aimax(0,−x+ bi).  
We can see that ai and bi receive gradients only when 
x < bi. Therefore, the gradients with respect to ai and bi 

N ResNet-18 MobileNet-V3 EfficientNet-B0

4 72.24 68.70 77.90

8 72.39 69.55 78.09

12 72.45 69.20 77.96

16 72.57 69.65 78.22

20 72.43 69.37 77.86

Table 7
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4.9 Visualization of the learned 
PWLUs

We visualize the learned PWLUs for different layers and 
architectures in Figure 8. It clearly shows that the learned 
activation functions are substantially different from the 
hand-designed ones. V-shaped functions frequently 
appear in the learned PWLUs, but this is rare in common 
activation functions. Also, the activations for the first 
layer are close to the linear functions. While sharing 
some common patterns, the learned functions are clearly 
different across architectures, and this is consistent with 
our motivation of learning specialized activation functions 
for different architectures.

5. Fused-PWLU for Quantization 
and Hardware-Friendly 
Implementation

Quantization is an important technique for deploying 
DNNs in real-world applications. Representative methods 
such as quantization aware training (QAT) and learned step 

size quantization (LSQ) mainly focus on quantizing the 
feature maps and weights of convolution layers. However, 
these methods do not take the quantization of activation 
functions into account. For example, when applying QAT 
or LSQ to a DNN with PReLU, only the output of PReLU 
is quantized, but its negative slope remains floating-
point and its computation continues at floating-point 
precision. This is not a major issue for PReLU, which is a 
simple activation function; however, it causes inefficiency 
for PWLU. As PWLU has more parameters and is more 
complex, a bottleneck is created when all other operations 
are quantized. In this section, we address this problem 
with a novel method — Fused-PWLU.

We show a convolution layer followed by a PWLU as 
an example. As shown in Figure 9, X  and W  are the 
input feature map and weight of a convolution layer, 
respectively. SX  and β  are the quantization parameters 
for X , while SW  is the quantization parameter for W . Z  
is the output of the PWLU, where SZ  and γ  are the 
quantization parameters for Z. The formulation for PWLU 
is from Equation 1. 

During inference, we need to compute Z  from X  and 

W . Note that all the computations in Figure 9 are linear 
(except the rounding); therefore, we can merge them for 
efficiency. The derivation is shown in Equation 8. 

Figure 7 Training loss and test loss for MobileNet-V3 on ImageNet
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Figure 9  Illustration of applying LSQ to DNNs with PWLU. Only one convolution layer and one PWLU are shown. The red, green, and blue blocks represent the 
quantizer, rescaler, and PWLU, respectively. The computation precision is marked at the bottom of each block.

Figure 8
points.
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Z = � (Y −Bi) ∗Ki + Pi − γ

SZ
�

= � ((X ∗W ∗ SX ∗ SW + β ∗W ∗ SW + bias −Bi) ∗Ki + Pi − γ)

SZ
�

= �X ∗W ∗ SX ∗ SW ∗Ki

SZ
+

(β ∗W ∗ SW + bias −Bi) ∗Ki + Pi − γ

SZ
�

= �(X ∗W − bias) ∗ SX ∗ SW ∗Ki

SZ
+

(BL −Bi) ∗Ki + Pi − γ

SZ
�

= �(X ∗W − bias) ∗ scalei + offseti�

where

bias =
BL − β ∗W ∗ SW − bias

SX ∗ SW

scalei =
SX ∗ SW ∗Ki

SZ

offseti =
(BL −Bi) ∗Ki + Pi − γ

SZ

The Equation 8 is similar to normal quantized inference, except for the extra index of scalei and offseti . Now, we derive 
how to compute the index i as in Equation 12.

X ∗W − bias =
Y − bias − β ∗W ∗ SW

SW ∗ SX
− bias

=
Y − bias − β ∗W ∗ SW

SW ∗ SX
− BL − β ∗W ∗ SW − bias

SX ∗ SW

=
Y −BL

SX ∗ SW

Note that i should be same as the index computed before quantization, which means the following:

i = �Y −BL

d
� = � (X ∗W − bias) ∗ SX ∗ SW

d
�

= �X ∗W − bias
d

SX∗SW

� = �X ∗W − bias
d

�

where d = d
SX∗SW

. Now, we have derived the complete formulation of Fused-PWLU. To show the difference between 
normal quantization and the Fused-PWLU, we illustrate the two methods in Figure 10.

In normal quantization, PWLU is computed at floating-point precision, which is inefficient (Figure 10-a). While in Fused-
PWLU, the computation of PWLU is actually merged into quantization (the green blocks), where we only need to compute 

Figure 10 Comparison between normal quantization and Fused-PWLU

(a) Normal quantization with PWLU (b) Fused-PWLU
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i and select the corresponding scalei and offseti  (Figure 
10-b). Fused-PWLU can be directly implemented in 
hardware, thereby reducing both computation and chip 
area.

6. Conclusion

In this paper, we propose a new activation function — 
PWLU — designed to learn specialized activation functions 
for each dataset and architecture. To achieve this goal, 
we carefully design the formulation and learning method. 
The piecewise linear-based formulation is flexible and 
can be easily learned by gradients, while the statistics-
based realignment makes the learning more effective and 
robust. On large-scale datasets such as ImageNet and 
COCO, PWLU consistently outperforms other activation 
functions across multiple architectures, demonstrating the 
benefits of learning specialized activation functions. PWLU 
is both simple in implementation and efficient at inference, 
demonstrating high potential in real-world applications.
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Abstract

In the traditional best-effort mode of IP networks, different flows may contend with and squeeze each other, leading to 
burst accumulation that makes the end-to-end (E2E) latency and jitter of packets uncontrollable. This mode cannot meet 
deterministic network requirements in emerging scenarios, such as industrial control and remote surgery. To address 

deterministic services. Based on adaptive cycle mappings between neighbors, DIP performs label swapping as well as 
cyclic forwarding on core nodes, thereby solving the burst accumulation problem in traditional IP networks and achieving 
deterministic E2E latency and microsecond-level jitter. Compared with earlier work — such as time-sensitive networking 
(TSN), DIP supports links at any distance without requiring strict time synchronization among network nodes or per-
flow states on core nodes. DIP technology achieves both deterministic properties and good scalability for IP networks, 
significantly improving the service capabilities of IP technology. It will play an important role in fields such as industrial 
Internet, industrial control, and flexible manufacturing.

Keywords
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1. Introduction

In recent years, new applications have crept up, including 
augmented reality (AR), virtual reality (VR), remote surgery, 
and smart manufacturing. Compared with traditional web 
browsing, voice, and video services, these new applications 
pose more stringent requirements on network quality 
of service (QoS) assurance. In addition to deterministic 
bandwidth, networks must offer deterministic E2E latency 
and jitter to ensure packets arrive at their destination "on 
time" and "in time" [1]. For example, in remote surgery 
scenarios, the E2E latency and jitter must not exceed 

imperceptible to doctors. Another example is the relay 
protection scenario, where the E2E jitter of the network 

Besides, in many industrial control scenarios disclosed 
in 3GPP's 5G requirement documents, controllers need 
to remotely control robotic arms to complete many fine 
operations, requiring latency and jitter under 1 ms and 1 

in traditional IP networks offers the statistical multiplexing 
capability to networks, which considerably improves 
network efficiency but results in packet contention and 
squeezing among flows. Consequently, the E2E latency 
and jitter of packets become uncontrollable and cannot 
meet service requirements.

Currently, the Institute of Electrical and Electronics 
Engineers (IEEE) and Internet Engineering Task Force 
(IETF) have established standardization working groups 
in deterministic networks. In this regard, IEEE's TSN 
working group proposed a series of standard scheduling 
mechanisms for Ethernet (L2), including 802.1Qbv, 
802.1Qch, and 802.1Qcr [5][6]. However, these standard 
technologies either support only short-distance links 
or require time synchronization among network nodes 
or per-flow states on core nodes, confining themselves 
to small-scale Ethernet. IETF's DetNet working group 
focuses on wide-area deterministic network technologies 
at the network layer (L3). Compared with TSN, DetNet 
has a broader work scope, encompassing the overall 
architecture design, Layer 3 routing & forwarding, and 
resource management. However, its data plane still 
depends on TSN mechanisms and does not define new 
deterministic scheduling mechanisms. In addition, the 
industrial society has proposed other technologies 
to guarantee deterministic network properties, such 
as process field net (PROFINET) [7], Ethernet control 
automation technology (EtherCAT) [8][9], and hard real-
time Ethernet switching (HaRTES) [10]. However, these 
technologies are not mutually compatible and cannot be 

integrated with standard Ethernet devices. Therefore, they 
cannot be widely used.

This paper proposes a new Layer 3 forwarding technology 
— deterministic IP (DIP), which provides guaranteed E2E 
latency and jitter for IP networks. Compared with TSN 
and DetNet, DIP supports links at any distance and does 
not require strict time synchronization among network 
nodes or the per-flow states on core nodes. As such, 
DIP is not confined to small-scale networking scenarios 
such as industrial manufacturing and campus networks. 
Instead, it can also meet the determinism and scalability 
requirements of large IP networks, such as operator 
networks. The main contributions of this paper include the 
following:

1) A new Layer 3 scheduling technology DIP is proposed. 
Based on the adaptive cycle mapping information 
between neighbors, DIP routers per form label 
swapping and asynchronous cyclic scheduling. This 
solves the burst accumulation problem in traditional IP 
networks and achieves deterministic E2E latency and 
microsecond-level jitter. On top of that, DIP solves the 
scalability problem in TSN and other technologies.

2) A fine-grained shaping method based on gating 
control is proposed. This method leverages gated 
queues to shape traffic on ingress gateways (IGWs), 
which can cut down a traffic burst to the size of one 
packet and greatly reduce the traffic bursts entering 
core devices.

3) The theoretical performance of DIP technology is 
analyzed and verification experiments are carried out 
in a large-scale network. Both theoretical analysis 
and experimental results show that DIP can guarantee 
deterministic E2E latency and jitter.

2. Background of Deterministic 
Technology

2.1 Basic Concepts

For a long time, research concerning IP QoS has focused 
on how to guarantee deterministic E2E bandwidth (or 
average flow rate). Deterministic bandwidth means that 
the E2E service rate provided for a flow is not lower than 
the required bandwidth. Bandwidth (or average flow rate) 
is a statistically significant concept on a macro timescale 
(usually minutes or longer). It does not take the specific 
behavior of each packet into account and is therefore 
relatively easy to guarantee. Many technologies, such as 
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priority-based scheduling, can guarantee deterministic 
bandwidth for flows.

This paper covers much more than just deterministic 
bandwidth, also focusing on how to provide deterministic 
E2E latency and jitter for flows. Deterministic latency 
means that the network needs to guarantee the upper 
bound of E2E flow latency. Put differently, the E2E latency 
experienced by any packet in a flow does not exceed the 
upper bound. The jitter of a flow is the difference between 
the upper and lower bound of latency that any packet in 
the flow may experience. Deterministic latency reflects 
whether the network can deliver packets "in time", while 
deterministic jitter — which specifies the difference of 
the upper and lower latency bounds of a flow — reflects 
whether the network can deliver packets "on time". In 
contrast to bandwidth, which is a statistical concept, 
the non-deterministic latency and jitter of packets are a 
result of packet contention on a micro time scale (usually 
milliseconds or sub-microsecond).

2.2 Root Causes of Non-deterministic 

Contention and squeezing among flows lead to burst 
accumulation, which is the fundamental reason why 
traditional IP networks cannot guarantee deterministic 
latency. Figure 1 uses a simple example to illustrate 
the accumulation. Assume that A is the ingress node of 
the network and its interfaces are with the same rate. 
Three flows (blue, green, and red) with the same rate 
enter node A through different input interfaces, and exit 
through the same interface. The packets of each flow 
arrive at node A at an even interval, with one packet as 
the initial burst [11]. The three flows all have the highest 
priority and their total rate does not exceed the output 
interface bandwidth. On a macro scale, given that the total 
rate does not exceed the output interface bandwidth, 
congestion is not likely to occur. However, the arrival time 
of each data packet is uncontrollable. In the worst case, 
the data packets have to queue up as they arrive at the 
output interface simultaneously. As a result, the green 
flow forms a larger microburst after leaving node A. (In 
the figure, two green packets move close to each other, 
doubling the burst.) Similarly, after passing through the 
next node, the green flow contends with other flows, 
further intensifying the burst. (Four packets are close 
to each other.) Microbursts caused by the contention 
between multiple flows accumulate as the number of hops 
increases and ultimately, the burst of a flow increases 
drastically and affects other flows. When the accumulated 
burst increases with the number of hops superlinearly, 

unpredictable queuing will occur on the output interfaces 
of routers, leading to non-deterministic latency and jitter. 
Similar phenomena have a theoretical basis in the network 
calculus theory [12]. Due to space limitations, this paper 
will not delve into the details.

The burst accumulation phenomenon shown in Figure 
1 is the root cause of non-deterministic IP networks. 
To guarantee deterministic network latency and jitter, 
a micro-scale precise scheduling mechanism must be 
designed to eliminate burst accumulation.

Figure 1 Microburst/burst accumulation

Packets arrive simultaneously.

Upstream node A Downstream node B

 causing microbursts.

Microbursts accumulate 

is the root cause of 
undeterministic latency.

2.3 Related Work

In the 1990s, the IETF proposed the InteServ architecture 
[13] to guarantee the QoS of IP networks. This architecture 
employs control-plane signaling to reserve bandwidth 
resources along the path of each flow and perform per-
flow per-hop scheduling on the data plane, thereby 
ensuring both bandwidth and latency. Some typical 
InteServ scheduling methods are derived from the general 
processor sharing (GPS) [14] model, including weighted 
fair queueing (WFQ) [15] and worst-case fair weighted fair 
queueing (WF2Q) [16][17]. They typically provide a low 
upper bound for deterministic latency, but require devices 
to maintain per-flow states or even update the states on 
a per-packet basis, which means high costs. Following 
InteServ, the IETF proposed the DiffServ forwarding 
architecture [18] to guarantee the QoS of IP networks. The 
basic idea is to classify flows and add different indicators 
(for example, priorities) to packets on edge devices. Core 
nodes process packets according to the indicators carried 
in packet headers. Although DiffServ can forward some 
traffic with a high priority, contention still exists among 
the flows with the same priority. Therefore, deterministic 
E2E latency and jitter cannot be guaranteed.

Round robin (RR) is another category of common methods, 
including weighted round robin (WRR), deficit round robin 
(DRR), and modified deficit round robin (MDRR) [19]. The 
upper bound of the E2E latency set by these algorithms 
can be calculated using the network calculus theory. 
That said, the upper bound is usually large and severely 
deteriorates as the number of flows increases. Besides, 
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researchers also proposed a stateless core (SCORE) 
network architecture to provide guaranteed latency. Based 
on the SCORE architecture, new scheduling mechanisms 
such as core-stateless fair queueing (CSFQ), jitter virtual 
clock (Jitter-VC), and core jitter virtual clock (CJVC) [20]
[21][22] have been proposed. In these mechanisms, 
state information is carried by packets to guide packet 
scheduling and forwarding; therefore, the core nodes do 
not need to maintain per-flow states anymore. However, 
the cost is higher scheduling complexity, and their 
scalability is still open to discussion.

As deterministic networks have attracted extensive 
attention, both IEEE and the IETF have established 
related standardization task groups. For example, IEEE 
established the TSN task group in 2012. The TSN group 
proposed a series of scheduling mechanisms for Ethernet, 
including 802.1Qav, 802.1Qbv, 802.1Qch, and 802.1Qcr [5]
[6]. IEEE 802.1Qav uses the credit-based shaper (CBS) 
mechanism to shape high-priority traffic by allocating 
credits, guaranteeing the reserved bandwidth negotiated 
by the Stream Reservation Protocol (SRP). IEEE 802.1Qbv 
introduces the time-aware shaping (TAS) mechanism 
to protect the bandwidth and latency of time-sensitive 
services by using gated queues. Gated queues are 
scheduled only when the corresponding gates are opened. 
Compared with CBS, TAS provides lower jitter. 802.1Qch 
proposes a cyclic queuing and forwarding (CQF) method, 
which can be viewed as a special case of 802.1Qbv. CQF 
uses cyclic forwarding to evenly distribute E2E latency to 
each hop, which not only prevents burst accumulation but 
also achieves deterministic latency and jitter. However, 
the CQF cycle size must cover link propagation latency 
and the jitter caused by interfering traffic. As such, these 
TSN technologies either support only short-distance links 
or require time synchronization among network nodes 
or per-flow states on core nodes. These limitations lead 
to poor scalability of TSN and consequently these TSN 
technologies can hardly be used in large IP networks. To 
overcome the clock synchronization and transmission 
distance limitations, 802.1Qcr proposes the asynchronous 
traffic shaping (ATS) mechanism [23], which eliminates 
traf f ic bursts through per-f low per-hop shaping to 
guarantee deterministic networks. ATS does not require 
precise clock synchronization network-wide and poses no 
limit on transmission distance, but it consumes more cache 
resources and requires all network devices to maintain per-
flow states. Therefore, its scalability is still unsatisfactory.

In 2015, the IETF established the deterministic networking 
(DetNet) [24] working group with the goal of implementing 
deterministic transmission paths at Layer 2 and Layer 3 to 
provide deterministic latency, low packet loss rates, and 
bounded jitter. Compared with TSN, DetNet has a broader 

work scope, encompassing the overall architecture 
design, Layer 3 routing & forwarding, and resource 
management. However, its data plane still depends on 
TSN mechanisms and does not define new deterministic 
scheduling mechanisms. Other means (such as PROFINET 
and EtherCAT) of guaranteeing deterministic networks 
adopt special Ethernet technologies and therefore cannot 
be widely used in IP networks.

The network calculus theory [12] has gradually evolved 
to facilitate deterministic research and analysis. As a 
deterministic theory based on min-plus algebra, network 
calculus provides a theoretical method for calculating the 
bounds of queuing latency and backlog in the network. 
Given traffic input models and device service capabilities, 
this theory can calculate the upper bound of E2E queuing 
latency. Network calculus involves two core concepts: 
arrival curve and service curve. The former describes the 
flow arrival behavior, representing the upper envelope of 
the actual traffic. The latter describes a device's service 
capabilities, representing the lower envelop of its service 
capabilities on the output interface. When the queue is 
not empty, the amount of data that the device can serve 
will not be less than the service curve. Given the arrival 
curve of a flow, a service curve can be provided to the 
flow, and the upper bound of any bit's queuing time on a 
network device can be analyzed. This theory can only be 
used to calculate and evaluate the latency performance 
of a given scheduling method, but does not provide a new 
scheduling mechanism. Based on the network calculus 
theory, the academic society has proven that in typical 
scenarios (the topology and traffic may be arbitrary), the 
traditional forwarding method of IP statistical multiplexing 
has an extremely large upper bound of E2E latency — or 
even no upper bound in some cases [25][26]. Specifically, 
if the network diameter (maximum number of hops that 
a flow passes) is h and the maximum network bandwidth 
utilization v < 1/(h–1), the upper bound of queuing latency 
is as follows:

d ≤ (e+τ)h
1−(h−1)v , if v < 1

h−1

where, v is the maximum link utilization, e is the maximum 

latency (sum of initial bursts/link bandwidth) of the 
maximum initial burst, and h is the number of E2E hops. If 

calculated. This conclusion not only applies to best-effort 
forwarding, but also applies to the highest-priority traffic 
in DiffServ forwarding mode.

The academic society has also made research progress 
on new schedul ing mechan isms in  recent  years . 
Massachusetts Institute of Technology (MIT) proposed 
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a general scheduling model named push-in first-out 
(PIFO) [27]. This model abstracts the queue scheduling 
process as deciding the scheduling order and scheduling 
time of packets. A PIFO tree is dynamically maintained, 
and packets can be enqueued to arbitrary positions 
of the queuing system. By using different PIFO tree 
instances, this model can support almost all known 
scheduling mechanisms (including WFQ, EDF, and SP). 
Vishal Shrivastav from Cornell University improved PIFO 
and proposed a more flexible scheduling model: push-in-
extract-out (PIEO) [28]. In addition to arbitrary enqueuing, 
this model can also dequeue arbitrary packets. Though it 
supports an extensive range of scheduling algorithms, the 
enqueue and dequeue processes consume a large amount 
of computing resources to reduce operational complexity. 
Commercial routers do not support these models, nor can 
they bare the high costs.

3. Fundamentals of DIP

3.1 Network Architecture

Figure 2 shows the overall network architecture of DIP, 
including senders, receivers, IGWs, egress gateways 
(EGWs), core routers that support DIP (that is, P nodes 
in the figure), and the controller. All network forwarding 
devices (gateways and P nodes) need to divide the local 
time with the same cycle size and keep a relatively fixed 
clock frequency.

On the control plane, the controller needs to perform path 
planning, resources reservation, and shaping parameter 
calculation for each deterministic f low, which poses 
requirements on deterministic latency and jitter. Then, 
it distributes the per-flow path information and shaping 
parameters to IGWs.

On the data plane, network devices need to learn the 
cycle mapping information of neighbors before sending 
data packets and locally maintain a cycle mapping 
table. After resource reservation, the client can send 
deterministic service traffic, and the traffic model needs 
to meet the resource reservation constraints. Based 
on the maintained per-flow states (distributed by the 
controller), IGWs perform fine-grained traffic shaping for 
each flow and add an initial cycle label to each packet 
before sending out the packet. The label indicates the 
packet sending cycle on the sending node. Upon receiving 
the packets, core devices perform cycle label swapping 
based on the locally maintained cycle mapping table and 
enqueue the packets according to the new labels. Each 
network device maintains a specific number of DIP queues 
and opens or closes the gates of these queues in a cyclic 
manner. Packets in different cycles are isolated using 
gated queue scheduling and all network devices forward 
the deterministic traffic with the highest priority.

3.2 Functions of the Control Plane

The control plane mainly performs admission control 
and resource reservation for deterministic flows. Before 
a deterministic flow sends traffic, the controller needs 
to plan a deterministic forwarding path and shaping 
parameters on IGWs and reserve resources for it based on 
the committed traffic model. Traffic of flow f  that arrives 
at the network can be constrained by the arrival curve 
Cf (t)rf t+ bf , where rf  represents the average rate of 
flow f , bf  represents the maximum initial burst of flow f
, and Cf (t) represents the amount of data that enters the 
network within time 0 t of flow f . With the DIP mechanism, 
the network forwards packets with the highest priority 
within this curve, and downgrades or even discards the 
packets that exceed the arrival curve.

 

Learns label mappings based on the 
signaling packet sent by the upstream device or 

cycle 
label swapping
schedules gated queues based on the labels.

cycle labels to data packets.

Sender 1

Sender 2

Receiver 1

Receiver 2

P P

P

Figure 2 Overall networking of DIP
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Denote G as the set of all deterministic flows waiting to 
be admitted, and F  as the set of admitted flows (F ⊆ G
). Denote R(f) as the reward brought by admitting flow 
f ∈ G to the network, P  as the set of DIP-enabled output 
interfaces in the network, Bp  as the total bandwidth of 
output interface p, Fp as the set of flows passing through 
output interface p, T  as the cycle size, and b′f as the burst 
after flow f  is shaped by the IGW. Then, the admission 
control on the control plane of DIP can be summarized as 
the following mathematical problem:

Formula (2) represents the optimization objective, 
which aims to maximize the rewards of all admitted 
flows. Formula (3) is the bandwidth constraint on each 
output interface. Formula (4) represents the resources 
constraint of each output interface in each cycle. Formula 
(5) represents the relationship between the shaping 
parameter and average flow rate, which helps to ensure 
that each f low can obtain a service bandwidth not 
less than the average rate. As evident in the preceding 
mathematical model, DIP not only reserves resources 
for flows in the bandwidth dimension, but also specifies 
the specific amount that each flow can use in each cycle 
(time dimension) to ensure schedulability. In practice, the 
reservation protocol and core devices only need to sense 
the bandwidth information, and the resource constraint 
for each cycle is guaranteed by per-flow shaping on the 
first hop and cyclic forwarding on the succeeding nodes. 
Therefore, the resource reservation process can still be 
completed using existing technologies such as RSVP-TE 
[11].

3.3 Data Plane Mechanisms

The data plane of DIP mainly includes several key 
mechanisms, including cycle mapping learning between 
neighbors, traffic shaping on IGWs, and cycle label 
swapping and gated queue scheduling on core nodes.

• Cycle mapping learning

In a DIP system, each pair of neighboring DIP routers needs 
to maintain a stable cycle mapping to guide DIP packet 

forwarding. Figure 3 assumes that the sending cycle x 
of upstream node X is mapped to the sending cycle y of 
downstream node Y . The packets sent by upstream node 
X in cycle x are received by downstream node Y  and will 
be sent in cycle y. This rule also applies to subsequent 
cycles.

Figure 3 Cycle mapping between neighbors

Cycle mappings can be centrally conf igured by the 
controller or adaptively learned by network devices in 
a decentralized manner. Either way, to guarantee the 
schedulability, the mapping should guarantee that node Y  
receives all data of cycle x before cycle ybegins. It means 
that the target cycle y should be no earlier than te, which is 
the arrival time of last bit in cycle x. Further, downstream 
node Y  can learn the difference (� = y − x) of the cycle 
mapping and save it in the local cycle mapping table. With 
the mapping information maintained at each hop, data 
packets only need to carry the sending cycle number (a 
label) of the sender. After receiving the data packets, the 
downstream node checks the carried label and references 
the locally maintained cycle mapping table to determine 
the local cycle. Then it updates the carried label with the 
new mapping cycle number and enqueues the packet into 
the corresponding queue.

It is worth noting that the cycle mappings between 
neighbors must remain stable; otherwise, dynamically 
changing mappings may cause enqueue errors. Phased 
differently, network devices must maintain a tiny clock 
error to prevent excessive clock drift. In practice, ITU-T 
G.8261 technology [29] can be used to solve this problem. 
ITU-T G.8261 can keep the maximum time interval error 
(MTIE) of devices under 300 ns, which is sufficient for 
meeting DIP requirements and therefore makes strict time 
synchronization between devices unnecessary. In addition, 
for ease of understanding, Figure 3 assumes that X and 
Y  are directly connected. In a real network, if all devices 
on a path have the DIP capability, neighbor mappings can 
be easily configured, adaptive to different link lengths. In 
some cases where some nodes between X and Y  do not 
support DIP, all the optical cables and devices between X 
and Y  can still be abstracted as one link with high jitter. 
Then the maximum latency and jitter between X and Y  
can be calculated using the network calculus approach. 
Through proactive delay, device Y  can absorb the jitter, 
thereby maintaining a stable mapping.
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The adapt ive cyc le mappings between neighbors 
significantly improve the DIP scalability on large networks. 
Compared with TSN, the stable cycle mappings do not 
require strict time synchronization between nodes. Cycle 
lengths and transmission distances are no longer mutually 
restricted — DIP supports links at all distances with any 
cycle size. Besides, each sending cycle can be fully used 
by deterministic traffic, eliminating the need for guard 
band and other similar techniques and enhancing the 
deterministic bandwidth access capabilities of networks.

• 

IGWs receive user traffic and forward the traffic with the 
highest priority. Before sending the traffic, IGWs perform 
per-flow shaping according to the calculation results of the 
control plane. Based on the traffic models and per-flow 
resource reservation (number of bytes reserved for the 
flow in each cycle), IGWs evenly scatter the burst traffic to 
multiple sending cycles. The goal of shaping is to ensure 
that each flow enters core devices with a small burst and 
the amount of data occupied by a flow in each cycle does 
not exceed the amount of resources reserved for the flow, 
thereby meeting the constraint in Formula (4).

The following uses Figure 4 as an example to describe how 
fine-grained shaping can be performed on an IGW. Assume 
that all packets are the same size, and only one-packet 
resources are reserved in each cycle for flow f , while 
the flow's largest initial burst arriving at the IGW is five 
packets. Then the IGW should scatter the five packets to 
five cycles and each cycle corresponds to a gated queue. 
The gated queue opens and starts sending the packet 
when the cycle begins, and closes and stops sending the 
packet when the cycle ends. More generally, it is assumed 
that the traffic arriving at the IGW of flow f is restricted 

by the arrival curve Cf (t) = rf t+ bf , and bfrfT . (All the 
relevant variables are with the same meaning as described 
in section 3.2.) After shaping, the traffic curve exiting the 

IGW satisfies Af (t) = rf × t+ b′f, where b′f is the post-
shaping burst and it is required that b′f ≥ rf × T . In this 
way, the flow's relatively large initial burst is divided into 
different sending cycles, decreasing the burst entering 
core devices and ensuring the data sent in a cycle does 
not exceed the reserved resources. If the traffic arriving at 

the IGW exceeds the arrival curve Cf (t), the IGW should 
lower the priority or discard the packets of the excessive 
traffic before the shaping process. Similarly, this shaping 
method can also be performed with byte granularity in 
cases where packets are of different sizes.

Figure 4 Shaping on the edge of DIP

T0 T1 T2 T3 T4 T5 T6 T7

Conventional shaping methods are typically based on the 
token bucket method [30]. However, to keep line rate for 
interfaces, a series of mechanisms (such as credit deficit) 
will be enabled on routers, resulting in the minimum post-
shaping burst being up to 10 KB granularity. In contrast, 
our method can shape a large burst into one as small as a 
packet (approximately 1 KB), that is, 10 times smaller than 
with the conventional methods.

• Cycle label swapping and queue 
scheduling

After shaping on IGWs, each packet will be encapsulated 
with a cycle label (number of its sending cycle) and then 
sent to the next hop. Upon receiving the packets, core 
devices replace the carried cycle labels with the mapped 
labels based on the locally maintained cycle mapping 
table, which is called cycle label swapping. Then, the 
packets will be enqueued into the queues corresponding 
to the new labels for scheduling. Subsequent nodes all 
schedule and forward packets in this way.

In Figure 5, cycle 35 of upstream node Z is mapped to 
cycle 89 of downstream node Y . A packet sent by Z 
in cycle 35 carries a corresponding cycle label. After Y  
receives the packet, it changes the packet's cycle label 
to 89 (the local cycle) and puts the packet into the queue 
corresponding to cycle 89. Similarly, the packet in cycle 18 
of X is also mapped to cycle 89 by Y  and placed into the 
corresponding queue.

Figure 5 Cycle label swapping example

This schedul ing mechanism (based on cyc le label 
swapping) helps isolate packets in different cycles. Packets 
in the same cycle of a flow will always belong to the same 
cycle on any hop, and packets in different cycles will never 
collide due to contention among flows, thereby solving 
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the burst accumulation problem. It should be noted that 
during cycle label swapping, the core nodes do not need 
to maintain per-flow states, and each core node only 
needs to identify where a packet comes from and the label 
it carries, while which flow the packet belongs to is not 
taken into account. Packets from different upstream nodes 
may also be placed into the same queue for aggregation 
and scheduling. In addition, the constraints on cycle data 
are also considered during resource reservation, ensuring 
that the data volume in a cycle on any node does not 
exceed the total amount that the node can send in a cycle. 
As such, packets are guaranteed to be sent out within their 
respective cycles.

Each network device maintains a specif ic number of 
DIP queues, which open or close their gates cyclically. 
Each for warding cycle has a corresponding gated 
queue for receiving and sending packets. The preceding 
scheduling mechanism uses natural numbers as cycle 
number. In practical use, several queues can be used in a 
cyclic manner, as shown in Figure 6. R1 and R2  are two 
upstream nodes of R3. All nodes have the same number of 
Q queues, and in this example, Q is assumed to be 3. After 
receiving a data packet, the downstream node R3 reads 
the label carried in the packet, replaces the label with 
the new mapped label, and enqueues the packet into the 
corresponding queue on the current hop. For example, if 
the carried cycle label X is mapped to Z+1, the packet is 
enqueued into the queue corresponding to the Z+1 cycle. 
After the queue is emptied and closed, it is considered 
idle and therefore can be used to receive packets in the 
upcoming Z+4 cycle. In this manner, each DIP device only 
needs to use a few gated queues in a cyclic manner to 
implement the preceding cycle scheduling mechanism. 

10GE output interface only requires dozens of KB buffer 
resources, significantly reducing chip costs.

Figure 6 Cyclic queue scheduling
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With the DIP mechanism, all deterministic traffic is sent 
with the highest priority. Therefore, the deterministic 
packets in the corresponding gated queue are always 
sent at the beginning of a sending cycle. If deterministic 

packets do not fully occupy a cycle, the remaining time can 
be used to schedule traffic in other lower-priority queues. 
Compared with the traditional private line and other hard 
pipe isolation technologies [31], DIP not only provides 
absolute bandwidth guarantee but also spares bandwidth 
resources for lower-priority traffic during the idle time of 
deterministic traffic. Simply put, it guarantees determinism 
while also retaining the advantages of traditional IP 
statistical multiplexing.

Figure 7 is the sequence diagram of E2E packet forwarding 
in the DIP system. As the forwarding paths and mappings 
between neighbors are fixed, once a packet's sending 
cycle of on an IGW is known, all sending cycles can be 
determined on subsequent nodes. Assume that a packet 
traverses h  hops of devices (including an IGW and 

EGW). Denote T i
b  and T i

e  as the start and end times of 
the packet's sending cycle on node i, respectively, and 
1 ≤ i ≤ h.

Figure 7 Sequence diagram of E2E packet forwarding in the DIP mechanism

.

.

.

From Figure 7, we know the following:

T i
e − T i

b = T

T i+1
b − T i

b = p<i,i+1> + T + i+1

where, p<i,i+1> is the propagation latency between node 
i and node i+ 1, and usually considered to be a constant. 
Generated based on mapping learning, τi+1 is the phase 
difference of cycles between node i and node i+ 1 which 
is introduced by non-synchronization. As DIP always 
selects the nearest complete cycle as the target cycle of 
mapping, τi+1 may take different values in the range of 
[0,T], depending on different p<i,i+1>.
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In the worst case, a packet is sent by the first hop at T 1
b  

while successfully sent out by the last hop at Th
e , resulting 

in latency of Dworst = Th
e − T 1

b . By iterating Formulas (6) 
and (7), we get:

Dworst = hT +

i=h−1∑
i=1

τi+1 +

i=h−1∑
i=1

p<i,i+1>

In Formula (8), the first two items represent the total 
queuing latency experienced by the packet on the 
network; the third item represents the total propagation 
latency experienced by the packet. The last item is 
irrelevant to the scheduling mechanism and cannot be 
avoided. Therefore, we focus only on the queuing latency 
in this paper.

Based on the value range of τi, we further simplify the first 
two items in Formula (8) to derive the upper bound of E2E 
queuing latency in the DIP system:

Dqueue ≤ (2h− 1)T

Next, we analyze the E2E jitter performance of DIP. As 
depicted in Figure 7, the best case is a packet sent by the 

first hop at T 1
e  and successfully sent out by the last hop at 

Th
b , achieving latency of Dbest = Th

b − T 1
e . In combination 

with Formulas (6) and (8), the E2E jitter of DIP is:

Jitter = Dworst−Dbest = 2T

The value is only related to the cycle length while 
independent of the number of hops, device processing 
jitter, and link distance. Considering the capabilities 
of mainstream routers, we can set the cycle to tens of 
microseconds to maintain E2E jitter at the same level.

Note that the preceding conclusion does not consider 
the latency and jitter caused by first-hop shaping. As 
industrial control scenarios are dominated by cyclic 
traffic and only have very small bursts, the conclusion 
remains true in such scenarios. However, the deterministic 
traffic on the Internet may have larger bursts; therefore, 
first-hop shaping is necessary. In these cases, an extra 
shaping latency, as well as jitter, needs to be considered 
beside Formula (9). The value is the time corresponding 
to the maximum number of cycles required to absorb the 
maximum initial burst:

Dshaping ≤
[
bf
bff

]
T

According to the preceding analysis, the E2E queuing 
latency and jitter of the DIP mechanism depend on 
the cycle size. In practical application, we can select a 

proper cycle size (for example, several microseconds, 10+ 
microseconds, or even milliseconds) based on the DIP 
technical framework to fit different scenarios.

4.2 Comparison Between DIP and 
Traditional IP

Figure 8 compares the latency performance of the DIP 
[Formula (9)] and traditional IP [Formula (1)] scheduling 
methods. As shown in Figure 8(a), given the same number 
of hops, the upper bound of E2E queuing latency in 
traditional IP increases superlinearly as link utilization 
increases. If the utilization exceeds 25%, the upper bound 
of latency cannot be calculated. This means traditional 
IP must sacrifice more bandwidth for low latency. In DIP, 
the upper bound of latency is no longer associated with 
link utilization. Even when links are fully loaded, the upper 
bound can be comparable to that in traditional IP with only 
10% link utilization. This means the accessible deterministic 
bandwidth is 10-fold higher than that of traditional IP. 
Figure 8(b) shows how the latency performance changes 
with the number of hops in the case of fixed link utilization. 
We can see that in traditional IP, the upper bound of 
latency also exhibits a superlinear increase trend, whereas 
it is linear in DIP.

Figure 8 Queuing latency comparison of DIP and traditional IP
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D I P  a c h i e v e s  E 2 E  d e t e r m i n i s m  a n d  s c a l a b i l i t y 
simultaneously. It has been verified with excellent results 
in many high-value scenarios. However, due to space 
limitations, we only take one experiment as an example.

DIP has been verif ied on the China Environment for 
Network Innovations (CENI) network, a s ignif icant 
infrastructure in the country. DIP devices have been 
deployed in six cities in the CENI backbone network: 
Beijing, Shijiazhuang, Zhengzhou, Wuhan, Hefei, and 
Nanjing, as shown in Figure 9. The test flow starts from 
Purple Mountain Laboratories in Nanjing, passes through 
the nodes in Hefei, Wuhan, Zhengzhou, Shijiazhuang, 

and Beijing, and finally returns to the Tesgine located in 
Nanjing. Along the path, the test flow passes through 
11 DIP devices. Interfering flows are introduced in both 
Beijing and Nanjing equipment rooms to simulate network 
congestion and traffic bursts. Table 1 lists the parameters 
of the target flow and interfering flows.

For comparison, another experiment is also carried out, 
where the DIP capability is turned off on all devices and 
the test flow is scheduled and forwarded with the highest 
priority.

Target flow parameters:
Gbit/s

Interfering flow 
parameters:

1.2 Gbit/s per flow; packet length: 1500 bytes; burst*: 128; interface rate: 10 Gbit/s

Table 1 Flow parameters

*Burst refers to the number of packets sent within 1 ms.

Figure 9 1000 km loopback network between Beijing and Nanjing*

* The ingress devices in Beijing and Nanjing are directly connected, so they are not included in the 11 hops.
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Experimental results are shown in Figure 10. When 
interfering flows burst, sawtooth-shaped jitter occurs in 
the traditional IP forwarding mechanism, while the DIP 
forwarding latency is relatively stable. Figure 11 shows 
how the jitter of traditional IP gradually increases with 
interfering flows.

In this experiment, DIP devices are used to build a 1000 
km wide area network (WAN), and the round trip exceeds 
2000 km. Though the test flow passes through multiple 
devices, the E2E jitter remains stable, proving that DIP 
technology is feasible on large networks.

6. Future Work

Chapter 3 explains the basic principles of DIP. As network 
appl icat ions become increasingly prosperous and 
diversified, an increasing number of applications may 
have differentiated requirements. Therefore, a potential 
research direction is to implement stronger differentiated 
capabilities for a wider range of service scenarios by 
adding incremental designs based on DIP. For instance, 
in an industrial scenario that demands ultra-low latency, 
smaller cycles and cycles of different sizes may need 
to be used on different devices to further reduce the 
queuing latency. Thus, an adaptive mapping mechanism 
is needed for different cycle sizes. Another case is that, 
many industrial manufacturing scenarios require networks 

designs on EGWs to realize packet isolation within a 
cycle. Besides, some scenarios require the network to 
admit flows immediately, without orchestration latency. 
In this regard, traffic model learning and extreme traffic 
estimation may be needed and combined to plan traffic 
paths before all flows come. If the traffic is within the 
extreme value range, services can be accessed in real time 
without orchestration, avoiding frequent interaction with 
the control plane for admission control. Moreover, DIP 
cycles can be seamlessly interconnected with 802.1Qch 
scheduling cycles, which means DIP can be utilized to 
connect TSN islands, enabling cross-IP connections on 

TSN networks. For scenarios such as 5G URLLC, joint 
scheduling with DIP cycles and 5G wireless interface 
timeslots will also enable E2E determinism and improve 
the access capabilities of 5G wireless interfaces. The 
aforementioned scenarios are all with high value and can 
be satisfied by extending DIP technology.

In recent years, the network calculus theory has gradually 
become a hop research topic in both academic society and 
industry. It also provides guidance and inspires new ideas 
for research on the direction of deterministic networks. 
For example, given the initial burst of each flow, network 
calculus can be used to calculate the upper bound of 
queuing latency on each hop without considering burst 
accumulation. Then the downstream node can proactively 
delay packets before releasing them to the queueing 
system. As shown in Figure 12, packets are delayed by 
Damper modules in downstream devices. In this way, every 
packet can be guaranteed to experience the same delay 
before the queuing system of the downstream node, and 
the traffic waveform remains the same to the queuing 
system on all hops. Thus, the burst accumulation problem 
is solved. Another example is that, the network calculus 
theory helps design the deadline (DDL) of each hop, based 
on which earliest deadline first (EDF) scheduling can be 
performed. The basic concept of EDF is to use the absolute 
DDL carried in packets as the scheduling priority — the 
packet with the nearest DDL will be scheduled with the 
highest priority. This method can minimize the average 
latency while also guaranteeing the absolute upper bound 
of latency.

Figure 12 Conceptual model of Damper
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system Damper

Queuing 
system

Figure 10 Test results on the CENI network
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Figure 11 Jitter changes in DIP and traditional IP
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In addit ion, a new branch of network ca lculus — 
stochastic network calculus (SNC) — is also being studied 
in academic society. Traditional network calculus is 
also called deterministic network calculus (DNC) as it 
describes data flows and nodes' service capabilities with a 
deterministic arrival curve and service curve, respectively. 
DNC analyzes worst-case network performance, although 
its probability is extremely low. In contrast, SNC employs 
probabilistic models to describe data flows and nodes' 
service capabilities. Thus, it can provide a probabilistic 
upper bound of E2E latency. Many applications, such as 
audio and video, focus more on the latency guaranteed 
for most cases than the upper bound of latency in the 
worst case. Therefore, SNC is more suitable for analysis. 
Researching on SNC is of both theoretical significance and 
application value in the network QoS direction.

7. Conclusion

This paper has proposed DIP technology, which can 
guarantee deterministic E2E latency and jitter in IP 
networks. Built on traditional IP, DIP introduces the 
concept of cyclic forwarding, and eliminates microbursts 
by controlling the forwarding time of each packet on 
each hop. DIP ensures that E2E latency is bounded even 
in the worst case and provides two cycle–sized E2E 
jitter regardless of the number of hops and transmission 
distance. In addition, it does not require core nodes 
to maintain per-flow states or devices to be strictly 

synchronized, considerably increasing its scalability in 
large IP networks. In conclusion, DIP achieves deterministic 
E2E latency, bounded j i t ter,  and good scalabi l i t y 
simultaneously, significantly improving the capabilities 
of IP technology. It will play an important role in fields 
such as industrial Internet, industrial control, and flexible 
manufacturing.

June 2022



196 | Communications of HUAWEI RESEARCH | October 2021

Research

References

[1] 

[2] 3GPP Release 16, TR 22.804, 2018.12.

[3] 

[4] 

[5] https://1.ieee802.org/tsn/.

[6] "IEEE standard for local and metropolitan area network-

research." The 13th International Conference on 

[8] MARTIN R, JOSEPH E, and DMITRY D. "EtherCAT 

enabled advanced control architecture." 2010 Advanced 

Semiconductor Manufacturing Conference. IEEE/SEMI, 

[9] 

analysis." 2016 International Conference on Computing, 

[10] 

IIoT IP backbones with real-time guarantees." The 

[11] Wroclawski J. "The use of RSVP with IETF integrated 

[12] 

of deterministic queuing systems for the Internet." 

[13] 

[14] A. K. Parekh and R. G. Gallager. "A generalized processor 

networks: The single node case." IEEE/ACM transactions 

[15] H. Shimonishi and M. Yoshida. "An improvement of 

weighted round robin cell scheduling in ATM networks." 

[16] 

weighted fair queueing." In Proc. IEEE INFOCOM, 1996.

Scheduling Algorithms in Packet Switching Networks." 

Acta Electronica Sinica, 2001(04):553–559.

[18] Blake S, Black D, Carlson M, et al. "An architecture for 

[19] 

[20] Stoica I. "Stateless core: A scalable approach for 

COMPUTER ENGINEERING, 2000.

[21] Stoica I, Shenker S, and Zhang H. "Core-stateless fair 

queueing: Achieving approximately fair bandwidth 

allocations in high speed networks." In proceedings 

of the ACM SIGCOMM'98 conference on applications, 

technologies, architectures, and protocols for computer 

communication. 1998: 118–130.

[22] 

Computer Communication Review, 1999, 29(4): 81–94.

[23] "IEEE standard for local and metropolitan area 

networks--bridges and bridged networks - 

doi: 10.1109/IEEESTD.2020.9253013.

[24] https://datatracker.ietf.org/wg/detnet/documents/.

June 2022



October 2021 | Communications of HUAWEI RESEARCH | 197

[25] 

International Conference on Network Protocols. ICNP 2001. 

[26] 

with aggregate scheduling." In International Workshop on 

Sivaraman A, Subramanian S, Alizadeh M, et al. 

"Programmable packet scheduling at line rate." In 

Proceedings of the 2016 ACM SIGCOMM Conference. 2016: 

[28] Shrivastav V. "Fast, scalable, and programmable packet 

scheduler in hardware." In Proceedings of the ACM Special 

[29] ITU-TG. 8261/Y. 1361, 2019.9.

[30] 

using token bucket model." IEEE INFOCOM'99. Conference 

on Computer Communications. Proceedings. Eighteenth 

Annual Joint Conference of the IEEE Computer and 

Communications Societies. The Future is Now (Cat. No. 

99CH36320). IEEE, 1999, 1: 51–62.

[31] Hao J T, Maheshwari P, Huang R, et al. "Architecture of an IP/

June 2022



198 | Communications of HUAWEI RESEARCH | October 2021

Arnaud Lallouet, Antoine Petitet, Wijnand Suijlen 
Central Software Institute 

Abstract

Combinatorial optimization appears naturally in many industrial problems, which share a common set of difficulties: 
importance of the model, exponential time to find a solution or prove optimality, and inaccuracy of approximations. A wide 
range of techniques are used to address these problems. This document presents Constraint Programming — an expressive 
yet efficient way of modeling and solving combinatorial problems, and HiCP — a constraint solver developed in Central 
Software Institute (CSI).
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1. Introduction

Combinatorial optimization appears naturally in many 
industr ial problems, which share a common set of 
difficulties: importance of the model, exponential time 
to find a solution or prove optimality, and inaccuracy of 
approximations. A wide range of techniques are used 
to address these problems. This document presents 
Constraint Programming — an expressive yet efficient way 
of modeling and solving combinatorial problems.

First, we present the context of combinatorial optimization, 
discuss the main reasons why these problems are difficult 
to solve, and give an overview of the different practical 
solutions. Then, we present the paradigm of Constraint 
Programming, which is one approach used to model and 
solve these problems. Constraint Programming can be 
summarized by the equation:

Constraint Programming = Model + Search + Inference

As the original feature of Constraint Programming, 
inference comes from the study of reasoning in Artificial 

Intelligence. In section 4, we present HiCP — a constraint 
solver developed by CSI. This generic solver can be used 
on different applications. It has an extensible architecture 
and can be scaled to large industrial problems.

2. Combinatorial Optimization 
Problems

Combinatorial Optimization Problems consist in finding 
the best configuration from a finite set to achieve a goal. It 
deals with discrete variables that can take a finite number 
of assignments. A classical example of a combinatorial 
optimization problem is the Traveling Salesman Problem 
(TSP), which consists in finding a Hamiltonian cycle of 
minimal length in a graph (Figure 1). Often, these problems 
are formulated by "Is there an object with this property?" 
or "Find an object that minimizes this quantity". Usually, 
the number of candidate objects grows exponentially as 
the size of the problem increases. These problems are NP-
complete (or NP-hard), and it is believed that no efficient 
algorithm can construct a solution in all cases. In this 
paper, "efficient" means an algorithm that can construct 
a solution within a duration that increases polynomially 
with the problem size. In fact, being in the class NP means 
that a solution can be checked in polynomial time, but 
not be found at the same time. This would be the case 
only for a non-deterministic machine that can take all 
paths simultaneously or always choose the right one. 
However, such a machine is yet to exist. When executed 
on a conventional machine, many candidate solutions have 
to be generated and tested, requiring exponential time 
in the worst case. The famous conjecture underlying this 
difficulty is P = NP , which is still unproved, although the 
wide belief is that P �= NP .

Unfortunately, these problems appear almost everywhere 
in industry and business. In this regard, optimization can 
save money, time, and energy. 

Figure 1 Traveling Salesman Problem
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The following are examples of combinatorial problems:

• Task scheduling, Figure 2(a). Given a collection of 
tasks to be processed by some machines, find an 
execution order that minimizes the total processing 
time.

• Planning, Figure 2(b). An agent can perform some 
actions in a given state. Find a sequence of actions 
that allows this agent to reach a goal.

• Routing, Figure 2(c). A number of objects or data 
has to be routed from producers to customers 
through a network. Find these routes to minimize the 
transportation cost.

• Assignment, Figure 2(d). Given a finite number of 
processor registers, find an assignment of a program's 
temporaries with respect to its control and data flows.

2.1 Problem Variants

In real life, problems never come in their simplest form. 
Put differently, infinite variations of these problems exist. 
For example, routing problems can include constraints on 
capacity, delivery dates, truck loading, and driver shifts. 
Scheduling may include limited machine or resource 
availability, precedence constraints, etc. Such constraints 
that contribute to problem variations are known as side 
constraints. Side constraints often force us to redesign 
the algorithm for each new variant of the basic problem 
and may also drastically change the solving complexity, 
even if the problem appears close to the original one. One 
simple example is the problem of finding the shortest path 
between nodes in a network. This problem can be solved 
by the polynomial Dijkstra algorithm. However, if a cost is 
associated to crossing edges, and a total budget for the 
path is given, the problem becomes NP-complete. As such, 
it is highly challenging to handle problem variants.

2.2 Modeling

Before solving a combinatorial problem, the first step is to 
model it. The model is usually formulated in mathematical 
terms by stating a set of equations between its variables. 
First-order logic is a suitable language for expressing a 
combinatorial optimization problem. That said, a modeling 
language can facilitate implementation. 

The most basic one is Boolean Satisfiability (also called 
SAT), where only Boolean variables are available and the 
problem is represented in conjunctive normal form by a set 

(a) Scheduling

(b) Planning

(c) Routing

(d) Register allocation

Figure 2 Combinatorial optimization problems
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of clauses. Because of its low level, models in SAT cannot 
be read by humans and frequently have several millions of 
variables and constraints. 

Integer Linear Programming provides integer variables and 
linear equations to connect them. Some constraints do not 
have a succinct linear encoding and may require numerous 
linear constraints and variables.

Constraint Programming also provides finite domain variables 
and a much richer set of constraints to model problems. Some 
specifically useful modeling bricks are called global constraints 
and feature dedicated efficient algorithms.

Logic programming provides a higher level of modeling 
capabilities with the power and complexity of a full Turing-
complete programming language [1]. The downside is the 
difficulty in achieving very efficient evaluation.

The different relations between a representation language 
and the space-time trade-offs of queries in this language 
are studied as knowledge compilation [2].

2.3 Common Solving Techniques

All combinatorial optimization problems are at least 
NP-hard (NP-complete for the satisfiability case). This 
means that unless P = NP , we cannot find an efficient 
(polynomial time) algorithm that always returns a solution 
for any problem instance. This is also why a wide variety of 
solving techniques have been proposed. These algorithms 
can be roughly classified into three main categories: 
complete, incomplete, and heuristic algorithms.

• Complete algorithms fully explore the search space 
and collect solutions on the fly. They usually build a 
search tree to avoid exploring the same area twice. 
As the search space is exponential in size, the worst-
case time complexity of these algorithms is also 
exponential. The advantage is that these complete 
algorithms are guaranteed to find a solution if one 
exists, find the optimal solutions if many exist, or 
return UNSAT if none exists . Modern complete 
algorithms are not solely based on the search process. 
They also utilize powerful inference techniques 
to prune the inconsistent or suboptimal parts of 
the search space. The main solving technique of 
Constraint Programming falls into this category.

• Incomplete algorithms explore the search space 
without memorizing a trail. They typically use a form 
of local search that starts from a random candidate 
solution in the search space and try to improve it 

with limited transformations. One such manipulation 
step is called a move. To limit the possible moves, 
these algorithms usually define a neighborhood 
to be explored at each step and move toward one 
of its elements. For instance, gradient descent just 
moves to the best point of the neighborhood, while 
metaheuristics define more complex exploration 
strategies. Some classical examples are simulated 
annealing or Tabu search for single point search, 
and beam search, genetic algorithms, or ant-colony 
optimization for population-based search. Incomplete 
algorithms can be stopped anytime and simply return 
the best solution found.

• Heur is t ic a lgor i thms  are of ten used as a f i rs t 
approximation. A heuristic is a greedy algorithm 
that constructs a particular solution of the problem 
and returns it. The advantage is that the solution 
is quickly obtained because there is no search. 
Usually, a heuristic mimics some expert knowledge 
obtained through human experience. The drawback 
is that the quality of the solution is not guaranteed. 
Heuristics may also be extremely difficult to find for 
new problems, and they cannot be used for problems 
without a solution. Nonetheless, efficient heuristics 
have been developed for several classical problems 
since the beginning of Operations Research, often 
yielding impressive results.

Heuristic algorithms are mostly implemented from scratch 
with little or no problem modeling. Metaheuristics can 
also be implemented from scratch, but libraries have been 
developed to help with modeling and solving [3][4]. In 
contrast, complete algorithms are extremely difficult to 
develop from scratch and need to be embedded in a solver 
like a SAT solver [5][6], CP solver [7-9], or MIP solver [9][10].

Whi le i t  is be l ieved that heur is t ic s or incomplete 
algorithms should be preferred over complete algorithms, 
most complete algorithms are not run until termination 
and therefore become incomplete. The order in which 
the search space is traversed is critically important. Put 
differently, good solutions need to be found as fast as 
possible to prune the search space. This is why complete 
algorithms make it possible to reuse the heuristics, lower 
and upper bounds, and dominance proofs obtained by the 
mathematical study of the problem.

Relaxations are useful for obtaining an approximation. 
They are simplified versions of the problem in which 
some constraints are omitted or simplified. In ILP solvers, 
the classical relaxation involves extending the domains 
of the variables to the real numbers. Then, the Simplex 
algorithm can be used to provide a bound on the objective 
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value that can be used to add a cutting plane. Constraint 
Programming uses different forms of relaxation, usually 
by considering one constraint at a time in isolation, and 
also by using a simplified version of the constraints while 
filtering. 

2.4 Theoretical vs Practical 
Complexity

Combinatorial optimization should not be studied only 
from a worst-case perspective. On the one hand, industrial 
problems are often very large but can nevertheless be 
solved quickly. For example, for a TSP with millions of 
cities, good solutions can be found. On the other hand, 
some random problems that are relatively small may take 
years to be solved. Studies on the landscape of problems 
and their statistical distribution [11] found that random 
NP-complete problems have a phase transition behavior 
relative to the density of the constraints. In the phase 
transition area, the problems are extremely difficult (see 
Figure 3). Before the phase transition, most problems 
are satisfiable and we can find a solution with relative 
ease. After the phase transition, most problems are 

unsatisfiable and we can also prove unsatisfiability with 
relative ease. Industrial problems often come in relaxed 
form where a function has to be optimized, and are likely 
to belong to the former category. This explains the success 
of incomplete methods for industrial problems. "Good 
enough" solutions can be found, but real optimum remains 
unreachable. However, these incomplete methods become 
increasingly inefficient as the problem constraints become 
denser. At the limit (when the problem is unsatisfiable), 
incomplete methods cannot be used. This discovery has 
led to practical improvements in problem solving with the 
introduction of restart strategies [12], which are currently 
used in SAT, CP, ILP, etc.

In addition, most combinatorial problems become tractable 
under suitable restrictions, which are are known as 
tractable classes. If the problem is structured as an acyclic 
graph, it can be solved by proceeding in the topological 
order induced by the spanning tree. If the problem can 
be clustered as a tree, the same kind of result applies — 
modulo the full exponential cost inside a cluster [13]. This is 
known as Fixed Parameter Tractability [14]. Another source 
of tractability involves restricting the language used to 
express the problem, for example, using only constraints 
from the set {0, 1, And, Or, Majority, Minority} [15]. The quest 
for tractability is currently still an active research topic in 
Theoretical Computer Science [16][17].

Unfortunately, these results are still only theoretical as 
most restrictions are too strict to allow the expression 
of interesting problems. The problem of recognizing 
tractable subproblems on the fly is also limited by the lack 
of efficient identification procedures.

3. Constraint Programming

Constraint Programming (CP) is a subfield of Symbolic 
Artif icial Intelligence dedicated to the processing of 
constraints as a fundamental tool for modeling and solving 
combinatorial problems. It is one of the most appealing 
tools available for this purpose, and proposes to model a 
problem with a set of variables and set of constraints, as 
well as a variety of state-of-the-art techniques for solving 
the problem.

The main advantage of modeling a problem with a 
constraint network is that humans can understand the 
model, meaning it can be easily discussed and modified. It 
is an intermediate level between the mathematical model 
in logic and a low-level representation. 

Most modern constraint solvers are libraries to be called 
from an imperative language like C++ or Java [7-9][18]. 
This allows CP to be easily integrated in most applications. 
Different constraint solvers have been developed but most 
are experimental research prototypes and the number 
of robust industrial products is limited. This is due to the 
high entry cost. In other words, constraint solvers have 
to implement numerous highly tuned algorithms from the 
literature to be competitive, and this is both costly and 
time consuming. This is evident by the fact that the most 
robust solvers have been under development for 20 years 
or more.

Constraint solving has three essential parts: modeling, 
search, and propagation.

Figure 3 Phase transition
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3.1 Modeling a Constraint Problem

Solving a constraint problem consists in finding an optimal 
object from a set of possible objects. The first step defines 
this set. In CP, an object is defined by its characteristics, 
which are represented by variables. Each variable has a 
finite domain of possible values. For example, a task T
in a project can be modeled by its starting date s(T )
and duration d(T ). The solution is fully determined by 
giving values to these two variables. Decision variables 
are essential to the description of the problem. Other 
variables, sometimes called auxil iary variables , are 
functionally determined by the assignment of decision 
variables.

For example, a scheduling problem can be composed of 
hundreds or thousands of tasks, each described by their 
two variables. As such, an assignment of the variables 
gives a solution the user can exploit. In this case, each task 
is given a starting date and duration.

A problem would be easy to solve if any assignment was 
possible. Instead, there are rules a solution must follow. 
These rules are expressed by constraints , which are 
relations between the variables. A model is composed of a 
conjunction of constraints that all have to be satisfied, for 
example, the constraint that Task T1 should hold before 
Task T2 can be expressed by requiring the starting date 
of T2 to be after the end of T1. As the end of T1 can be 
computed as the sum of its starting date and duration, 
we can write s(T1) + d(T1) ≤ s(T2).  An alternative 
formulation involves introducing an auxiliary variable 
e(T1) to compute the ending date of T1. We would then 
have the two equations e(T1) = s(T1) + d(T1) and 
e(T1) ≤ s(T2).

A model is built by defining a set of constraints on the 
variables. The intended meaning is that all the constraints 
should hold for an assignment to be a solution. Therefore, 
the set of constraints is interpreted logical ly as a 
conjunction. When a constraint is defined and added to 
the model, we usually say it is posted to the model.

In mathematical terms, a Constraint Satisfaction Problem 

(CSP) is a triple (V,D,C) where V  is a set of variables, 
D = (Dx)x∈V  defines the finite domain of each variable, 
and C  is a set of constraints. A constraint c = (W,T ) 
is a relation on a subset W ⊆ V  of the variables of the 
problem defined by a table T ⊆ DW . A solution is an 
assignment a ∈ DV  such that all constraints are valid: 
∀c = (W,T ) ∈ C, a|W ∈ T . The set of all solutions of a 
CSP is denoted by S . A Constraint Optimization Problem 

(COP) is a 4-tuple (V,D,C,X) where (V,D,C) is a CSP 

and X ∈ V  is a distinguished variable called objective, 
which is to be minimized. An optimal solution a∗ is such 
that ∀a ∈ S, a|X ≥ a∗|X.

In contrast with SAT and ILP, Constraint Programming has a 
rich modeling language. In addition to the basic arithmetic 

and logical constraints (+,−,×, /,mod, and, or, and 
more), more complex constraints — global constraints — 
are an essential part of Constraint Programming. On the 
modeling side, they represent basic bricks that are easy 
to understand and represent an interesting subpart of 
the problem. On the solving side, they encapsulate an 
efficient algorithm that increases the inference power of 
CP on a problem. The most well-known global constraint 
is the alldifferent constraint. When applied to a vector of 
variables, it ensures all the variables take different values.

Over 400 global constraints have been identif ied in 
the Global Constraint Catalog [19]. This number is high 
because numerous variants of basic global constraints 
exist. In addition to alldifferent, some of the most famous 
global constraints are as follows:

• element: relates an index and its value in an array.

• regular: forces a sequence to be in a certain regular 
language described by an automaton.

• cumulative: forces a schedule to respect an upper 
bound on the number of resources used at any time. 

• gcc (Global Cardinality Constraint): forces a set of 
variables to follow a cardinality repartition of its 
values.

When no constraint is available, or if the problem is very 
irregular, Constraint Programming provides the table 
constraint, which defines the constraint relation directly 
as a set of permitted or forbidden tuples. Many powerful 
algorithms have been designed to handle table constraints 
efficiently.

In many cases, the model has to query the validity of 
a constraint or enforce it conditionally. This is done 
with reified constraints. Constraint reification involves 
taking a constraint and associating its validity in the 
current assignment to a Boolean variable. For example, 
b ↔ X = Y  associates the value 1 to b if variables X  
and Y  have the same value; otherwise, it associates 0. As 
a reified constraint is still a relation, the assignment of 1 to 

b forces X  and Y  to be equal, whereas the assignment of 
0 forces them to be different.
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There is more than one modeling method. In fact, many 
models are possible for the same problem. Does it mean 
that they are all equivalent? From a logical perspective, 
they are equivalent because they model the same problem. 
That said, from a practical perspective, models can be 
very different. First, they often have a very different space 
complexity. For instance, in Integer Linear Programming 
models, it is common to find large arrays of Boolean 
variables that are useful for precisely addressing different 
combinations of objects. However, these arrays grow 
quadratically or faster with the data size. In addition, as 
some constraints create internal data structures that grow 
quadratically, their usage should be controlled.

But in more subtle terms, different models may view 
the problem differently by encoding some constraints 
implicitly. For example, in the well-known n-queens problem1, 
a possible model is to define one variable for each queen 
representing the rows where it is to be placed. But then, 
the constraint that all queens are on different columns is 
implicit in the model. It is therefore interesting to maximize 
implicit constraints by combining different views. This is 
known as redundant modeling [20]. Redundant models 
are connected via channeling constraints. The constraint 
propagations in the redundant models can accelerate each 
other, which makes this an important part of modeling that 
goes beyond logic.

3.2 Search

The main framework used by Constraint Programming to 
find a solution is backtracking search. The CP solver builds 
a search tree composed of search states, where each state 
s is defined by a restriction of the variables' initial domain, 

i .e., s = (dx)x∈V  where ∀x ∈ V, dx ⊆ Dx. This tree is 
explored by a depth-first search.

At each node, a decision is taken. This decision usually 
assigns an unassigned variable X = a. The choice of the 
variable X  and the value a are called variable and value 
heuristic, respectively. CP solvers usually provide some 
predefined heuristics, the simplest being lex/mindom 
where the variables are assigned in order of definition to 
the current minimum value of their domain.

This decision yields a branch to be explored. If this branch 
does not contain any solution, at some point, one of the 
constraints of the problem is violated and a conflict occurs. 
The decision is backtracked and another branch is created, 

1 The n-queens problem consists of placing n chess 

queens on an n× n board such that the queens do 
not attack each other.

usually starting with refutation of the decision, i.e., X �= a.  
Some heuristics are called dynamic when they depend 
on the state of the search to choose the next variable or 

value. Because the disjunction (X = a) ∨ (X �= a) is 
always true, it ensures the exploration of the search space 
is complete. This means that if a solution exists, it will 
eventually be returned, and if no solution exists, the solver 
will return UNSAT at the end of the exploration.

Optimization problems are natively handled by the use of 
branch-and-bound, which adds a constraint X < v each 
time a solution of value v  is returned for the objective 
variable X . After the optimal solution is found, the remaining 
problem becomes UNSAT and this gives an optimality proof.

A classical dynamic heuristic used in constraint solvers 
is the dom/wdeg heuristic [21]. It chooses the variable 
for which the ratio of its current domain size (dom) to 
its weighted degree (wdeg) is minimal. The degree is 
the number of active constraints in which a variable 
is involved, and the weight is a counter incremented 
every time a variable is involved in a conflict. This form 
of reinforcement learning prioritizes variables that are 
difficult to satisfy. When combined with restarts, the most 
conflicting variables are prioritized in the enumeration, 
meaning the most dif f icult par t of the problem is 
progressively handled near the root of the tree. As a result, 
we can unlock a difficult sub-solution or obtain a short 
proof of inconsistency.

3.3 Constraint Propagation

Constraint propagation, also called constraint reasoning, 
is an essential feature of Constraint Programming. Before 
each search decision, a reasoning step that attempts to 
simplify the current search state is inserted. Since search 
states are represented by the current domain of the 
variables, such reasoning prunes variable domains from 
values for which it proves they do not participate in any 
global solution of the problem.

This reasoning is done by vis it ing each constraint 
individually in turn, and filtering out values that do not 
participate in the solutions of the constraint. This is called 
constraint filtering. Then, a value removed from a variable 
may trigger further filtering by other constraints that the 
variable is involved in. This is called constraint propagation. 
A filtering procedure is often called a propagator.

Let us consider a simple example for the constraint <. If 
we have X < Y  with dX = [2..9] and dY = [0..7], we can 
easily see that values 7, 8, and 9 in the domain of X  are 
inconsistent with the constraint because the maximum 

June 2022



October 2021 | Communications of HUAWEI RESEARCH | 205

value that Y  can take is 7 and any solution must satisfy 
this constraint. Conversely, values 0, 1, and 2 in the domain 
of Y  can be pruned for the same reason. After filtering, we 
get dX = [2..6] and dY = [3..7]  (see Figure 4).

If X  and Y  are involved in other constraints, these pruned 
values may induce further filtering for other variables of 
the problem. This process continues until a fixed point is 
reached where no more propagation occurs.

If a constraint's filtering algorithm can prune all values that 
do not participate in any solution of the constraint, it is 
called an arc-consistent filtering algorithm. The name arc 
comes from the early years of constraint reasoning when 
only binary constraints were considered and the constraint 
network was only a graph, as opposed to a hypergraph. 

Formal ly, let c = (W,T ) be a constraint , X ∈ W  a 
variable, and s = (dx)x∈V  a search state. We say that X  
is arc-consistent w.r.t. c in s if dX ⊆ (T ∩ dW )|X  where 
dW  denotes the Cartesian product of the sets on d on the 
indices W . Enforcing arc-consistency consists in reducing 
the domain of X  to remove the values for which no solution 
exists in the relation T . This operation is implemented for all 
the variables and constraints upon reaching a fixed-point. If 
all constraints have an arc-consistent filtering algorithm, 
the resulting stable state is called arc-consistent. This 
is also how the stable fixed-point state is referred to 
by abuse of language even if it does not have the arc-
consistent property.

Most basic constraints have simple filtering procedures 
and can be filtered up to arc-consistency. This is not 
the case for global constraints that represent a complex 
modeling brick. Some global constraints have a polynomial 
time arc-consistent filtering algorithm, such as alldifferent 
[22], but for most of them, the arc-consistent filtering is 
NP-complete. That is why incomplete polynomial filtering 
procedures have been developed, for example, for the 
cumulative constraint used in scheduling [23][24]. It is 

therefore useful to have different algorithms that can be 
used according to the problem requirements.

The most famous property lighter than arc-consistency 
is bound-consistency, which only needs the bounds of 
the variable domains to be consistent. Put differently, 
inconsistent internal values may remain in the domains. 
Many other different, unnamed levels of consistency exist.

A critical feature of a constraint solver is the ability to 
perform this filtering in the most efficient way with respect 
to the problem. For example, the solver may record the 
set of values that have been pruned since the last search 
node because any further propagation has to involve 
these values. In addition, data structures used internally in 
the implementation of the constraints should be updated 
incrementally. As such, many graph algorithms (flow, 
matching, etc.) have to be made incremental when going 
down the search tree to avoid recomputing the same 
information as it was computed at the last node. This is the 
source of the high algorithmic difficulty of implementing a 
constraint solver.

3.4 Extensions of Constraint 
Programming

In many cases, the classical framework of Constraint 
Programming is insufficient for modeling some types of 
problems. This is why numerous extensions have been 
proposed, including the following:

• Stochastic Constraint Programming [25] in which 
some variables may follow probability distributions.

• Quantified Constraint Programming [26] in which 
some variables may be universally quantified and 
used as an adversarial model.

• Constraint games [27] where constraint problems 
express the preferences of a set of players whose 
solution is a Nash equilibrium.

• Weighted CSP [28] where tuples of the constraints are 
given weights to find a solution with minimal cost.

• Graph CSP [29] in which variables are graphs.

4. HiCP Constraint Solver

HiCP is a general constraint solver developed by the 
Theoretical Computer Science (TCS) lab of CSI. It was 
designed to handle industrial-size problems. It allows 

Figure 4
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modeling and solving many combinatorial optimization 
problems.

HiCP i s  des igned in a modular  manner around a 
microkernel architecture. The core solver is an event-
handling kernel that schedules very general actions, which 
define the extensibility of the solver. Around this there 
is a variable API, a constraint API, and a search API. The 
constraint part is quite large since HiCP provides many 
constraints with different filtering algorithms. It is thought 
to be extensible in a plugin-like fashion. The search part 
consists of heuristics, strategies, and tools to easily design 
search procedures. Indeed, this part provides basic search 
building blocks that can be combined to efficiently design 
complex searches.

4.1 HiCP Core

HiCP Core is the minimal set of routines that compose 
the inner solving loop. A minimal solver needs to have the 
ability to save and restore data during the search process. 
Specifically, when a backtrack occurs, the previous search 
state has to be restored. This is called reversibility. Such 
a feature can be implemented by creating and storing a 
complete copy of the current state each time a decision 
is taken. This is implemented, for example, in the Gecode 
solver [30]. Another possible implementation is trailing, 
which is used by Ortools [8] or Choco [7] for example. Note 
that a trail saves only the differences between the search 
states. HiCP uses the trailing approach, which optimizes 
the memory and the incremental propagation algorithms.

The second mandator y feature that al l Constraint 
Programming solvers need is the solving loop. Most CP 
solvers are based on different states, such as "propagation 
loop", "move stage", etc. Such a representation restricts the 
solver to these states, e.g., the alternation of branching 
and propagation, and thereby limits itself to a strict view 
of Constraint Programming. Instead, HiCP customizes a 
generic solving-loop framework that has recently been 
introduced under the name microkernel [31]. The original 
architecture of the paper distinguishes the various closures 
used by the microkernel. HiCP generalizes the complete 
process by defining a unique generic representation 
of closures, called actions. They are flexible enough to 
handle the search, reversibility, propagation, and more. 
Furthermore, the microkernel of HiCP is split into two 
engines. The first one — Solver — is generic enough to 
serve as the kernel of any solver, such as a CP solver, SAT 
solver, or iterative solver using a closure-based solving 
process. The second one — CPSolver — contains an engine 
that is fully dedicated to Constraint Programming.

Trail. In the case of a basic tree search, the state is saved 
at each node. When the search backtracks from one 
node to its parent, the solver instructs the trail to restore 
the previous state. Consider the case of a state where a 
variable's value is 9. Then, a process tries to change this 
value to 6 by moving to a different state. If the value is 
reversible, the trailing engine will record the original value 
before any modification. The value 9 is saved and then the 
variable is set to 6. Then, if another process tries to change 
the value to 3 without changing the state of the solver, the 
trail does not need to save the value 6 since it knows the 
original value 9 and the state has not changed. Later, when 
the solver asks the trail to restore the previous state, the 
original value 9 is put back in the variable.

Actions and solving loop. Actions in HiCP are closures 
(i.e., procedures with some pre-assigned arguments) 
that perform all the operations of the solver, and are 
also callable objects. HiCP manages a queue of pending 
actions to be run. This reduces the solver's implementation 
to a simple loop that removes and runs an action from the 
queue in each iteration. The queue of HiCP is a fine-tuned 
priority queue. 

CPSolver. The smallest microkernel provided by HiCP is the 
Solver. A solver is a combination of a trailing engine and 
an action queue loop. This basic microkernel is useful as 
it allows us to design efficient, reversible data structures 
that can be useful in any solver, not only for Constraint 
Programming. The kernel CPSolver is an extension of 
Solver dedicated to Constraint Programming. 

Events .  The CP Solver combines the microkerne l 
architecture with the event-driven programming paradigm. 
Events are omnipresent in HiCP, meaning the search, 
solver, and variables all have events. Just like the trail and 
solving loop, events work together with actions, which can 
subscribe to events and run when an event is triggered.

Data-structures.  A constraint solver is composed of 
many different parts, variables, constraints, etc. While the 
semantic of a given part is completely different from the 
others, their implementations often use the same data 
structures. HiCP provides sparse sets, bit sets, sparse bit 
sets, and Θ-trees.

While reversibility is handled by the trail, users and HiCP 
developers need easy access to this feature. That is why 
in most cases, HiCP provides reversible data structures 
and basic types, which means the reversible code and 
reversibility itself are fully transparent. 
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4.2 HiCP Variables

Variables are split into three par ts. The f irst is the 
conceptual variable and its events. This part is used 
by most APIs that work with variables and it provides 
different events, such as "the variable is assigned," or "the 
upper-bound has been modified." It also provides the API 
for value access and modification. The second part is the 
domain of the variable. The domain is a data structure 
(usually reversible) used to effectively maintain and 
represent the set of allowed values of the variable. HiCP 
provides several domain implementations with different 
complexities. The domain implementation can be chosen 
by the user or HiCP's automatic behavior. The last part is 
the delta, which represents the modification of a variable 
since the last saved state. 

Views on variables. Views in Constraint Programming 
are an efficient way of representing some constraints 
without creating new variables. Consider a variable x with 
domain {1,2,3}. Let y be another variable, and the constraint 
y = 2x+ 3 be posted. In some solvers, the variable y has 
to be created, and the affine constraint posted.

HiCP proposes the use of the v iew concept [32] , 
which simply states that if a bijection exists between 
two variables, only one variable and the bijection are 
required to fully describe both variables. Indeed, the 
variable y can be deduced from x. In its domain, we have 
{1× 2 + 3, 2× 2 + 3, 3× 2 + 3} = {5, 7, 9}. In this case,  
we can define y  as an affine view on x. Despite their 
apparent simplicity, views are complex objects to define 
because they need to carefully link the events and delta of 
the variables. That said, a view and a basic variable are the 
same from the user's perspective. HiCP provides several 
views: affine, logical-not, opposite, shifted, and map.

4.3 Constraints

Variables usually define the search space, while constraints 
define the solution space. In this regard, the Constraint 
Programming community has already proposed several 
hundred dif ferent constraints [19]. Although many 
different constraints have been defined, only one subset 
is relevant for general-purpose CP solvers. HiCP already 
implements over 45 constraints. Often, multiple algorithms 
are provided for the propagation and their reification. 
In the rest of this section, we describe some of the most 
important constraints provided by HiCP. 

• Basic arithmetic constraints such as plus, div, modulo, 
and mult.

• Logical constraints such as and, or, and not.

• Absolute for the absolute value.

• in and not-in for membership of a set.

• All-different constraint requires all variables to have a 
different value.

• Channeling constraint [33] defines a link between the 
two vectors of variables such that xi = j ↔ yj = i.

• Element constraint is used to associate an index to its 

value in an array (T [I] = V ).

• Global Cardinality Constraint allows the number of 
values in an array of variables to be counted and 
limited.

• Sum constraint requires the sum of vector X 's variables 
to be equal to the variable s.

• Regular constraint requires the membership of a 
fixed-length sequence of finite-domain variables to a 
regular language defined by an automaton.

• Table constraints, also called extensional constraints, 
expl ic i t ly use a set of tuples to represent the 
permitted combinations of values for the variables 
they involve.

• Disjunctive constraint occurs in many resource 
scheduling problems to model a resource that cannot 
be shared.

• Cumulative constraint is one of the most important 
constraints for scheduling. It ensures that the 
simultaneous resource usage of a set of tasks never 
exceeds a threshold.

• Count, Min and Max, Prod, Knapsack, Lexicographic 
constraints, etc.

4.4 Search

The search in HiCP is highly customizable. The tree search 
defines how the solver can interact with a tree search–
based exploration scheme, such as depth-first search, 
breadth-first search, and limited discrepancy search. 
This way, the solver can independently interact with 
the exploration scheme or with the lower-level decision 
schemes such as the variable or value selection strategies.
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Most search mechanisms are specializations of the move 
primitive, which corresponds to moving in the search 
space, thereby modifying the search state:

• forward move: the classical partial solution extension. 
For a classical search strategy, it corresponds to a new 
assignment or a refutation.

• backtrack: a move one level up in the search tree. It 
restores the previous state using the trail.

• backjump: extends the backtrack idea and allows a 
move of more than one level up in the search tree.

• restart: restarts the search from the root node.

Decisions are modeled as pairs of actions, where one 
applies the decision and the other applies its negation. 
Usually, decisions are either equalities of the form x = a 
(negated as x �= a). During the search at each forward 
move, the explorer asks for a decision from the decision 
builder, which queries in its turn the variable selection 
strategy and value selection strategy to find the next 
variable and value for the next decision.

Basic strategies. HiCP provides a set of classical variable 
selection strategies and value selection strategies, which 
can be used to form several classical search heuristics. 
These strategies are independent of the exploration 
scheme. Some of the provided variable selection strategies 
are as follows: 

• Lexico: selects the next variable in lexicographic order.

• First-fail: selects the variable with the smallest domain 
size.

• Conflict Ordering Search: selects the variable involved 
in the most recent conflict [34]. 

• Activity Based Search [35].

• Dom/wdeg heuristic [21].

• Random: selects a variable randomly.

Some provided value selection strategies are:

• Min-value: selects the smallest value in the domain.

• Max-value: selects the biggest value in the domain.

• Random-value: se lec ts a va lue in the domain 
randomly.

• Mid-value: selects the middle value in the domain.

HiCP also provides an inter face to include custom 
user-defined variable and value selection strategies. 
Additionally, it introduces Metrics-based Search (MBS), 
which is a generic search strategy based on scoring. 
MBS aims to provide users with the ability to define a 
variable selection strategy on the basis of some measure. 
A metric can be anything measurable, such as the stamp 
that captures the last time a variable was involved in a 
fail, or the number of times a variable's domain has been 
modified.

Search combinators. HiCP provides a set of predefined 
heuristics "off the shelf" and also supports user-defined 
search. Predefined heuristics are often too restrictive while 
a custom heuristic may quickly require non-negligible 
development. Search combinators enable us to compose 
search bricks in a modular manner. HiCP implements 
the and and if search combinators, which allow us to 
sequentially and conditionally combine two searches, 
respectively.

Monitors, criteria and triggers. Monitors are objects that 
monitor events in the solver. They wait for a certain event 
to occur and then react to it. Criteria are predicates that 
control the behavior of the search. In HiCP, many criteria 
come as standard, such as the number of decisions, 
number of backtracks, number of fails, and elapsed time 
in milliseconds. In addition, HiCP defines several logical 
operators to combine them together. For example, we 
can define a criterion as the conjunction of some criteria 
and disjunction of others. Such a feature is, to the best 
of our knowledge, unique to HiCP. Then, a trigger is a 
combination of a monitor and a criterion. It watches for 
one or more events and checks a criterion when something 
occurs. If the criterion is met, the trigger executes 
the preprogrammed reaction. HiCP provides several 
predefined triggers, including the restart trigger, which 
restarts the search from the initial search state each time 
the user-provided criterion is met. 

5. Conclusion

Combinatorial problems can be addressed through many 
techniques. As such, we must decide when Constraint 
Programming is the right answer to a problem. It goes 
without saying that if proved optimality matters, it is 
definitely the right option.

If the answer should be given in a short time, heuristic 
techniques are probably enough. But in most cases, the 
search in Constraint Programming stops at some point, 
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leading to incompleteness. Then, it is possible to encode 
the heuristic within the model and let the constraint solver 
only work with the heuristic. The advantage lies in the 
clean and declarative specification of the model, meaning 
any small change in the problem can be easily reflected 
without requiring an important update in the heuristic to 
preserve the validity of the solutions. Another advantage 
is that if there is room for a small search, it can be easily 
encoded by giving the solver more time. This sometimes 
allows us to considerably improve the quality of the 
solution at a small cost.

In other intermediate situations where the user seeks 
"good enough" solutions, encoding the problem in 
Constraint Programming and using a local search solver 
can provide the same advantages as the heuris t ic 
technique. However, HiCP will be enriched by other search 
types in the future, and local search will be one of the first 
to occur.

Probably, the most useful feature that remains involves 
decoupling the abstract model from the CP model and 
allowing different solving techniques to be coordinated. 
In other terms, the main direction is to make HiCP a hybrid 
solver. The goal is to explore the same search space 
with combined use of CP-like tree search, local search 
techniques, metaheuristics, Monte-Carlo techniques, 
reinforcement learning, etc. 

Another direction involves easier search control. This would 
require the invention of a new search language; however, 
significant progress is yet to be made across various 
fields of combinatorial optimization. We identified this 
issue while solving very complex instruction scheduling 
problems. HiCP was developed to make complete low-level 
control possible. However, a search language would bring 
this control to a lower level of expertise.
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reduced (1, 1)-diagrams. We analyze the diagrams to deduce an explicit description of these knots. With the new 

S3 has the non-left-orderable 
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1. Introduction
An L-space is a rational homology 3-sphere with minimal 

Heegaard Floer homology, that is, dim ĤF = |H1(Y )|.  
A notable topological property of L-spaces is that [18]
they do not admit co-orientable taut foliations, and the 
converse statement is only partially verified. Another 
conjectural property is the non-left-orderability of 
fundamental groups [2], that is, a total order ≤ does not 
exist on the fundamental group, such that g ≤ h implies 
fg ≤ fh. Although multiple computational tools exist, 
Heegaard Floer data is not easy to utilize; therefore, a 
better characterization of L-spaces would be useful.

One way of constructing L-spaces is via Dehn surgeries. 
A knot K  is an L-space knot if it admits an L-space 
surgery, and it is a positive (resp. negative) L-space knot 
if the L-space surgery is also positive (resp. negative). 
The Dehn surgery along a nontrivial positive L-space 

knot K  in S3 with slope 
p
q  yields an L-space if and only 

if 
p
q ≥ 2g(K)− 1 [19]. Other L-spaces produce similar 

results [21].

For a closed orientable 3-manifold Y , a knot K  in Y  is a 
(g, b)-knot if a Heegaard splitting Y = U0 ∪ U1 of genus 
g  exists, such that both K ∩ U0 and K ∩ U1 consist of 
b trivial arcs. Numerous studies have been conducted 
on the family of (1, 1)-knots (also called 1-bridge torus 
knot) in the 3-sphere and lens spaces. The knot Floer 
invariants arise diagrammatically [8][10][20] if we find a (1, 
1)-decomposition. 

A (1, 1)-diagram for a (1, 1)-knot K  in the three-sphere 
or lens space Y  is a doubly-pointed Heegaard diagram 
(Σ, α, β, w, z), which consists of two simple closed curves 

α and β  on the torus Σ and two basepoints w and z  in 
Σ− α− β . (Σ, α, β, w, z) is a reduced diagram if each 
bigon contains a basepoint. In this case, the diagram 
can be specified [20] by four parameters p, q, r, and s. 
Successive isotopies can be used to remove empty bigons 
so that every (1, 1)-knot has a reduced (1, 1)-diagram. In [9], 
Greene, Lewallen, and Vafaee established the following 
criterion to determine whether a reduced (1, 1)-diagram 
represents an L-space knot:

Previous Work. [9, Theorem 1.2] A reduced (1, 1)-diagram 
represents an L-space knot if and only if it is coherent, that 
is, orientations that induce coherent orientations on the 

boundary of every embedded bigon (D, ∂D) ⊆ (Σ, α ∪ β) 
exist on α and β . This L-space knot is positive or negative 
depending on the sign of α · β  with coherent orientation.

We build on this work by describing the family of (1, 1)
L-space knots explicitly as follows:

Theorem 1. Let Y = U0 ∪Σ U1 be a genus one Heegaard 
splitting of a three-sphere or lens space, with standard 
geometry. A knot in Y  is a (1, 1) L-space knot if and only if 
it is isotopic to a union of three arcs ρ ∪ τ0 ∪ τ1, such that:

(a) ρ is a geodesic of Σ;
(b) τ0 is properly embedded in a meridional disk of U0;
(c) τ1 is properly embedded in a meridional disk of U1.

Note that if τ0 or τ1 is of length zero, then by definition, 
the knot is a 1-bridge braid in Y . The 1-bridge braids 
research area originates from the classification of knots 
in a solid torus with nontrivial solid torus surgeries [1][6]
[7], where it was shown that every such knot is a torus 
knot or 1-bridge braid. If we put solid torus in the standard 
position in S3, these knots have nontrivial lens space 
surgeries, and as the name suggests, every lens space is an 
L-space. Additionally, it has been proven that any 1-bridge 
braid in the three-sphere or lens space is an L-space knot 
[9], and the L-spaces obtained by surgeries along 1-bridge 
braids in S3 have non-left-orderable fundamental groups 
[17]. In line with this research, we deduce similar properties 

for (1, 1) L-space knots in S3.

Theorem 2. A nontrivial positive (1, 1) L-space knot in S3 
can be represented as the closure of the braid

(σωσω−1 · · ·σω−b0+1) (σωσω−1 · · ·σ1)
b1 (σω−1σω−2 · · ·σ1)

t−b1

in the braid group Bω+1 on ω + 1 strands, where 1 ≤ b0 ≤ ω 
and 1 ≤ b1 ≤ t.

Figure 1 Example of the braid when (ω, t, b0, b1) = (6, 7, 4, 3)

In [17], property (D) was introduced as follows:

Definition 3. For a nontrivial knot K  in S3 with µ and λ 
representing a meridian and longitude in the knot group, 
K  has property (D) if: 

1. For any homomorphism ρ  f rom π1(S
3 −K) to 

Homeo+(R), if s ∈ R  is a common fixed point of 
ρ(µ) and ρ(λ), then s is a fixed point of every element 
in π1(S

3 −K);

2. µ is in the root-closed, conjugacy-closed submonoid 

generated by µ2g(K)−1λ and µ−1.

The author proved [17, Theorem 1.3] nontrivial knots that 
are closures of positive 1-bridge braids have property (D). 
[17, Theorem 4.1] implies that the fundamental groups of 
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the L-spaces obtained by Dehn surgeries on closures of 1- 
bridge braids are not left orderable. In this paper, we use 
a similar method to prove the following result, and utilize 
additional symmetry to simplify our proof compared to 
that of [17, Theorem 1.3].

Theorem 4. Nontrivial positive (1, 1) L-space knots in S3 
have property (D).

Therefore, by [17, Theorem 4.1], we arrive at the following 
conclusion:

Theorem 5. The fundamental group of an L-space obtained 

by Dehn surgery on a (1, 1)-knot in S3 is not left orderable.

Due to the fact that a (1, 1)-decomposition simplifies the 
computation of knot Floer homology, many examples of 
the studied L-space knots are (1, 1)-knots. Theorem 5 is a 
generalization of the relevant non-left-orderability results 
[3][4][11-17][22][23].

2. Description of (1, 1) L-space 
Knots

This section focuses on proving Theorem 1.

Let (Σ, α, β, w, z) denote a reduced (1, 1)-diagram 
representing an L-space knot in the three-sphere or 
lens space Y . Since the α curve is simple, it represents a 
primitive element in H1(Σ). We can straighten out the α 
curve via a self-homeomorphism of Σ. Assume that the α 
curve is horizontal and oriented from left to right. The β 
curve is cut into strands of two bands and two rainbows 
by the α curve. By [9, Theorem 1.2], we can choose an 
orientation of β  that induces an orientation from left 
to right on every rainbow strand. This is the opposite 
direction of the coherent orientation. Assume that w and 
z are on the left and right sides of α, respectively.

2.1 First Step

We define the positive curves on the torus Σ as follows:

Definition 6. An oriented curve γ  on Σ is positive if, at 
each inner intersection point of γ  and α ∪ β, the γ  curve 
goes from the right side of the α or β  curve to the left 
transversally.

The first step is to construct a positive curve γ0 connecting 
w to z . 

Let S  be the set of endpoints for all positive curves 

originating from w. If z ∈ S , the first step is completed; 
otherwise, we assume z �∈ S . Let Sw be the connected 
component of S − α containing w. Since w ∈ Sw, each 
point on a rainbow strand around w is an interior point of 
Sw; since z �∈ S , each point on a rainbow strand around 
z is in the exterior of Sw. Therefore, Sw is a rectangle. Let 
the vertices of Sw be P1, P2, P3, and P4 counterclockwise, 
with P1P2 and P4P3 being parts of the α curve, P2P3 and 
P4P1 being parts of the β  curve, and the basepoint w 
being close to the edge P1P2. From the Sw definition, we 
can derive the orientation of P4P1 and P2P3, as shown in 
Figure 2.

Figure 2 Rectangle Sw

If another embedded open rectangle P4P3P5P6 exists 
on the left side of P4P3, and it does not contain any 
basepoints, then we replace P1P2P3P4 with the immersed 
rectangle P1P2P5P6 and retry the extension. As the β 
curve is connected, the edge P2P3 extends to the right 
strand of the basepoint z  in finite steps. Therefore, we 
assume that the sequence of extensions ends at an 
immersed rectangle P1P2Q2Q1, as shown in Figure 3.

Figure 3 Immersed rectangle P1P2Q2Q1

There are two possible reasons why we cannot extend the 
immersed rectangle: one of the edges P1Q1 and P2Q2

extends to a rainbow strand, or the embedded rectangle 
on the left of Q1Q2 contains at least one basepoint. If the 
embedded rectangle on the left of Q1Q2 contains the 
basepoint z , then according to the definition of S , we get 
z ∈ S . Otherwise, the edge Q1Q2 intersects with the edge 
P1P2 on the torus Σ.

By the definition of Sw, the strands P4P1 and P2P3 are on 
the boundary of S ; therefore, we know that Q1Q2 ⊆ P1P2.  
If P1 = Q1  or P2 = Q2 , then the edge Q1P1 or P2Q2 
covers the β  curve. In this case, Q1P1 or P2Q2 contains 
the left and right strands of the basepoint z , which is a 
contradiction. Therefore, the edge Q1Q2 lies in the interior 
of the edge P1P2.
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Suppose that q  rainbow strands are in the middle, 
r1 ≥ 1 and r2 ≥ 1 band strands on the left (including 
Q1P1) and right (including P2Q2), respectively, in the 
immersed rec tangle P1P2Q2Q1.  I f  we assume that 
the i-th intersection point on Q1Q2 is the (i+ k)-th 
intersection point on P1P2 for 1 ≤ i ≤ r1 + r2, we see 
that 1 ≤ k ≤ 2q − 1.

For 1 ≤ i ≤ 2q + r1 + r2, let εi = 1 if the β  curve goes 
from the right to the left side of the α curve at the i-th 
intersection point on P1P2. Otherwise, let εi = −1. Then, 
we get: 

εi =




εi+k , if 1 ≤ i ≤ r1;

1 , if r1 + 1 ≤ i ≤ r1 + q;

−1 , if r1 + q + 1 ≤ i ≤ r1 + 2q;

εi−2q+k , if 2q + r1 + 1 ≤ i ≤ 2q + r1 + r2.

If 1 ≤ k ≤ q , we get ε1 = 1 by induction; whereas if 
q + 1 ≤ k ≤ 2q − 1, we get ε2q+r1+r2 = −1 by induction. 
Both cases lead to a contradiction.

2.2 Second Step

We have constructed a positive curve γ0 that connects w 
to z . By eliminating self-loops, we assume that γ0 is simple 
and intersects each connected component of Σ− α− β  
once at the most. The second step is to construct a positive 
simple closed curve γ  that passes through w and z . 

Let T1, T2, . . . , Tp be intersection points between the α 
and β curves, arranged along the α orientation. Via a self-
homeomorphism of Σ, we assume the following condition: 
For 1 ≤ i ≤ p, if the α-segment TiTi+1 does not intersect 
with the γ0 curve, then it has unit length; otherwise, it has 
length 2q + 1. 

If the β  curve has a downward-oriented band strand 
e1 and upward-oriented band strand e2, there is an 
embedded open rectangle R , with two edges being e1
and e2 and the other two being e3 and e4 on the α curve. 
We can further assume that the rectangle is on the left of 
e1, e2, and e3 and right of e4 . 

Let li denote the length of ei for i = 3, 4. Then:

li = |ei ∩ β|+ 2q |ei ∩ γ0| − 1.

The difference |e4 ∩ β| − |e3 ∩ β| depends on whether 
each basepoint lies in R , that is:

|e4 ∩ β| − |e3 ∩ β| = 2q |{z} ∩R| − 2q |{w} ∩R| .

The difference |e4 ∩ γ0| − |e3 ∩ γ0| depends on how γ0 
intersects R . Since γ0 is positive, if it intersects e1, e2, or 
e3, then it enters R  at that point; if it intersects e4 , then it 

exits R  at that point. Therefore, we get:

|e4 ∩ γ0| − |e3 ∩ γ0| = |e1 ∩ γ0|+ |e2 ∩ γ0|+ |{w} ∩R| − |{z} ∩R| .

By combining these equations, we get l3 ≤ l4 .

Therefore, a linear foliation F  of the torus Σ exists, such 
that (up to isotopy) each strand of the β curve is contained 
in a leaf of F  or transverse to F  in a fixed direction. Via 
another isotopy, we can assume that the entire β curve is 
either contained in a leaf of F  or transverse to F . In either 
case, we can assume that the slope of F  is irrational under 
a perturbation of the foliation; therefore, the leaves of F  
are dense. We extend the curve in both directions from the 
basepoint w along a leaf of F  until the endpoints reach 
the connected component of Σ− α− β , which contains 
the basepoint z . After closing the curve by connecting two 
endpoints within the connected component, we get the 
positive simple closed curve γ  passing through w and z . 

2.3 Third and Last Steps

The third step is to prove the "only if" part of Theorem 
1. Via a self-homeomorphism of Σ, we abandon the 
horizontality of the α curve, and assume that the γ  curve 
is horizontal instead. Since γ  is positive, we can either 
assume that α is a geodesic or assume that β is a geodesic. 

In fact, the isotopy f : (α ∪ β ∪ γ)× [0, 1] → Σ exists 

such that f(z, t) and f(γ, t) are independent of t, and 

f(α, 0), f(β, 1), and f(γ, 0) are geodesics. Let ρ0 and ρ1 

be the curves in Σ× [0, 1], defined by ρ0(t) = (f(w, t), t) 

and ρ1(t) = (f(z, t), t). Let τ0 (resp. τ1) be a geodesic 

in (Σ, 0) (resp. (Σ, 1)), which does not intersect with 

(f(α, 0), 0) (resp. (f(β, 1), 1)). After attaching the solid 

tori U0 and U1 to the boundary components of Σ× [0, 1],  

such that (f(α, 0), 0) (resp. (f(β, 1), 1)) is a meridional 

disk of U0 (resp. U1), we recover the knot ρ0 ∪ τ0 ∪ ρ1 ∪ τ1 
from the (1, 1)-diagram. 

Finally, the "if " part of Theorem 1 can be proved with 
methods similar to the 1-bridge braid case. In [9, Section 3],  
a coherent reduced (1, 1)-diagram was constructed for 
each 1-bridge braid in S3 and the lens space to utilize 
[9, Theorem 1.2], as shown in Figure 4. We made minor 
changes to the construction: The basepoint z is no longer 
restricted to being the starting point of the γ′, but can 
be any point in Σ− α− β . The topological meaning of 
the diagram is as explained in the previous paragraph: If 
we move the basepoint w along a geodesic γ′, we can 
untwist the β  curve at the expense of twisting the α 
curve. With this change, a (1, 1)-diagram like the middle 
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one in Figure 4 can represent the knot described in 
Theorem 1. This (1, 1)-diagram is coherent in the sense 
that certain orientations on the α and β  curves induce 
coherent orientations on the boundary of every embedded 

bigon (D, ∂D) ⊆ (Σ, α ∪ β). Each isotopy to remove an 
empty bigon preserves the coherence; therefore, we get a 
reduced (1, 1)-diagram in finite steps. By [9, Theorem 1.2], 
we proved the "if" part of Theorem 1.

3. Non-Left-Orderable Surgeries

3.1 Positive Braid Representation

In this subsection, we prove Theorem 2 and derive the 
genus formula.

Let K  be a nontrivial positive (1, 1) L-space knot in S3.  
Let S3 = U0 ∪Σ U1 be a genus one Heegaard splitting 
with standard geometry. By Theorem 1, K  is isotopic to 
ρ ∪ τ0 ∪ τ1, where ρ is a geodesic of Σ, and τ0 (resp. τ1) is 
properly embedded in a meridional disk of U0 (resp. U1). 

An orientation on the geodesic ρ induces orientations on 
the cores of U0 and U1. If these cores are negatively linked, 
then the construction in Subsection 2.3 yields a negative 
coherent reduced (1, 1)-diagram. By [9, Theorem 1.2], K  
is a negative (1, 1) L-space knot, which contradicts the 
assumption that K  is a nontrivial positive (1, 1) L-space 
knot in S3. Therefore, the cores of U0 and U1 with induced 
orientations are positively linked, which means ρ can be 
realized as a part of a positive braid. After appending the 
arcs τ0 and τ1, we get a positive braid, as shown in Figure 1.

Let K  be the closure of the positive braid represented by:

(σωσω−1 · · ·σω−b0+1) (σωσω−1 · · ·σ1)
b1 (σω−1σω−2 · · ·σ1)

t−b1 .

If b0 = b1 = 0, then K  has an unknot component, which 
is not allowed. If b0 = 0, we can decrease t and b1 by one 

and set b0 to ω. If b1 = 0, we can decrease ω and b0 by one 
and set b1 to t. For the representation with minimal t+ ω,  
we know that 1 ≤ b0 ≤ ω  and 1 ≤ b1 ≤ t . Therefore, 
Theorem 2 holds.

A minimal genus Seifert surface is obtained [5] by applying 
Seifert's algorithm to a positive diagram; therefore, the 
genus of K  is as follows:

g(K) =
1

2
(#crossings − #strands + 1)

=
1

2
(b0 + b1ω + (t− b1)(ω − 1)− (ω + 1) + 1)

=
1

2
(tω − t− ω + b0 + b1).

3.2 Knot Group

In this subsec t ion, we invest igate the knot group 

π1(S
3 −K). As a (1, 1)-knot, the knot group has a 2

-generator presentation. However, to maintain symmetry, 
we specify four elements x0, y0, x1, and y1 in the knot 
group instead. 

Let D0 (resp. D1) be the meridional disk of U0 (resp. U1) 
containing τ0 (resp. τ1). Then, D0 (resp. D1) is divided by 
τ0 (resp. τ1) into two disks Dx,0 and Dy,0 (resp. Dx,1 and 
Dy,1). Let the points P,Q, and R  on Σ be ρ ∩ τ0, τ0 ∩ τ1, 
and τ1 ∩ ρ , respectively. Orient the knot K  so that 
P,Q, and R  appear in the given order. Orient the cores 
of U0  and U1 and the disks D0, D1, Dx,0, Dy,0, Dx,1, 
and Dy,1 accordingly. Let Q′  be a point near Q  in 
Σ− ρ−D0 −D1, such that Q′ is on the negative and 
positive sides of D0 and D1, respectively. Let Q′′ be a 
point in ρ on the boundary of the connected component 
of Σ− ρ−D0 −D1 containing Q′, as shown in Figure 1.

The fundamental group of U0 − τ0 (resp. U1 − τ1) is freely 
generated by two elements x0 and y0 (resp. x1 and y1),  
where x0 (resp. y0, x1, and y1) is represented by a loop 

that is based at Q′ and positively intersects Dx,0(resp. 

Figure 4 Construction of a coherent diagram of the 1-bridge braid K(−2, 3, 7) in S3 Figure 3]
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Dy,0, Dx,1, and Dy,1) once, without intersecting other 
disks. Then, π1(S

3 −K) based at Q′ is generated by 
x0, y0, x1, and y1.

Without loss of generality, we assume x0 (resp. x1) has a 

larger norm than y0 (resp. y1) in H1(S
3 −K). Then, 

µ = x0y
−1
0 = y−1

1 x1

represents a meridian of K  around Q.

The boundary of D1 (resp. D0) intersects ρ in t (resp. ω)  
points (excluding P , Q , and R ). Starting from Q in the 
positive direction, let the points be Rt, Rt−1, . . . , R1 (resp. 
Pω, Pω−1, . . . , P1) in that order. For each i with 1 ≤ i ≤ t 

(resp. 1 ≤ i ≤ ω), let gi (resp. h−1
i ) represent the loop 

based at Q′ in U0 − τ0 (resp. U1 − τ1), such that: It first 
travels to Ri (resp. Pi) without intersecting D0 (resp. D1). 
Then, it follows ρ in the positive (resp. negative) direction 
to P  (resp. R) but does not pass it. Finally, it travels back 
to Q′ without intersecting D0 (resp. D1). Then, each gi 
(resp. hi) is represented by a word in x0 and y0 (resp. x1 
and y1), and we get: 

y0 =
(
g1µg

−1
1

) (
g2µg

−1
2

)
· · ·

(
gtµg

−1
t

)
,

y1 =
(
h−1
1 µh1

) (
h−1
2 µh2

)
· · ·

(
h−1
ω µhω

)
.

Since b0, b1 �= 0, the point Q′′ is on the arc R1Pω ⊂ ρ , 
which is part of the boundary of the connected component 
of Σ− ρ−D0 −D1 containing Q′. The longitude λ of K  
starting from Q is determined by:

µk0λ = hωg1.

The integer k0 can be found by counting the crossings 
between K  and a loop represented by hωg1 on a planar 
diagram. This loop differs from the blackboard framing of 
K  shown in Figure 1 by 2t additional positive crossings; as 
such, we get:

k0 = #crossings + t

= b0 + b1ω + (t− b1)(ω − 1) + t

= tω + b0 + b1.

Therefore, we get: 

µtω+b0+b1λ = hωg1,

and

µ2g(K)−1λ = hωg1µ
−t−ω−1.

Furthermore, the word representing g1 starts with x0, and 
the one representing hω ends with x1.

In this subsection, we prove that K  has property (D).

The first part of property (D) is as follows:

Lemma 7. For any homomorphism ρ from π1(S
3 −K) to 

Homeo+(R), if s ∈ R is a common fixed point of ρ(µ) and 
ρ(λ), then s is a fixed point of every element in π1(S

3 −K) .

P r o o f .  S i n c e  s  i s  a  c o m m o n f i xe d  p o i n t  o f  ρ(µ) 
and ρ(λ),  i t  i s  a common f ixed point of ρ(x0y

−1
0 ), 

ρ(y−1
1 x1), and ρ(hωg1). Without loss of generality, we 

assume ρ(x0)s ≥ s, then we get ρ(y0)s ≥ s . We also 
know that ρ(x1)s ≥ s (resp. ρ(x1)s ≤ s) if and only if 
ρ(y1)s ≥ s  (resp. ρ(y1)s ≤ s).

Starting from the basepoint Q′, we construct a geodesic 
γ  on Σ− ρ  parallel to ρ. As K  is nontrivial, the arc ρ is 
not parallel to ∂D0 or ∂D1. We extend γ  until it crosses 
disks D0 and D1 at least once and reaches the connected 
component of Σ− ρ−D0 −D1 containing Q′ again. 
Then, we close up the curve to obtain the knot group 
element g0, which can be represented by a nontrivial word 
in x0 and y0, and also by a nontrivial word in x1 and y1. By 

the first condition, we know that ρ(g0)s ≥ s. By the second 
condition, we know that ρ(x1)s ≥ s and ρ(y1)s ≥ s. As 
hωg1 is represented by a word in x0, y0, x1, and y1 and 
contains at least one x0 and x1, we can conclude that 
ρ(x0)s = ρ(y0)s = ρ(x1)s = ρ(y1)s = s. Therefore, s is 
a fixed point of every element in π1(S

3 −K).

Remark. This lemma is the starting point of our research. 
Suppose we are given a (1, 1) L-space knot in the form 
of a coherent diagram. Then, the knot group has two 
generators x0 and y0  and one relation. To prove this 
lemma, we have to construct another element like y1 in 
terms of x0 and y0. The algebraic construction is highly 
nontrivial, and better if done topologically according to 
Theorem 1.

Then, we prove the second part of property (D).

Lemma 8. The element µ is in the root-closed, conjugacy-

closed submonoid generated by µ2g(K)−1λ and µ−1.

Proof. As in [17, Section 3], we define the preorder ≤k 

generated by µ  and (µ2g(K)−1λ)−1  on π1(S
3 −K) .  

S i n c e  µ = x0y
−1
0 = y−1

1 x1 ,  w e  g e t  x0 ≥k y0  a n d 
x1 ≥k y1 .  S i n c e  µ2g(K)−1λ = hωg1µ

−t−ω−1 ,  we  g e t 
hωg1 ≤k µt+ω+1.

Let g̃0 = 1, g̃1, . . . , g̃t′ = g1  be al l the suf f ixes of g1,  

and h̃0, h̃1, . . . , h̃ω′ = hω  be a l l  the pre f i xes of  hω , 
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ordered by length. Suppose that g̃i appears mi times in 

g1, g2, . . . , gt for each 0 ≤ i < t′, and h̃i appears ni times 
in h1, h2, . . . , hω for each 0 ≤ i < ω′. Then, we get: 

y0 =
(
g1µg

−1
1

) (
g2µg

−1
2

)
· · ·

(
gtµg

−1
t

)

≥k

(
g1µg

−1
1

) (
g̃iµg̃

−1
i

)mi
,

and

y1 =
(
h−1
1 µh1

) (
h−1
2 µh2

)
· · ·

(
h−1
ω µhω

)

≥k

(
h̃−1
i µh̃i

)ni (
h−1
ω µhω

)
.

F o r  e a c h  0 ≤ i < t′ ,  we  g e t  e i t h e r  g̃i+1 = y0g̃i  o r 
g̃i+1 = x0g̃i = µy0g̃i. For i = t′ − 1, the latter case must 
apply. Therefore, we get:

g̃i+1 ≥k y0g̃i ≥k

(
g1µg

−1
1

)
g̃iµ

mi .

By induction, we get: 

g1 = g̃t′ = µy0g̃t′−1 ≥k µg1µ
t′g−1

1 µ
∑t′−1

i=0 mi .

By symmetry, we get: 

hω ≥k µ
∑ω′−1

i=0 nih−1
ω µω′

hωµ.

Here, t′ (resp. ω′) is the number of intersection points 
between Q′′P ⊂ ρ  and D0 (resp. RQ′′ ⊂ ρ  and D1), 

excluding P  and R . 
∑t′−1

i=0 mi (resp. 
∑ω′−1

i=0 ni) is the 

number of intersection points between Q′′P ⊂ ρ and D1 
(resp. RQ′′ ⊂ ρ and D0).Therefore, we get:

t′−1∑
i=0

mi = ω − ω′

and

ω′−1∑
i=0

ni = t− t′.

Then, we get:

hω ≥k µt−t′h−1
ω µω′

hωµ

≥k µt−t′h−1
ω µω′

hω,

Therefore, hω ≥k µt−t′+ω′
. As hωg1 ≤k µt+ω+1, we have 

g1 ≤k µω+t′−ω′+1. Then, we get:

g1 ≥k µg1µ
t′g−1

1 µω−ω′

≥k µg1µ
−1.

Since g1 ≥k µg1µ
−1, we get g1µt′g−1

1 ≥k µt′. Therefore, 
we get:

g1 ≥k µg1µ
t′g−1

1 µω−ω′

≥k µω+t′−ω′+1.

B y  s y m m e t r y ,  w e  g e t  hω ≥k µt−t′+ω′+1 .  B y 
hωg1 ≤k µt+ω+1, we get µ ≤k 1 . In other words, the 
meridian µ  is in the root-closed, conjugacy-closed 

submonoid generated by µ2g(K)−1λ and µ−1.

By combining Lemma 7 and Lemma 8, we proved Theorem 
4. By [17, Theorem 4.1], we proved Theorem 5.
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